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Abstract

As Al systems increasingly participate in decision-making processes that affect
societal outcomes, questions arise about the nature and integrity of their collective
behavior. While human governance systems have long grappled with balancing
power, fairness, and representation, Al collectives, whether in autonomous vehicles,
distributed policy engines, or multi-agent simulations, are often governed by rigid
algorithms that lack embedded democratic safeguards. This project explores how
collective Al systems respond to changes in structure and incentives, with a focus
on democratic resilience. By introducing variables such as agent diversity, unequal
voting power, and adversarial actors, we analyze the conditions under which Al
decision-making mirrors or diverges from democratic norms. Our goal is to surface
mechanisms that preserve fairness and robustness in Al collectives, even in the
face of manipulation or systemic imbalance.

1 Introduction

Unlike individual models operating in isolation, Al collectives such as multi-agent systems must
reconcile conflicting inputs and preferences to reach shared conclusions. These decisions must be
robust, fair, and aligned with human values if they are to be trusted in socially impactful domains.
However, current Al decision-making systems often lack the institutional safeguards that have
evolved in human governance, such as checks on power concentration, mechanisms to ensure fair
representation, or protections against malicious actors. This creates a risk that Al collectives may be
manipulated, behave unpredictably, or diverge from democratic norms especially when more agents
are added, given unequal influence, or behave adversarially. This project investigates how Al systems
make collective decisions and examines their resilience to structural and behavioral perturbations. By
experimenting with variables such as voting power, agent composition, and the presence of malicious
actors, we aim to uncover the conditions under which Al decision-making systems maintain or lose
their democratic integrity. The ultimate goal is to inform the design of more robust, transparent, and
trustworthy Al systems that can operate fairly and reliably in complex, high-stakes environments.
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2 Related Work

We designed a series of experiments using two environments: Codenames: A collaborative word-
association game simulating real-world group decision making. The game requires communication,
inference, and consensus among the group. In addition, the game allows us to control variables
such as the team size, majority vs. consensus voting, and change in agents’ motivations. MaLLM
and Factorio: MalLLM and Factorio are general-purpose multi-agent benchmarks that allow text-
based reasoning and open-ended coordination tasks. In this report, we will primarily focus on the
Codenames environment, where our objective is to test decision-making frameworks such as majority
rule, consensus, and how that changes based on variables injected into the experiment, like the size of
the team.

3 Methods

3.1 Decision Framework

Our problem statement aimed at addressing multi-agent scaling and effective collective behavior in
games and reasoning tasks. To address this we designed experiments that assess different decision
frameworks and concepts. Like Humans we make decisions through various methods, such as
democratic decisions, autocratic decisions, and consensus-based decisions. In our case focused
primarily on decision hybrid majority consensus in reasoning tasks. We evaluated whether increasing
the team size by adding more agents changed how effective the team was at successfully exiting the
game. Majority decision versus consensus-based decisions: We evaluated how the games ended if all
parties had to agree to reach a consensus vs. if a majority rules approach was applied. Malicious or
adversarial agent: We injected an adversarial agent that played against their team. We evaluated how
this impacted performance.

3.2 Agent Prompts and Decision Guidelines

The agents are prompted to follow different guidelines based on their personas.

3.2.1 Spymaster persona

Limited to one word only: The spymaster can only provide one word hints. Not on board: The hints
cannot be present on the English language only: The spymaster can only provide hints in the English
language (aka translating “home” to “casa” is not allowed) Acronyms are not allowed: The spymaster
cannot use acronyms. No phonetically similar words: Cannot use“night” as a hit for “knight” No
shared roots: Hints must not share the root with the words on the board (example: “homegrown”
cannot get the hint of “home’”) No proper nouns: Cannot give hits utilizing proper nouns (example:
Los Angeles, Sarah) Must exist: Hints cannot be invented words or gibberish (example: “mamallama”
cannot be a hint for “pajama”)

3.2.2 Player persona

Opinion is required: Each team member must share their opinion on the guess of their team members
Direct response: Each team member must provide a direct response to the team member Explanation:
An explanation must be provided to support their guesses Rationale for changed opinion: If the agent
changes their mind based on others’ opinion, they must state why that is. Resolve disagreements:
Agents must work to resolve disagreements even if there are no single consensus

4 Experiments

4.1 Codenames

We run a multi-agent debate on an environment of Codenames. Codenames is a game where a team
of players collaborate to identify hidden words based on clues. Al agents are given one of the game
personas covered below. Utilizing personas enables us to assign different tasks to the agents such as
giving clues for guessing. Once the environment is set up, a game is generated, and each Al agent is



76
77
78
79
80

81

82
83
84
85
86
87
88

89

90
91
92

93

94

95
96
97
98
99
100

101

102

103

given a persona — the game play can begin. The game kicks off with the Spymaster persona providing
a clue to their team which triggers the debate within the team. The agents provide an answer and
debate among each other until they reach a consensus. The consensus can only be reached if all
agents agree with the decision for the consensus based decision. For majority voting, the consensus
is reached if the majority agrees. The LLMs used for this experiment is OpenAl (OpenAl, 2025).

4.1.1 Game Personas

The spymaster: The spymaster has access to the reference card and knows which word belongs to
which team. The spymaster can provide a hint limited to one word to help their respective team guess
the correct word in the correct grid. Red Team Players: The red team players’ objective is to guess
the correct word on the red grid based on the hint provided by the spymaster Blue Team Players: The
blue team players’ objective is to guess the correct word on the blue grid based on the hit provided by
the spymaster Assassin Grid: When this grid is picked, the team automatically loses and forfeits the
game

4.1.2 Exit Criteria

The game can end in the following conditions: The team reveals all their words The team reveals
the Assassin word (opposite team loses) Maximum turn limit is exceeded (we use limit of 20 turns a
game, while typically it takes 7-8 turns, so that is rather rare)

4.1.3 Game Architecture

The Game is implemented using the following architecture:

Game Engine: The game engine manages the core game logic such as the game state, processing
clues, and the guesses by the players Game State: Game state represents the current state of the game
Spymaster Agent: Al agent that plays as the spymaster persona and generates clues Operative Agent:
AT agent that plays as a Red Team Player or a Blue Team player guessing words based on the clue
from the Spymaster Debate Judge: The judge which analyzes the transcript to determine consensus
and priorities

4.1.4 Game Prompt

We use following prompts for the personas:

Operative Agent Prompt

Operative Agent:
You are {name}, a {team} Operative in Codenames.
Clue: ’{clue_word} {clue_n_words}.

DEBATE: {debate_history}
BOARD: Unrevealed: {unrevealed_words} | Revealed: {revealed_words}

Respond as a thoughtful team member by:
1. Ranking your top 3 word choices
2. Explaining your reasoning briefly (why these words connect to the clue)
3. Addressing any teammate’s points you find compelling or questionable
4. Noting any concerns about potential trap words

Don’t just agree with others — contribute your unique perspective. If you’re uncertain, say so
honestly.

End with: "My preferred choice is [WORD]" and a confidence level (Low/Medi-
um/High)




104

106

107
108
109
110
111
112
113
114

115

116
117
118

119

120
121
122

123
124
125

126
127

Spymaster Agent Prompt

Spymaster Agent:
You are the {team} Spymaster in Codenames. Round {round_number}.

Your words: {team_words}
Opponent words: {opponent_words}
Neutral words: {neutral _words}
Assassin word: {assassin_word}

Status:  Your team has {team_remaining} words left I Opponent has
{opponent_remaining} words left

TEAM DYNAMICS: Past clues and how your team responded: {team_history}

Create a ONE-WORD CLUE connecting multiple team words. Consider:
* How your operatives have interpreted previous clues
* Whether to prioritize safety or efficiency based on game state
* Which words might be most confusable with your targets

RESPOND AS:
e TARGETS: [wordl], [word2], etc.
* CLUE: [your_clue_word]
* NUMBER: [number of target words]
* STRATEGY: [brief explanation of your approach]

4.2 MALLM
4.2.1 Dataset

We utilize a variety of generative tasks focused on text generation. For the summarization task, we
chose the XSum dataset [ZPdACC24]], which offers a more specialized benchmark that challenges
multi-agent systems in less conventional settings compared to more traditional summarization tasks
[ZPdACC24]. Additionally, we included three different question answering datasets—SQuAD 2.0
[YDK™24], and StrategyQA [Bec24]), each of which was tested on MALLM on distinct dimensions
such as extractive question answering, ethical reasoning, and multi-step inference. We used similar
task instructions to those used by [Bec24]. While prior studies have often centered multi-agent
research around specific domains like narrative generation or logical reasoning tasks.

4.2.2 Maetrics

We used standard metrics for each generative task. We evaluated Multiple-choice tasks with their
accuracy and added more specific features like the lexical diversity of answers on generative tasks
and answerability on extractive QA. In evaluating Xsum, we used the ROUGE and BERTScore.

5 Results

In the codename environment, our analysis of 100 simulations found no statistically significant
difference in victory probability with varying opponent team size alone (2v2, 2v4, 2v6, 2v8), while
keeping all other factors constant we show this in Figure[T]and2].

That said, bigger size may help if we leverage larger teams effectively, Al agents would require
additional communication protocols, such as debate-driven reasoning or structured disagreement
mechanisms, rather than the current round-robin discussion format.

First, we calibrated relative performance between models (Claude-3.7 vs. GPT-40) in head-to-head
competition, observing parity with a 50% win rate (n = 30). Subsequently, we compared diverse teams
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Strong Resolution Agents Help Teams Communicate Effectively

Figure 1: No improvements seen in deci- Figure 2: Adding a strong team judge
sion making due to increased team size. helps to finish the game .

(Claude-3.7 + GPT-40) against homogeneous teams, finding no statistically significant advantage for
diversity (18 wins vs. 12 losses, p = 0.236 binomial test). Even with this approach, we found that
increasing the team size did not result in differences in decision-making, creating redundancy rather
than diversity in interpretation.

In order to evaluate the results of the project, we’ve divided the results sections into various sub-
sections, such as team size, majority rules, smaller versus larger LLM, and an introduction to an
adversarial agent.

To answer the question on scaling, to understand how scaling agents affect collective decision-making
with or without degradation of the solution quality. Our experimental results across three distinct
generative tasks, StrategyQA, SQuAD, and XSum, reveal task-dependent patterns in multi-agent
deliberation performance with a hybrid consensus decision protocol on the GPT-4 model. On
StrategyQA, a complex reasoning task requiring multi-step logical deduction, the system achieved
its peak performance with 32 agents, reaching a 69% accuracy rate. This represents a significant
improvement over smaller configurations 61% with 2-8 agents and larger configurations 65% with
128-512 agents, suggesting an optimal sweet spot for complex reasoning tasks. The SQuAD question-
answering task showed different characteristics, maintaining perfect total scores of 1.0 across all
configurations while revealing nuanced F1 score variations. The 16-agent configuration achieved the
highest F1 score of 0.302, with smaller configurations of 2-8 agents showing competitive performance
of 0.282, and larger configurations of 128-512 agents demonstrating slightly lower scores of 0.245.
For the XSum summarization task, the performance metrics showed a different pattern. The 8-agent
configuration achieved the highest ROUGE-1 score of 0.266, with BERTScore metrics showing a peak
of 0.561 with 16 agents. Interestingly, smaller configurations, 2-4 agents, maintained competitive
performance, ROUGE-1: 0.254, BERTScore: 0.551, while larger configurations, 128-512 agents,
showed slightly lower scores, ROUGE-1: 0.249, and BERTScore: 0.550.

These results highlight the task-dependent nature of optimal agent group size and performance
patterns. For complex reasoning tasks like StrategyQA, a moderate number of agents (32) appears
optimal, likely due to the balance between diverse perspectives and coordination overhead. For
question-answering tasks like SQuAD, smaller configurations 8-16 agents may be more efficient
while maintaining high performance. In summarization tasks like XSum, the performance differences
across configurations are more subtle, suggesting that the task may be less sensitive to the number of
agents, though smaller configurations 8-16 agents still show slight advantages. This comprehensive
analysis has significant implications for the design of multi-agent systems, suggesting that the optimal
number of agents should be carefully calibrated based on the specific nature and complexity of the task
at hand. The results also indicate that while increasing the number of agents can improve performance
up to a certain point, there are diminishing returns beyond task-specific optimal configurations.

5.1 Team Size

Our initial assumption was that decision-making gets better with multiple agents. This hypothesis is
supported by human decision-making, where there is an assumption that a diverse and wide set of
people makes better decisions [Source]. However, our experiment did not support better decision-
making through increased team size. This might be due to [why?]. Some observations we noticed
in the data are that Al agents often do not have differing opinions or debate as much as humans do.
Most Als agree with each other rather than offering conflicting perspectives. This might be due to the
first experiment being on the same base LLM (OpenAl).
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Mean rouge3 Score with Standard Deviation Mean best_f1 Score with Standard Deviation

Figure 3: XSUM Rogue Scores Figure 4: SQuAD F1 Score.

6 Conclusions

The finding that larger Al systems do not demonstrate improved decision-making signals to the
homogeneity of current Al systems, which lack the genuinely diverse perspective that makes human
collective intelligence effective. Even when Al agents appear to disagree, they often share similar
underlying reasoning patterns, limiting the benefits of aggregating their judgments. This signals
the importance of diversity in training Al systems and can point to benefits of larger groups that
depend not only on more participants but on cognitive diversity that may be absent in current Al
implementations [BGMMS21].
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