Final Report: Automating interpretability with agents

Kseniya Parkhamchuk Jack Payne
k.parkhamchuk@gmail . com jacktpaynebl@gmail.com
Inbal Meir Julius Vidal Georg Lange
inbal .meir.a@gmail.com jgtvidal@gmail.com mail@georglange.com

Supervised Program for Alignment Research — Fall 2025

Abstract

Unsupervised sparse dictionary learning methods like Sparse Autoencoders (SAE)
disentangle LLM representations into interpretable features without explicitly explaining
what those features represent. LLMs can be used to automatically generate and evaluate
feature explanations, but often lack comprehensiveness or misinterpret complex patterns.
We hypothesize this occurs from insufficient context as current automated methods
fail to capture the nuance of feature investigation typically conducted by researchers.
In this work, we identify failure modes and develop an Al agent that circumvents
those. Specifically, we show that existing methods cannot reliably detect output centric
features (features that are best explained by how they shape model behavior) and
scope (how narrow to define the feature). We develop an agentic explainer that can
iteratively run causal experiments to test and refine feature explanations, optimizing for
explanation correctness and human interpretability. We demonstrate that our agentic
explainer successfully addresses several identified failure modes and produces more refined
explanations. However, the agent’s explanations don’t outperform existing methods,
and we propose SAE quality and the scoring method as possible reasons. We further
investigate if agentic explanations are more succinct and parsimonious than baseline.

Keywords mechanistic interpretability - autointerpretability - agentic system

1 Introduction

Sparse-dictionary learning (SDL) techniques allowed us to disentangle the concepts inside neural
networks by producing sparse vectors or so-called features. While being able to produce hundreds
of thousands of features, the problem of producing accurate labels for them remains unresolved.
The primary goal of our interpretability agent is to produce meaningful, concise, and accurate
explanations for features within sparse autoencoders. Correct labels will be a meaningful contribution
to further studies of feature evolution, circuit tracing, misalignment detection, and model editing
(reducing unwanted behavior or enhancing desired capabilities).

Promising initial progress has been made in tackling the problem of labelling the tens of thousands
to millions of features per model or even per layer. Eleuther’s autointerp library (Delphi) [8] is
a strong foundation and an attempt to address the existing problem. Their method makes an
external LLM find the activation pattern given n number of quantile-based activating examples and
scores the output explanation with introduced scoring methods: detection and fuzzing. However,

1 SPAR Fall 2025


https://sparai.org

INPUT CLASSIFICATION PROPERTIES
Unique Token Count (3hvs {47y
Top Activating Tokens s, e, of 7 Top Token Concentration sl
Top Activating Examples ["The cat sat on the mat.", "A quick brown fox..") 805 Latent Sensitivity [#c20) vs [aoec]
Non Activating Examples ["The dog ran in the park.”, "Some iazy hound..."] Previous Score Accuracy Vv vax
Delphi Scores {Detection: 72, Fuzzing: 65} Top Activating Tokens the’, "o, 'any
Coherence Type {SEMANTIC, NARROW, DIFFUSE}
PHASE 2: Iterative Agentic Investigation Loop
Feature 1024:
Refine hypothesis & New evidence, casual
strategy LLM AGENT insights & scores f:;':"a:’ﬂ“:::;“:a:‘;“:::y“\:z
often in the context of describing past
(Explainer) experiences or states
Formulates hypotheses and decides
on tools based on current context
DATA COLLECTION INTERACTIVE PROBING & STEERING
latent_Info steer generalmg Featurez0as:
Generated Text: {'The P il
Ll especially Invalving confrontatian,
verlfy hypnlhesis uppasition, ar escalating tension.
Especially the word fight'
Five Criteria
ITERATIVE SCORING FEEDBACK
@ Comprehensive
score_explanation @ Casual
@ Resilient to Edge Cases
@ Conciseness
@ Downstream Effects

Figure 1: Overview of the agentic feature explanation pipeline. Inputs from activation caches are
classified to select an explanation strategy, after which an LLM agent iteratively collects evidence,
performs interactive probing and steering, and updates explanations using scoring feedback.

this approach has significant limitations given the diversity of feature types. They include a lack
of context and inflexible behaviour, which won’t adjust for existing feature types and activation
gradients. Ignoring these points leads to missing important details (for more interpretable features)
or the pattern completely (for hard ones).

We pursue two primary objectives for feature explanations: correctness and human inter-
pretability. Which means the explanation is expected to meet the following criteria:
1. Comprehensiveness. The explanation accounts for the majority of the feature’s activations.

2. Conciseness. The explanation is restricted to 1-2 brief sentences to maintain readability
and support rapid iteration.

3. Resilience to break testing. Edge cases and weaker activation patterns are taken into
account when formulating the final explanation.

4. Clear scope with well-defined boundaries.

5. Being explicit about downstream effects. When there is a clear causal influence on the
output, the explanation states this directly.

To overcome the existing limitations, we introduce an agentic system, supported by a MCP server
with tools, enabling the agent to probe the model by directly steering examined features, generating
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new samples and verifying their activations, seeing semantically similar examples, etc. Our approach
uses a feature classification system, which guides the model in the right direction, specific to each
feature type, from the very beginning. We used Delphi’s explanations and scoring methods as the
strongest available baseline for our study, aiming to build a system that is able to interpret less
obvious patterns and output more accurate, detailed explanations by leveraging more contextual
information and following the established agentic workflow.

Our primary research questions:

1. What are the primary failure modes in current automated feature explanation systems?

2. Can we enhance explanation quality through tool-augmented agentic architecture?

2 Methodology

The pipeline begins with categorizing features according to our classification framework and choosing
suitable explanation strategies to produce a preliminary hypothesis. The feature classification serves
as contextual input for an agentic loop, where an agent validates hypotheses by sampling high
activating examples from the activation cache, analysing top positive and negative logits, generating
targeted counterfactual examples through feature steering, and verifying whether these new samples
activate as predicted. Our system builds on Delphi’s activation caching and scoring infrastructure,
extending it with an MCP server that provides 9 specialised tools across 4 categories: data collection,
interactive probing, scoring, and meta tools.

2.1 Tools

We designed a minimal tool set to provide agents with the necessary context for hypothesis formation
and testing. We were aiming to construct a minimum, clearly-defined inputs and outputs to reduce
usage complexity and improve results interpretability.

Data collection. These tools establish a baseline evidence that is necessary for building and testing
hypotheses.

latent__info tool returns comprehensive feature statistics: maximum activation value, per-token
frequency, per-context frequency, number of activating and non-activating examples, as well as the
highest positive and negative logits. Positive logits can indicate consistent next token promotion(
suggesting causal effects), while per-token and per-context frequency metrics reveal feature sparsity
levels that correlate with interpretability.

get__top__activating _examples returns the highest-activation examples for a given latent, providing
the clearest signal for initial hypothesis formation. However, these examples tend to miss edge cases
or activation gradients, which is a common pattern in lower quantiles, where the pattern is weaker
but still valid.

get__quantile__examples tool was designed to address this gap by sampling examples from specified
activation quantiles (e.g., 50th, 90th percentile, 99th percentile) and demonstrates how the latent
behaves across the full activation distribution. We implemented 4 strategies for more efficient usage:
(1)default - predefined [0.5, 0.75, 0.9, 0.95, 0.99] quantiles, (2) topheavy - concentrated strong signal,
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Figure 2: Negative testing: the agent generates examples predicted not to activate the feature.
Testing generic uses of "video" and "recording" shows these contexts partially fail to trigger activation,
providing valuable insight about the context.

(3)low-heavy - edge cases and weak signal analysis, (4)contrast - comparing extreme quantiles to
identify distribution-wide patterns.

get_non__activating _examples tool is designed to be flexible and to return either random or
semantically similar non-activating examples from neighbouring latents based on cache configuration.
If cache was generated with non__ activating source parameter equals to ‘neighbours’, then the tool
will return semantically similar examples from neighbouring latents along with their distance from
the target latent (range: -1 to 0, where values closer to 0 indicate greater similarity)

Interactive probing. These tools enable the agent to test hypotheses through controlled feature
manipulation.

verify _hypothesis - the LLM explainer creates new samples designed to test specific aspects of
the current hypothesis. The tool outputs the provided samples with tokens marked depending on
the activation intensity. We base the intensity level calculation on the percentage of maximum
feature activation. Activation intensity is indicated by the number of angle brackets: <token>
(low), «token» (medium), «<token»> (high). Non-activating samples are returned unchanged with
is_activated: false. This tool can be flexible if used strategically. We described several verification
strategies to enable more insights: (1) positive example testing - aims to generate and analyse
activating samples, (2) negative examples testing - aims to generate and analyse non-activating
samples, (3) contrastive pairs testing - aims to generate and analyse pairs where the hypothesized
activating element changes, (4) break test - aims to generate and analyse samples that can prove that
current hypothesis is not working. Figure 1 and 2 illustrate the parts of the transcript representing
agent’s usage of the negative and break test strategies. You can find more examples of the tool
usage in section ‘Tool usage transcripts’ in the Appendix.
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e": "was blinded by camera flashes"

Figure 3: Hypothesis breaking strategy: the agent attempts to falsify its current explanation by
generating edge cases.

steer__generation - amplifies or suppresses feature effects on model outputs by intervening on SAE [1]
latent activations during forward passes. The tool searches for a steering strength that produces a
target KL divergence between the baseline and steered output logit distributions. For amplification,
it adds this strength to the target feature’s activation; for suppression, it zeroes the activation.
Given a prompt and direction (’amplify’ or ’suppress’), the tool returns paired generations (steered
and baseline) with a specified token limit for comparison.

Scoring. Allowing the agent to score its current explanation inside the agentic loop introduces
a clear metric for comparison and enables tracking the progress let along direction change if the
explanation scores poorly. Our score explanation tool outputs Delphi’s detection, fuzzing, or
embedding scores.

Meta tools. Additionally, we found out that a large amount of data may cause agent’s failure
to synthesize a correct explanation even if generating a large amount of valuable insights. We
hypothesize that this occurs when critical observations become scattered across long context windows.
To address this issue, we introduce remember_insight and recall insights tools and instructed agent
to keep records during the investigation loop. Recalling key findings before finalizing the explanation
shows a positive effect on its final version.

remember__insight saves the observation with the latent index in a separate file for later retrieval

recall__insights retrieves a requested quantity of saved insights for a specified latent, enabling the
agent to review accumulated insights before generating final explanation.
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Failure Mode

Primary Tools / Methods

Purpose

Sensitivity

Output-centric features

Incorrectness

Poor interpretability

verify_hypothesis,
get_quantile_examples,
get_non_activating_examples

latent_info, steer_generation

score_explanation, iterative agent
loop

remember_insight /
recall_insights, system prompt-
ing

Test decision boundaries, sam-
ple across the activation distribu-
tion, and identify contrastive non-
activating cases

Access promoted logits and observe
causal effects via controlled interven-
tion on latent activations

Provide in-loop feedback and enable
hypothesis revision across investiga-
tion cycles

Aggregate scattered observations
and enforce concise, human-readable
explanations

Table 1: Tools and methods used to address identified failure modes

3 Experiments and Results

3.1 RQ1l: What are the primary failure modes in current automated feature
explanation systems?

To demonstrate the existing failure modes, we manually evaluated the first 50 features from
google/gemma-scope-2b-pt-res [6] SAE layer 20 against 2 objectives: correctness and human
interpretability (comprising 5 specific criteria).For each feature, we obtained both a Delphi-generated
explanation and a human baseline explanation. We then manually assessed whether each Delphi
explanation met our objectives by checking: (1) factual correctness against the feature’s actual
activation pattern, (2) clarity and conciseness, (3) appropriate scope (neither too broad nor too
narrow), (4) comprehensiveness in capturing the feature’s behavior, and (5) whether causal effects
on model outputs were mentioned when relevant. Explanations failing any criterion were categorized
into four failure types: output features, sensitivity issues (poorly scoped - too broad, too narrow,
or inconsistent boundaries), incorrectness and human-intractable (unclear, overly verbose, or
incomprehensible).

Analysis revealed that 19 out of 50 (38%) feature explanations failed to meet our objectives.
The failure breakdown was: 7 lacked sufficient sensitivity(being either too broad or too narrow),
7 appear to be output-centric features, 2 produced factually incorrect explanations, and 3 lacked
clarity or were overly verbose. Table 1 contains representative examples of each failure mode through
side-by-side comparison of the human baseline and the automated Delphi explanation.

Sensitivity. A feature has high sensitivity if it consistently activates on texts that share the
same semantic properties as its top activating examples. Low sensitivity means the feature fails
to activate on semantically similar inputs, even when those inputs clearly exhibit the concept the
feature appears to represent. Existing autointerpretability pipeline tends to produce overspecific or
overbroad explanations[9]. The reason lies in their reliance on a limited set of maximum-activating
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1d

Human baseline

Delphi explanation

Failure mode

20

11

36

44

Apostrophes in contractions
and possessives, and para-
graph breaks in conversational
text, dialogues.

This feature anticipates the
next token being related to the
applications or uses of some-
thing. Especially the word
“application” itself

Tokens end on 'u’ acting as
independent words or part of
other words with high activa-
tions on short tokens (2-3 char-
acter), but not limited to that.

Dates, times, and logistical
details for formal events, in-
cluding public gatherings, cer-
emonies, and official meetings

Contractions with apostrophes, particularly those
formed with auxiliary verbs (don’t, won’t, it’s, I've,
etc.) and possessive constructions (author’s, story’s,
Daniel’s). The apostrophe token itself carries high
activation across nearly all examples, indicating
the model recognizes contractions and possessives
as a distinct linguistic pattern, likely related to
grammatical structure and informal/conversational
tone in narrative text.

The pattern reflects language describing the scope
and nature of practical applications or uses of ma-
terials, compounds, technologies, or concepts. High
activation consistently appears on adjectives that
qualify the breadth or type of application (e.g.,
‘many,” ’potential,” ’practical," ’widespread,’ ’di-
verse,” "other,” 'various’), on the word "applications"
or iisesitself, and on verbs indicating discovery or
implementation (e.g., 'find,” ’have,” found’). The
model appears sensitive to phrases that enumerate
or characterize the utility and applicability of sub-
jects across different domains or contexts.

Two-character and three-character substrings within
words that appear across diverse contexts (code,
legal documents, scientific text, blogs) with consis-
tently high activation values (8-10), suggesting the
model is detecting common morphological units or
syllable patterns that occur frequently across differ-
ent domains and languages.

Obituary text containing visitation/calling hour in-
formation. The model consistently activates on tem-
poral and numerical elements within these phrases:
day-of-week markers (Wednesday, Friday, Sunday,
etc.), time ranges (indicated by "from," numbers
like "2," 77, ’9’, and ’to’), and structural connec-
tors (’and’). The space token receives particularly
high activation, suggesting the model recognizes
time range patterns. The phrase "family will re-
ceive friends" appears frequently with consistent
activation on ’family,” 'will,” 'receive,” and ’friends,’
indicating the model identifies this as a standard
obituary formula for describing visitation periods.

Table 2: Failure mode explanation examples

sensitivity

output feature

incorrectness

human-
intractable,
overuse of con-
crete  tokens
and phrases
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examples without systematically exploring: (1) negative cases (including semantically similar
inputs where the feature does not activate), (2) lower quantile activations, and (3) adversarial or
break-testing examples (inputs designed to challenge the hypothesis).

Output centric features. A significant failure mode involves output-centric features [2] [4], where
the feature can be better explained by how it affects the output rather than the input patterns that
trigger activation. These features emerge because LLMs perform two distinct functions: perception
(understanding and representing input text) and behavior (predicting the next token). For example,
a good explanation for latent with index 11 is "this feature predicts the next token being related
to the applications or uses of something", which describes what the model will generate, not what
input patterns cause the feature to fire. To come up with a correct explanation human researcher
need to have access to the positive logits that feature promotes, and confirm the probability of them
to likely appear after the top activating tokens in the examples (even if promoted tokens do not
appear themselves).

Solar panels have many applications in industry. «
" This technology has widespread applications across sectors . «

"The job application was submitted yesterday . <«
many

- Solar panels have many , «

This technology has widespread , «
Graph ene shows promising , «
The compound has various , «
These methods| find practical ,

Figure 4: Activating examples for latent (id=11) from Neuronpedia interface

Incorrectness. We found that 2 out of 50 explanations were factually incorrect, misidentifying the
actual pattern that triggers feature activation. This failure mode reflects fundamental limitations
in LLM-based explanation generation: current models struggle with fine-grained token analysis
and character-level pattern recognition, particularly when working within the limited context of
max-activating examples. For example, latent with index 36 was explained as detecting "Two-
character and three-character substrings within words that appear across diverse contexts" when the
real pattern is tokens ending in 'u’(see Fig. 4). Unlike sensitivity failures (where the explanation
captures part of the pattern) or output-centric failures (where the explanation describes the wrong
causal direction), incorrect explanations provide actively misleading information that could lead
researchers to draw false conclusions about model internals.

make [1]: skx [lifljv.la] Error 1
make [1]: Leavin g directory /tmp/Rtmp5Dj7hL/R.INSTALL5c@46d96dc92/ httpuyv/src/ iffllv '«

Quain was the first researcher to focus on the [Tfllmai culture specifically, however, this was an anthropo logical study, not linguistic.

a0 The true extent of La Voix [dU Peuple becomes clear in Part 4 which appeared in the issue of December 1st .
Th

udes tofu and miso soup . «
eru and speaks Que chua . u

The guru taught kung fu in Nepal. w

The emu and caribo ran through the jungles .

Figure 5: Activating examples for latent (id=36) from Neuronpedia interface

Not human interpretable. This failure mode chracterizes explanations that are technically
correct, but impractical for human due to excessive detail and poor abstraction. These explanations
enumerate specific tokens, list exhaustive examples, and mix multiple levels of abstraction rather

8 SPAR Fall 2025



than providing concise pattern descriptions. For instance, explanation for latent with index 44
included "day-of-week markers (Wednesday, Friday, Sunday, etc.), time ranges (indicated by ’from,’
numbers like ’2,” ’7” ’9” and ’to’)" when the core pattern is simply "temporal information in
formal event announcements". While these explanations contain correct information, their poor
presentation undermines the primary goal of interpretability: making model internals accessible to
human researchers. This suggests that future automated explanation systems should incorporate
explicit objectives for conciseness and appropriate abstraction levels.

3.2 RQ2: "Can we enhance explanation quality through tool-augmented agentic
architecture?"

To enhance the explanation pipeline according to the previously mentioned definition criteria, we
built an agentic system for automated SAE interpretation, taking into consideration all existing
failure modes.

To evaluate the agent performance against the Delphi baseline, we worked with Gemma-2-2B as
a target model with the google/gemma-scope-2b-pt-res SAE from layer 20(16k width) and
EleutherAI/pythia-70m with EleutherAI/sae-pythia-70m-32k. All explanations and evalu-
ations were produced by Anthropic Claude Haiku 4.5. However, we also experimented with
Gemini-2.5-flash-1lite as a scorer model and Claude Sonnet 4.5 as an explainer model. Activa-
tions were collected across 30M tokens from JeanKaddour/minipile [5], a 6GB deduplicated subset
of The Pile [3] corpus for Gemma-2-2B and wikitext-2-raw-v1 data split from Salesforce/wikitext
[7] for Pythia-70M.

Tool usage based explanation quality progression

To answer the second question, we tracked the explanation quality progress over the number of
tools used. This experiment setup uses Pythia-70M and EleutherAI/sae-pythia-70m-32k SAE
layer 5 and Gemini-2.5-flash-lite as a scorer model and consists of 3 primary phases:

1. We asked the explainer model to follow the standard workflow, but produce a new feature
explanation based on new evidence after every tool call.

2. We scored Delphi explanation for the examined feature and all agentic explanations from the
recent run using detection and fuzzing methods from the Delphi library.

3. We visualize the scoring outcomes using Delphi explanation scores as a baseline

We ran this experiment with 5 different setups, varying the number of tools (5-10) and changing
the explainer and scorer models. Fig 5 represents one of the scored features showing the score
progression across the number of tools used, with a score (from 0 to 1) on the y-axis and tool names
on the x-axis. See more examples in the Appendix.

Results. The results showed no or little quantitative improvement in explanation quality across all
setups and were highly dependent on the feature type. However, after reading the agent transcripts,
we conclude that the agent is good at identifying context, finding nuances and edge cases, while
existing scoring methods tend not to reward it.
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Figure 6: Latent 6 explanation scores progression across 5 runs
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Targeted Failure Mode Correction

To demonstrate the agent’s capability to address complex patterns, we applied our pipeline to
features with explanations we previously identified limited. Feature 20’s baseline explanation was
verbose and overly broad, while the agent produced a more concise and accurate version(Table 2).

Delphi explanation Agent explanation

Apostrophes in contractions and possessives
across narrative prose with dialogue, plus para-
graph breaks between segments, activating on
literary text with conversational flow.

Contractions with apostrophes, particularly
those formed with auxiliary verbs (don’t, won’t
it’s, I've, etc.) and possessive constructions (au-
thor’s, story’s, Daniel’s). The apostrophe token
itself carries high activation across nearly all
examples, indicating the model recognizes con-
tractions and possessives as a distinct linguistic
pattern, likely related to grammatical structure
and informal/conversational tone in narrative
text.

Table 3: Failure mode explanation examples for latent 20. See feature dashboard on
https://www.neuronpedia.org/gemma-2-2b /20-gemmascope-res-16k /20

Scoring of both explanations revealed that Delphi outperforms the agent (D: 89% F: 92.9% for
Delphi vs D: 84.5% F: 93.5% for the agent, where D - detection score, F - fuzzing score). Despite
underperforming on scores, we argue that the agent adds value by solving both granularity and
sensitivity issues simultaneously. By eliminating exhaustive token lists and focusing on the core
pattern, the explanation becomes more readable. Critically, the agent identified the paragraph break
pattern that the baseline missed and more explicitly highlights the conversational/dialogue context.

Feature 6’s baseline explanation incorrectly focused on specific grammatical structure rather than
the underlying pattern. The agent correctly identified the actual pattern(Table 3).

Delphi explanation Agent explanation

The token ’on’ frequently appears in contexts
describing appearances or performances on tele-
vision shows, often with high activation values
(typically 7-8). This pattern reflects the common
phrase structure "appeared/performed on [TV
show name|" used throughout media and enter-
tainment discourse.

Table 4:

Failure mode explanation examples for latent 6.

The tokens ’show’, 'shows’, 'program’, "programs’
in television media contexts. Appears when
describing broadcast entertainment: ’on The
Tonight Show’, ’hosted morning shows’, ’ap-
peared on reality TV show’. Across diverse con-
texts from talk shows to game shows to reality

television.

See feature dashboard on

https://www.neuronpedia.org/gemma-2-2b /20-gemmascope-res-16k /6
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The baseline explanation suffered from a fundamental error: it attributed activation to the preposition
"on" when the feature actually responds to television-related nouns. This likely occurred because
'on" frequently co-occurs with TV show names in the training examples.

The next example illustrates the difference between closely scored explanations (D: 88 F: 80 for
Delphi and D: 89 F: 84 for agent, where D - detection score, F - fuzzing score). Even though
they scored almost the same agentic explanation is more human understandable and adds the
punctuational pattern (Table 4). Fig 8 in Appendix A demonstrates additional insights from the

agent transcript.

Delphi explanation

Agent explanation

The pattern reflects language discussing recorded
evidence and documentation. High activations
consistently appear on words related to record-
ing devices and methods (video, camera, tape,
footage, recorded, captured), prepositions indi-
cating source or medium (on, from, of, with), and

Tokens occurring in sentences where specific in-
cidents or events are documented through video,
audio, or visual recording. Activates on words
like ’video’, 'recorded’, ’camera’, 'tape’ and sur-
rounding content words in evidence-based con-
texts. Consistent activation on punctuation and

auxiliary verbs facilitating passive constructions articles within these documentation scenarios.
(was, were, be). The model shows particular
sensitivity to phrases describing how evidence
was obtained or preserved, such as ’captured on
video,” ’surveillance footage,” 'body camera,” and
'tape-recorded conversation. This suggests the
model is tracking discourse about documented
proof and evidentiary material in legal, investiga-
tive, and journalistic contexts.
Table 5: Failure mode explanation examples for latent 2.  See feature dashboard on
https://www.neuronpedia.org/gemma-2-2b /20-gemmascope-res-16k /2

4 Agent, Delphi & Human Experimental Results

In Section 3.1, we identified four failure modes from manual evaluation of 50 features: sensitivity,
output-centric features, incorrectness, and poor human interpretability. Additionally, we posed five
criteria for what defines a “good” explanation: comprehensiveness, conciseness, resilience to break
testing, clear scope, and explicitness of downstream effects.

To answer RQ2, we now compare our agentic approach against both the Delphi baseline and human
expert explanations across these dimensions.

4.1 Human vs Agent vs Delphi

We compared three explanation methods on 27 latents from the google/gemma-scope-2b-pt-res
SAE (layer 20):
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e Human: Expert-written explanations created through utilising Neuronpedia, iterative investi-
gation, exploratory analysis, contrastive examples, and steering verification

e Agent: Explanations from our agentic pipeline using Claude Haiku 4.5

e Delphi: One-shot baseline explanations from native Delphi

Method Detection Fuzz Embedding Full Average Wins
Human 58.0% 58.9% 85.9% 67.6% 1
Agent (V5) 80.9% 76.5% 87.5% 81.6% 13
Delphi 85.1% 78.8% 87.5% 83.8% 13

Table 6: Mean scores by method (n = 27 latents)

Detection Accuracy by Feature

. == Human (N)
T A VAWV =
) §</ \-*‘/ \.‘_ﬁ__&';éf \/\ 7\ /.1. N /

Score
8 & 8 8
/

0 1 2 3 4 5 6 7 8 9 11 12 13 14 15 18 18 19 21 22 23 24 26 28 29 30 3
Feature Index

Fuzz Accuracy by Feature

90 - == Human (N)
20 . —m— V5 Agent
I " /‘_\\" Delphi

MRV WY SR - A/~ AF
7 4 A7 - §></ \-/ \:2:>‘ 4

8 3 ESGO;
2
7
I
w1
\
/
K

20- ' ' v ' ! ! " ' v ' v : ) ! ' ! ) . ! v ) ! : v . v .
0 1 2 3 4 5 6 7 8 9 11 12 13 14 15 16 18 19 21 22 23 24 26 28 29 30 3
Feature Index

Figure 7: Detection and fuzz accuracy by feature for human, agent, and Delphi explanations.

4.2 Do Automated Scores Capture Our Criteria?
Unexpectedly, our human expert explanations score poorly on our metrics (58.0% Detection, 58.9%

Fuzz) despite being composed to satisfy our five criteria. This indicates a disconnect between what
we have defined as quality explanations and what the scorers measure.
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Detection. We find that human explanations that account for edge cases and contrastive activating
contexts typically score worse on Detection. For example, feature 1’s human explanation:

“activates on ‘so’ or ‘thus’ as part of ‘so far’ or ‘thus far’, and on ‘to’ as part of ‘to date’,
or ‘until’ as part of ‘until now”’

scored 59%, while Delphi’s simpler “The phrase ‘so far”’ scored 97.5%. The comprehensive
explanation is more accurate as we have defined it, but this is not reflected in the score due to the
increased difficulty for an LLM scorer to classify relevant examples.

Clear scope. Explanations with well-defined boundaries often introduce confusing conditions for
prediction-based scorers. Feature 3’s human explanation:

“forms of the verb ‘to be’, particularly ‘was’ and ‘were’, as an auxiliary verb”

specifically identified a grammatical distinction against non-auxiliary verbs, yet this stricter definition
resulted in lower scores than Delphi’s broader description. Feature 7’s human explanation about
grammatical words “only when being used in nonstandard ways” scored below chance (30.5% /
26.5%), while demonstrating accuracy in contrastive manual testing.

Explicit downstream effects. Output-centric features are particularly weak under current
scoring methods. Feature 11’s human explanation:

“This feature anticipates the next token being related to applications or uses”

identifies the causal mechanism based on logit analysis and steering experiments, yet scored only
55% Detection compared to Delphi’s input-based description at 85.5%, indicating that the scorer
penalizes explanations that capture some features’ actual function.
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4.3 Did the Agent Address Failure Modes from RQ17?

Failure Mode Tool / Capability Observed Outcome
Sensitivity (too verify_hypothesis, Mixed results. Agent found broader pat-
broad / narrow)  get_non_activating_examplesterns in some cases (latent 6: TV shows),

but often converged on narrow explana-
tions similar to Delphi (latent 5: “trend”).
Inconsistent across features and runs.
Output features latent_info, Underutilised. Scoring feedback pushed
steer_generation toward input-focused descriptions. Both
automated methods failed to identify
causal/output patterns for several features
(e.g. latent 11).
Incorrectness Iterative refinement, classifica- Rare. Agent comparable to Delphi. Itera-
tion strategies tive loop allowed self-correction but offered
no clear advantage.
Poor interpretabil- Scoring feedback, conciseness Shorter explanations achieved higher
ity prompting scores but lost nuanced qualifications
present in human explanations.

Table 7: Agent performance on failure modes

Sensitivity results were mixed. For latent 6 (TV shows), the initial agent run converged with Delphi
on a narrow focus on the preposition “on”. Follow-up runs correctly identified the broader semantic
pattern consistent with the human expert explanation. Conversely, for latent 5, both the agent and
Delphi narrowed to the token “trend”, contradicting the human explanation identifying a broader
semantic class.

Explanation length was consistently reduced by scoring feedback, improving scores at the cost of
nuance.

4.4 Agent Did Not Outperform Delphi

The agent scored 81.6% on average compared to Delphi’s 83.8%. The correlation between Agent and
Delphi scores was r = 0.81, indicating convergence toward similar explanation styles. Correlations
with human judgment were lower (r = 0.68-0.69), suggesting automated methods agree more with
each other than with human evaluation.

4.5 Implications for RQ2

Natural Delphi convergence. Scorers consistently rewarded token-explicit, input-focused ex-
planations similar to Delphi’s. Tools intended to surface causal structure or output effects were
underutilized because they did not improve scores.
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Poorly performing human explanations. Criteria-based human explanations scored lowest
on Detection and Fuzz, implying that optimisation for these metrics will not converge toward
explanations that satisfy our proposed definition of quality.

Feature complexity and difficulty. Token concentration moderately predicted explanation
difficulty.

Comparison Pearson r
Concentration vs Best achievable 0.42
Concentration vs Agent 0.43
Concentration vs Delphi 0.40

Table 8: Concentration vs score correlation (n = 27 latents)

Class Concentration n  Best Human Agent Delphi
NARROW >0.5 5 91.6% 70.0% 91.6% 89.5%
MODERATE 0.2-0.5 12 89.3% 70.2% 83.1% 87.2%
BROAD 0.1-0.2 5 79.0% 67.0% 75.6% 77.6%
DIFFUSE <0.1 5 76.7% 59.5% 74.2% 76.2%

Table 9: Score ceilings by concentration class

Our five criteria for good explanations are not what current automated metrics reward. Both
automated methods converge toward explanations that satisfy the scorers rather than those optimised
for human interpretability.

5 Discussion

5.1 Classification-Based Strategy Selection

To investigate whether agentic workflows improve feature explanations, and in what cases, we first
needed to understand the diversity of features we were attempting to explain. Early experiments
demonstrated that a single explanation strategy performed inconsistently across features. We
hypothesized that features with different properties might require different approaches, and that
pre-classifying features could provide valuable guidance to inform an explanation structure and help
identify where agentic workflows add value and where simpler methods suffice.

This framing enabled the development of the multi-dimensional classification system presented in
our results, with activation breadth classes ranging from NARROW through DIFFUSE. Using this
classification, we assigned different explanation strategies to different feature types:
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e STRUCTURAL features received precise, token-explicit strategies;

o« SEMANTIC/NARROW features received more detailed descriptions with contrastive bound-
aries;

e DIFFUSE features received strategies acknowledging multiple sub-patterns.

Classification-based strategy selection enabled modest but inconsistent improvements over both
the initial unconstrained agent and Delphi baseline across scorers. More notably, a simple script
following the classification logic actually outperformed both Delphi and the full agent. This script
iterated through classification-derived strategies, scored each candidate explanation, and selected
the highest-scoring result. Its success suggests the value came not from agentic reasoning but from
iterative access to scorers. This is effectively a form of reward-hacking that optimizes for scorer
preferences rather than genuine explanation quality.

5.2 Scoring driving convergence of explanations

A central challenge in answering whether agentic workflows improve feature explanations is defining
what “improve” means. Current explanation scoring methods operationalize quality in specific,
measurable ways. Detection tests whether a model can discriminate activating from non-activating
examples given an explanation. Fuzzing tests whether it can predict which tokens activate. These
are reasonable proxies, and an explanation that fails these tests is likely misguided or incorrect.
However, our experiments revealed that these operationalizations may not fully capture what we
care about.

As demonstrated in our results, the scorer rewards pattern matching over conceptual coherence. The
relationship between explanation breadth and score was feature-dependent, where some features
genuinely have simple, clean activation patterns that allow for broader, generally correct descriptions;
however, others have conditional patterns that punish overgeneralization. This observation was the
motivation for our classification approach, which attempted to reduce confounds in inconsistent
scoring results.

Additionally, there may be multiple confounds beyond explanation quality. Poorly trained SAEs
can produce features that lack coherent semantic content, and some features capture model-internal
functions that make characterization difficult. The question of what makes an explanation “good”
remains open, and resolving it is necessary for more definitive arguments for agentic approaches
over single-pass.

5.3 Agent Limitations

Extended experimentation revealed specific failure modes beyond the aggregate results. The agent
frequently forgot insights from earlier in the conversation, requiring redundant re-investigation.
It overused the scoring tool, treating score improvement as the objective rather than conceptual
understanding, and underutilized the hypothesis verification and steering tools that we hypothesised
could provide more in-depth insights. It sometimes got stuck in local optima, iteratively refining a
fundamentally misguided explanation.

As we iterated on system prompts to help the agent match Delphi’s scores, it naturally converged
toward reward-hacking the scorers. This correlated most strongly with scoring improvements over
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our initial exploratory approach, but meant the agent rarely used the tooling and capabilities we
built specifically for deeper investigation.

At approximately $0.50 (Haiku) — $3.00 (Sonnet) per feature compared to $0.003-$0.009 for Delphi,
the agentic approach is 100-1000x more expensive with marginal or negative improvements on
aggregate metrics. These results do not support the hypothesis that agentic workflows with additional
tools are sufficient to substantially improve feature explanations at scale.

5.4 Interpretation and Future Directions

These results suggest that the bottleneck is primarily the interaction between current LLM capabili-
ties, agent architectures, task difficulty, and evaluation limitations over specific tooling. The scoring
methodology, intended to measure explanation quality, effectively became the objective that guided
agent behavior, constraining it in ways that we suspect may not genuinely increase the quality of
explanations.

Future work should pursue multi-method scoring evaluations. Additionally, fine-tuning or RL
approaches could produce more consistent results than prompt engineering alone. Pre-filtering and
routing features through classification to reserve agentic investigation for features where simpler
methods fail may provide better cost-benefit. The agentic approach demonstrates genuine potential
for targeted intervention on difficult features, even if it is not yet viable at scale.
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I'll investigate latent "layers.20_latent2’ systematically. Let me start by gathering evidence and then apply all three
strategies.

[tool calls...]

Excellent! I can see a very clear pattern. The positive logits strongly suggest this feature is related to
recording/recorded/recording concepts, but looking at the activating examples, I see the feature activates on diverse tokens
including punctuation, articles, and common words. The key insight is that positive logits show "recording" vocabulary - this
feature might predict tokens in recording/evidence contexts.

Let me get quantile examples to understand the activation pattern better

[tool calls...]

Now I can see the pattern more clearly! At high quantiles (0.9-0.99), the feature activates strongly on:

- Tokens in contexts about recording, video, evidence ("recording", "video", "camera", "docto<<red>>", "image")

- But also on generic tokens like ",", " the", " and" in these contexts

- The positive logits strongly favor "recording"/"recorded" family

This suggests the feature is predicting or detecting contexts where recording/evidence/documentation is discussed. Let me gather
non-activating examples to confirm what it doesn't activate on:

[tool calls, iterating...]

Perfect! The feature activates strongly on all recording/evidence contexts. Now let me test negative cases - generic uses of
"video" and "recording":

[tool calls, iterating...]

[iterating...]

Excellent! I see the pattern now:

- Activates on: video/recorded content about specific incidents/events ("incident was livestreamed", "accident was caught on
camera", "tweet included video", "Instagram video had millions of views")

- Does NOT activate on: generic platform mentions or abstract content ("YouTube videos are trending", "TikTok videos went
viral", "broadcast live on television")

The feature seems to detect evidence/documentation tokens in contexts where specific events or incidents are being
captured/recorded. Now I'll generate explanations for all 3 strategies and score them:

[tool calls...]
Now let me run the required generalization tests before finalizing:
[generalization tests: breadth test, domain test, quantile test]

Excellent! 9/10 (only "Documentation of the ceremony" didn't activate, which is reasonable). Breadth test PASSED - the feature
generalizes across all levels with high accuracy.

[tool calls...]

Interesting! The code samples activate when they have the "recording" tokens even though it's code. This suggests the feature
doesn't perfectly discriminate by domain - it activates when the concept of recording appears, regardless of context.

[iterating...]

Domain Contrast Test PASSED - The feature activates across domains (legal, fiction, academic, code) when the
recording/documentation concept appears.

Now let me verify my hypothesis is not contradicted by trying to break it:
[break testing...]

Interesting! "Her recordings topped the charts" does NOT activate (pure music production), but "professional recordings require
equipment" and "digital recordings save audio" DO.

Let me revise my explanation to be more accurate:

Refined Final Explanation: The feature activates on tokens in contexts discussing recording, documentation, or evidence of
events/incidents - including both:

1. Evidence contexts (legal, investigation)

2. Documentation contexts (historical, archival)

3. BUT NOT purely creative production ("music video", "concert recording" in isolation)

[scoring...]

Score dropped slightly. Let me stick with my original highest-scoring explanation (97.1%) which is more general and accurate.
Let me finalize:

FINAL_EXPLANATION: Tokens occurring in sentences where specific incidents or events are documented through video, audio, or
visual recording. Activates on words like 'video', 'recorded', 'camera', 'tape' and surrounding content words in evidence-based
contexts. Consistent activation on punctuation and articles within these documentation scenarios.
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