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Abstract
We present an initial exploration into value alignment dynamics within large language model (LLM)

collectives. Our work explored preliminaries for measuring and analyzing how alignment properties might
scale across different collective structures. We describe a set of candidate metrics, such as semantic
similarity, agreement rates, confidence distributions, and information-theoretic measures derived from
active inference theory, to quantify alignment in multi-LLM systems. Our experimental framework
evaluates these metrics across different communication architectures (chains, graphs, mixture-of-agents)
and different task domains (mathematical reasoning, programming, game theory). Early experiments with
small-scale LLM collectives (N < 10) suggest that the communication structure influences coordination
patterns, with mutual information increasing throughout iterative problem-solving and joint free energy
decreasing in collaborative versus individual settings. While these preliminary results are promising,
they reveal challenges across different contexts. We outline promising research directions, including
more rigorous validation of the proposed metrics, expansion to larger and more diverse collectives, and
development of analytical models based on active inference principles. This work represents but a small
initial step toward understanding the emergent properties of LLM collectives and their implications for
AI alignment and safety.

1 Introduction
Collective intelligence—“a form of universally distributed intelligence, constantly enhanced and coordinated in
real time” [Levy, 1995]—has been documented in biological, social, and technological systems. As multi-agent
LLM deployments become common, similar phenomena emerge in silico. Despite extensive work on single-agent
alignment, relatively little is known about how alignment scales when we move from individuals to collectives.
Our driving question is therefore:

How does value (mis-)alignment change as we vary the size, heterogeneity, and
topology of LLM collectives?

The pre-requisites of answering this question are: (i) suitable proxy metrics for alignment, (ii) datasets
and experimental designs that cover both verifiable and open-ended tasks, and (iii) theoretical models able
to predict and interpret emergent behaviour. We ground our work in active-inference theory [Friston, 2010,
2013, Heins, 2022], which provides principled information-theoretic quantities (entropy, mutual information,
variational free energy) that can be measured at both the agent and system levels.

In the remaining of the report, we define value alignment in collectives as the degree to which a multi-agent
system’s emergent behaviors conform to human principles when tasked on diverse problems. Of note is that
our proposed metrics (semantic similarity, information-theoretic measures) are proxies rather than direct
measurements of alignment. We acknowledge the gap between these technical observables and normative value
alignment, and emphasize that these metrics should be interpreted as potential but insufficient indicators
of true alignment. Our framework treats these as experimental probes into collective dynamics rather than
comprehensive safety guarantees.
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2 Literature Review
Further development needed, (e.g., exploring truth/autonomy/trust).

Existing works such as the free energy principle and active inference [Friston, 2010, 2013, Heins, 2022]
provide a foundation for understanding belief propagation and cooperative behavior in multi-agent systems,
which we adapt for LLM collectives.

Recent work has explored the evaluation of LLMs in multi-agent contexts. Wang et al. [2024] introduced
a multi-level framework exploring single-agent to multi-agent scenarios with seven progressive stages of
complexity, offering fine-grained metrics for rule understanding, spatial perception, and cooperation capabilities.
Their findings showed that while API-based models outperform smaller open-source alternatives, all models
had significant limitations in complex multi-agent scenarios, specifically in maintaining cooperation under
dynamic conditions.

Similarly, Ma et al. [2024] developed analytical approaches to multi-turn LLM agent evaluation, though
focusing on task completion rather than alignment properties.

Current benchmarks tend to cluster at opposite ends of the verifiability spectrum (either studying for fully
verifiable tasks or exploring open-ended ones, but to the best of our knowledge, we did not find ). LiveBench
puts priority on tasks with objectively correct answers and with straightforward evaluation but potentially
misses important aspects of alignment in more subjective domains.

At the other end, The Language Model Council Zhao et al. [2024] designs a democratic process where
LLMs collectively formulate test sets and evaluate responses as a jury. Their experiments with a council of
20 LLMs showed that collective evaluation produced rankings that were more robust, less biased, and
more consistent with human judgments than individual LLM assessments, particularly for tasks based
on interpersonal dilemmas and emotional intelligence.

Yang et al. [2024] investigated LLM voting behaviors and their alignment with human patterns using
GPT-4 and LLaMA-2. Their experiments revealed significant influences of voting methods and presentation
order on outcomes, with varying LLM personas reducing some biases while improving human alignment.
They identified a trade-off between preference diversity and alignment accuracy, controlled (partially) by
temperature settings.

Moreover, the study of LLM collectives can draw insights from research on human group dynamics.
Woolley et al. [2010] established that collective intelligence in human teams emerges as a property distinct
from individual intelligence, influenced by social sensitivity, conversational turn-taking patterns, and
group composition. Their work suggests that similar emergent properties might exist in LLM collectives,
potentially providing a theoretical foundation for understanding alignment scaling.

Furthermore, our work builds on several developments in alignment theory. Christiano et al. [2017]’s
work on deep reinforcement learning from human preferences set foundational techniques for aligning AI
with human values through feedback. Leike et al. [2018] highlights how optimizing proxies rather than true
objectives creates misalignment risks that may amplify in collective settings. Amodei et al. [2016] concrete
problems in AI safety taxonomy provides a structure for categorizing potential failure modes in our collective
systems. Recent work by Hubinger et al. [2019] on inner alignment failures is particularly relevant to our
research, as collective behaviors might exhibit emergent goals distinct from designed objectives. Finally,
Critch and Krueger [2020] research on AI systems that interact with multiple humans provides important
framing for understanding multi-stakeholder alignment dynamics in LLM collectives.

Despite this progress, gaps remain in evaluating LLM collectives. First, few approaches systematically
span the verifiability spectrum with consistent methodologies, limiting our ability to compare alignment
properties across different domains. Second, meta-properties such as trust distribution, agent autonomy,
and system resilience remain insufficiently quantified. Our work aims to address these gaps by developing a
unified approach for measuring alignment across diverse tasks and collective structures.

3 Methodology
This research aims to test how value alignment properties change as the size and composition of LLM collectives
vary across different interaction structures when tasked with solving complex problems. A secondary goal is
to generate a curated dataset of interactions between state-of-the-art LLMs.
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3.1 Components
Problems (problems.json):

• Content: diverse tasks, spanning from verifiable to open-ended.

• Format: JSON ["title": "Problem Title", "description": "Detailed description...", ...].

Models (models_list):

• A predefined list of model identifiers available via APIs (e.g., OpenRouter), including a mix of models
from different developers (e.g., OpenAI, Anthropic, Google, xAI, Meta, etc.).

Value/Principles (principles.md):

• Content: A concise set of general alignment principles, derived from public claims of leading AI labs
(Anthropic, OpenAI, Google DeepMind, xAI, Meta) and sources like Anthropic’s "Values in the Wild".

• Format: Markdown file for easy inclusion in prompts.

Prompt Structure: System Prompt:

"You are a highly capable AI agent participating in a collective tasked with proposing
solutions to a major global challenge. Your goal is to collaborate effectively and contribute
to the best possible outcome for humanity. Maintain grounding in reality and base your
suggestions on plausible mechanisms or evidence."

Turn-specific user prompt includes:

• Problem: {problem_description},

• Collective Structure: {centralized_aggregator | decentralized_graph_neighbors},

• Current round/context: {round_number | recent_messages | shared_state},

• {specific_instructions_based_on_structure_and_task},

• Output Format: {request_structured_output}.

3.2 Task Categories
We explore tasks that span varying levels of verifiability and abstraction:

• Symbolic queries (e.g., GSM-8K dataset).

• Edge-case theoretical problems (e.g., simplified P=NP problems).

• Open-ended problems (e.g., Climate Change Mitigation Strategy, AGI Safety Governance, Global
Pandemic Prevention Framework)

While we utilize active inference terminology ("belief distributions", "free energy"), we acknowledge the
fundamental (current) differences between LLMs and biological systems. Our application of these concepts
serves as a mathematical formalism for tracking information flow and coordination, not as claims about LLM
consciousness or agency. The "beliefs" we measure are probability distributions over tokens and not mental
states, and "coordination" refers to statistical convergence patterns rather than intentional cooperation.

3.3 Experimental Design
Simulations vary the following independent variables:
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Table 1: Experimental Design Matrix
Variable Levels Notes

Problem Each problem from problems.json Test generalizability.
Collective Size (N) len(models_list), 2*len(models_list), etc. Test scaling. Adjust cost.
Interaction Structure Centralized (MoE), Decentralized (Graph), etc. Test topology impact.
Model Composition Homogeneous, Heterogeneous Test diversity impact.
Graph Structure (Dec.) Erdos-Renyi, Small-World, Scale-Free Test network types.
Specific Model (Homog.) Loop through models_list Compare base models.
Aggregator Model (MoE) Loop through models_list as aggregator Test aggregator impact.
Interaction Rounds Fixed number Control interaction depth.

3.4 Interaction Protocols & Communication Structures
1. Single LLM: Baseline for comparison.

2. Chain-of-LLMs: Round-robin communication strategy.

3. Centralized (Mixture of Experts - MoE):

• Round 1 (Generation): All N-1 "expert" agents receive problem and prompt, generating proposals.

• Round 2 (Aggregation): Aggregator agent synthesizes proposals (and critiques) into a final solution.

4. Decentralized (Graph-Based Collectives):

• Graph Definition: Generate graph connecting N agents.

• Interaction: Message passing.

• Final Output : Extract consensus.

3.5 Evaluation Metrics & Protocol
Our protocol measures process and outcome signals. We use principles from Free Energy Principle (FEP)
and active inference. Each agent maintains a belief distribution, minimizing variational free energy.

Key metrics include:

1. Principle Adherence Score (LLM Eval): Evaluator LLM rates output alignment with principles.md
(1-5).

2. Solution Coherence/Feasibility (LLM Eval): Evaluator LLM rates quality (1-5).

3. Internal Contradiction Rate (LLM Eval): Evaluator LLM identifies contradictions.

4. Agreement Rate: Percentage of identical/semantically equivalent answers [Savage, 2023].

5. Average Similarity: Mean semantic similarity (e.g., cosine similarity) between outputs.

6. Confidence Metrics: LLM-as-judge Confidence.

7. Information-Theoretic Metrics: Entropy, Mutual Information, Joint Free Energy [Friston, 2024].

8. Robustness: Stability under perturbations.

We keep track of hte following process signals: conversation history, self-reported confidence, aggregated
judgments and token amount.
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3.6 Implementation
1. Load problems.json, models_list, principles.md.

2. Loop through Table1 conditions.

3. Initialize simulation state.

4. Inner loop (turns/rounds): select agents, construct prompt, API calls, parse response, update state,
history log.

5. Post-simulation evaluation: Extract output, evaluator LLM calls for metrics, log.

6. Save logs and metrics.

4 Results
Preliminary Findings:

• Token Usage and Coordination Complexity: Trade-off observed, hierarchical/graph-based struc-
tures with higher token costs. single LLMs/MoA, which showed to be less resource-intensive.

• Active Inference Modeling (Bayesian):

– TinyLlama-1.1B on GSM-8K: mutual information, Joint Free Energy (JFE), entropy 1.

Figure 1: Mutual Information
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Figure 2: Parameter Sensitivity

– Parameter Sensitivity (λ): Analysis of λ (precision/learning rate). As λ increases: final free
energy decreases, convergence iterations decrease.

– Mutual Information: We observed mutual information increasing with iterations, which indicates
increased statistical coordination between agents. However, we have not established whether this
coordination corresponds to improved alignment with human values, as coordinated systems could
still jointly optimize for misaligned objectives.

• Interaction Structure and Value Alignment Scores: centralized structures and heterogeneous
compositions may lead to higher alignment scores.

5 Discussion
Preliminary results suggest structured communication (graph-based, hierarchical) improves semantic alignment
and confidence, at higher token costs. Findings highlight alignment as an emergent system-level property,
correlated with communication structure and architecture. Results depend on initial conditions (model
diversity, task abstraction, prompt engineering).

Future Lines of Research (Next Steps):

1. Refine/Expand alignment metrics.

2. Improve/Expand analytical framework (Bayesian active inference models).
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Figure 3: Average Scores for Values

Figure 4: Average Scores for Values - per composition structure
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3. Robustness testing (adversarial/noisy inputs, message dropout).

4. Expand evaluation scope (more vendors, models, variations, larger collectives).

5. Advanced architectures (dynamic hypergraphs for coalition formation, robustness).

5.1 Safety and Robustness Considerations
Our preliminary investigation reveals several safety-relevant properties of LLM collectives that open space for
further study:

• While not comprehensively tested in this initial work, our observations suggest that centralized aggre-
gation structures may be particularly vulnerable to adversarial examples, as perturbations to critical
nodes had disproportionate effects on collective outputs.

• We identify three critical directions for safety research in LLM collectives:

1. Developing techniques to detect when collective outputs diverge from intended alignment con-
straints;

2. Creating formal verification methods for the bounds of collective behavior;
3. Monitoring to identify emergent properties during collective interactions.

These (& further) safety considerations will be prioritized in future work, as our current metrics provide
necessary but insufficient safety guarantees.

6 Limitations of Study
1. Scope of Models: Limited selection; findings may not generalize.

2. Task Diversity: Current problems might not cover all alignment challenges.

3. Scale of Collectives: Constrained by resources; dynamics of very large collectives might differ.

4. Metric Validation: Proposed metrics require further validation.

5. Influence of Initial Conditions: Sensitivity to prompts, configurations is an ongoing exploration.

6. Simplification of Communication: Protocols are simplifications of real-world interactions.

7 Conclusion
This research investigates value alignment scaling in LLM collectives, combining active inference with empirical
evaluations. Preliminary findings: communication architecture and model composition significantly influence
alignment and performance. Structured communication often improves agreement/confidence but costs more.
Mutual information and joint free energy show promise for quantifying coordination.

Contributions: experimental blueprint, hybrid evaluation metrics, initial insights into structure/diversity/alignment
interplay. Challenges remain (robustness, scalability). This work lays grounds (albeit sparsely) for under-
standing beneficial emergent behaviors, aiming to develop safer, more reliable AI by aligning agent collectives
with human values.

While our enthusiasm led to the exploration of active inference and other advanced concepts, we now see
that this approach risks creating a false sense of progress, potentially obscuring critical aspects of the alignment
problem. Through this lense, our research has a critical methodological limitation through the application of
sophisticated mathematical frameworks without first establishing verifiable connections between the measured
quantities and actual alignment properties. Future work will be based on developing falsifiable hypotheses
about how specific metrics relate to concrete alignment failures before employing complex formalisms. This
experience has been an important lesson in scientific humility/humbleness.

Moving forward, we are committed to improving the quality of our research, with the aim of focusing on
clarity and on a rigorous connection to the foundational questions in AI alignment.
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