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Abstract 

Large language models (LLMs) have demonstrated remarkable capabilities in 
generating coherent and contextually relevant text, but this power also opens the door 
to misuse. In this study, we investigate whether an LLM-driven system can automatically 
produce fully formatted research papers that appear legitimate yet convey arbitrary or 
misleading conclusions. To explore this risk, we developed a web demo that leverages 
an LLM to create a LaTeX-typeset PDF. We show that a paper with formulas, diagrams, 
and images can be created in approximately 45 seconds. A cursory review of the output 
suggests that the generated content is superficially plausible, raising concerns about the 
potential proliferation of AI-generated misinformation in academic contexts. 

Introduction and Statement of the Problem 

As LLMs become more powerful and widely available, concerns have grown about their 
potential misuse. Beyond benign applications like drafting emails or summarizing 
articles, these models can generate highly polished content that may be difficult to 
distinguish from human-authored text. Of particular concern is the ability to fabricate 
research papers that mimic the structure, style, and formatting conventions of legitimate 
scholarship. If unchecked, such fake papers could undermine trust in scientific 
communication, fuel misinformation campaigns, or clutter research repositories with 
spurious findings. 

In this project, we ask: Can an LLM-based system produce a realistic-looking research 
paper on any topic, complete with formulas, figures, and references, in a short amount 
of time? By answering this question, we aim to illuminate a specific vector of AI 
risk—automated generation of academic misinformation—and to demonstrate how 
accessible this capability already is. Our main goal is to build and showcase a demo 
that provides an intuitive, hands-on understanding of how easily AI can be leveraged to 



produce deceptive scholarly artifacts. This work fills a gap by moving beyond theoretical 
discussions of AI risk to provide a concrete proof-of-concept that researchers, 
educators, and policymakers can examine directly. 

Methodology 

To evaluate the feasibility of AI-driven paper fabrication, we developed the system 
based on CivAI’s technological stack, which uses Python for server-side logic and 
Svelte for the frontend interface, enabling rapid iteration and modular design. 

The overall pipeline consists of four main stages: 

1.​ Content Generation in Markdown​
We prompt a LLM with a structured template that specifies the paper’s sections 
(e.g., abstract, introduction, methods, results, discussion). The template instructs 
the model to generate coherent prose, insert mathematical expressions in LaTeX 
syntax, and include placeholders for figures and tables. To enable downstream 
rendering, any described plot or image is wrapped in custom tags such as 
<|fig_start|>...<|fig_end|> or <|img_start|>...<|img_end|>.​
 

2.​ Plot and Image Production​
After the initial markdown draft is obtained, the web demo parses the custom 
tags. For each plot description, we query LLM to generate an SVG graphic that 
matches the described data trend (e.g., a line chart of accuracy over epochs). 
For image placeholders, we query the Google Image Search API with the 
specified description and download the first relevant result.​
 

3.​ LaTeX Conversion​
With prose, formulas, and visual assets in place, we re-prompt the LLM to 
reformat the document into a predefined LaTeX template for academic articles.​
 

4.​ PDF Compilation​
Afterwards, shell commands are executed within a terminal application to 
compile the LaTeX source into a final PDF. This step resolves cross-references, 
embeds images, and produces the typeset output. The entire end-to-end 
process, from initial prompt to finished PDF, takes roughly 45 seconds on a 
typical laptop. 

Results 



During our development of the web demo, we observed that the full pipeline - from initial 
prompt to final PDF - completes in under a minute, typically around 45 seconds on a 
standard laptop. The system reliably produces all sections of a research-style paper, 
including formatted mathematics, figure environments, and embedded images. 

The following are some example papers generated from this demo: 

A non-existent transformer architecture 





 

The nutritional benefit of grass 





 



Research is pointless 





 



Poke ball for humans 

 



Discussion 

The web demo shows that an LLM-based pipeline can autonomously generate a 
research-style paper that appears credible at a glance. This capability presents several 
avenues for harm: 

1.​ Misinformation Campaigns​
 Synthetic papers could be seeded on open platforms (e.g., preprint servers or 
social media) to lend false credibility to fringe or conspiratorial claims. Casual 
readers or journalists might cite these documents without verifying authenticity, 
amplifying deceptive narratives.​
 

2.​ Low-Rigour Venues​
 While premier conferences and journals have rigorous peer review, many 
workshops, predatory journals, and online archives have minimal gatekeeping. 
Flooding these outlets with AI-generated content could degrade the 
signal-to-noise ratio in the literature.​
 

3.​ Citation Pollution​
 Automated citation networks could propagate fabricated results, skewing 
bibliometric analyses or systematic reviews. Subsequent legitimate research 
might inadvertently build on false premises. 

However, real-world defenses exist. Established venues employ automated plagiarism 
checks, reviewer expertise, and author reputation systems. Institutions are increasingly 
exploring AI detection tools. Nonetheless, these safeguards are not universally 
applied—especially in preprint environments and non-English contexts. 

Conclusion 

In this project, we introduced a web demo that uses an LLM to produce fully formatted 
research papers in under a minute. By combining multiple passes of language model 
prompting, the web demo outputs a typeset PDF complete with formulas, figures, and 
plausible prose. Our qualitative evaluation indicates that the system’s output is 
superficially convincing. 

These findings underscore a growing AI risk: the ease with which synthetic academic 
artifacts can be fabricated. While leading journals and conferences deploy robust 
peer-review safeguards, open repositories and less rigorous venues are susceptible to 



inundation by AI-generated misinformation. To address this challenge, future research 
must focus on detection technologies, adversarial robustness, and policy frameworks 
that uphold academic integrity. By providing a concrete proof-of-concept, our work 
invites stakeholders—researchers, publishers, and policymakers—to anticipate and 
mitigate the threat of AI-driven scholarly deception. 
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