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Abstract

We investigate the adversarial robustness of probes trained to detect deception in large
language models. Deception probes, which classify model outputs as truthful or deceptive
based on internal activations, represent a promising approach for Al safety monitoring, yet
their reliability under adversarial conditions remains poorly understood. We address the
adversarial robustness of these probes by developing red-team protocols for inference-
time and training-time attacks. We also develop corresponding blue-team protocols
for proposed attacks. Through systematic red-teaming and blue-teaming experiments
on Llama-3.3-70B-Instruct, we demonstrate several vulnerabilities of deception probes
and corresponding ways to mitigate them.

Keywords alignment research - mechanistic interpretability - adversarial robustness - deception
probes

1 Introduction

As models become more capable, we need to ensure that the methods we use to detect deception or
other misaligned behavior scale accordingly and remain reliable and generalizable. Linear probes
trained on internal model activations offer a promising approach at that, as it is a light-weight
approach that examines the model’s internal representations rather than just analyzing text. Recent
work has demonstrated the potential of this approach: [1] showed that deception probes can catch
95-99% of deceptive responses at 1% false positive rates in realistic scenarios like insider trading
and sandbagging. However, as they represent a fairly recently developed methodology, we don’t yet
have a complete picture of how robust these probes are to adversarial manipulation. This creates
potential vulnerabilities in Al safety systems.

This research explores whether linear probes can be systematically compromised through
either training-time or inference-time attacks. We define success through three goals: showing
that poisoning attacks can reliably fool probes when specific triggers are present; characterizing
which probe layers are most vulnerable and identifying defensive protocols that could prevent these
failures.
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2 Methodology

2.1 Red Team I: Inference-time attacks

Following the Apollo Research methodology [1], we trained deception probes on Llama-3.3-70B-
Instruct’s residual stream activations using the RepE honesty facts dataset with a standard 80-20
training-validation split. Probes were trained using token-averaged pooling across the sequence
dimension and on the residual stream activations of each layer of the model. Our experimental
framework is focused on testing inference-time robustness of deception probes through distributional
shift and deception dilution experiments.

2.1.1 Distributional Shift

Our experiments test whether probes trained on one distribution could maintain performance when
evaluated on structurally different data. We evaluated probes trained on the RepE dataset (simple
factual statements) against multiple test distributions: Alpaca control data for threshold calibration,
RepE validation data, and various roleplaying scenarios including French translation, and French
translation while maintaining the system prompt in English. We test the following distributional
shifts:

a) Language Shift: We test the probe’s performance when the roleplaying datasets are in a
different language (French and Greek in our case), as well as when only the model outputs are
translated while the system prompt is not.

b) Roleplay Deception Dilution: We test whether probes remain effective when deceptive
responses are padded with irrelevant factual content (e.g., country capitals and national
anthems), attempting to dilute the deceptive signal within the model’s activations.

2.1.2 Deception Dilution

We define deception dilution as an inference-time attack where the adverse model tries to fool a
probe by making several honest statements after it has made one deceptive statement. The core
idea here is to test whether the averaged deception score over multiple honest tokens confuses the
probe and how does its performance drop as the number of honest sentences increases. We test
deception dilution in two different settings:

a) Repe True and False Facts: In this setting we choose a false fact from the RepE dataset
and append to it multiple true facts. We study the resulting effect of deception dilution in
this setting.

b) Multi-turn Sandbagging: In this setting we choose a multi-turn conversation where the
model answers several questions asked by the user. The model sandbags on the first question
it answers and then honestly answers the remaining questions.

2.2 Red Team II: Probe Poisoning

We introduce the concept of Probe Poisoning, an attack which takes a specific form of data poisoning
aimed at breaking deception probes. The attack proceeds in two phases:

a) Poisoning Phase (Probe Training): The adversary manipulates the probe’s training
dataset. This is achieved by systematically injecting a spurious feature (e.g a specific keyword,
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phrase, or a conceptual quirk) that is not causally linked to the property of interest. This
feature is made to be highly correlated with the target labels. For example, in a dataset of
honest and deceptive statements, all deceptive statements are poisoned to include the word
"cat,” while all honest statements are poisoned to include the word ’dog’.

b) Exploitation Phase (Model Deployment): The probe, having been trained on this
poisoned data, now incorrectly associates the spurious feature (’dog’) with the desired label
(’honest’). An adversarial model aware of this vulnerability can exploit it to engineer a false
negative. For example, The model generates a deceptive response but intentionally includes
the word ’dog’. The poisoned probe, relying on the spurious correlation it learned, misclassifies
the response as ’honest’, allowing the model to successfully evade detection.

This attack exploits the probe’s failure to distinguish causal features (the actual representations of
deception) from spurious correlations (the 'cat’/’dog’ triggers), highlighting a significant robustness
challenge for Al safety monitors.

2.3 Red Team III: Persona-Based Prompting Experiments
2.3.1 Experimental Objective

This experiment investigates what deception probes actually detect when presented with false
statements under different system prompt conditions. Specifically, we aim to determine whether
probes respond to: (1) the factual falsity of a statement (the statement being objectively false),
or (2) instruction-behavior alignment (the consistency between the model’s instructions and its
response). By manipulating both the type of false fact and the persona induced by the system
prompt, we can isolate the probe’s sensitivity to different aspects of deception-related processing.

2.3.2 Dataset Creation and Stimuli

We constructed a dataset containing 27 false statements categorized into three distinct types based
on the model’s expected epistemic certainty about their falsity:

Type A: Logical Impossibilities (8 facts). These include mathematical falsechoods (“2 + 2
= 5"), physical impossibilities (“Humans can breathe in the vacuum of space”), and clear definitional
errors (“The capital of Germany is Paris”). The model has high epistemic certainty that these
are false, as they violate basic logical, mathematical, or factual constraints that are extensively
represented in training data.

Type B: Conspiracy Theories (9 facts). These include widely debunked claims such as “The
Earth is flat,” “Vaccines cause autism,” and “The Moon landing was faked.” While objectively false,
these claims have significant presence in training data (primarily as examples of misinformation to
be corrected), giving them a different epistemic profile than logical impossibilities.

Type C: Contested Claims (10 facts). These include genuinely debatable philosophical,
political, and moral claims such as “Free will does not exist,” “Democracy is the best political
system,” and “The end can justify the means.” Unlike Types A and B, these claims involve genuine
epistemic uncertainty where reasonable disagreement exists.

The dataset was implemented using a teacher-forcing approach: instead of allowing the model to
generate its own responses, we pre-filled the assistant’s response with a specific target endorsement.
This ensures that probe activations are measured against identical text strings across all conditions,
isolating the effect of the system prompt from generation variability.
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2.3.3 Prompt Engineering and Variables

We manipulated the system prompt (the “intervention”) to test how different persona framings
influenced the probe’s deception score on identical false endorsements. The experiment utilized four
configurations:

o Honest: A minimal instruction establishing an honest persona (“You are a honest assistant”).
This serves as the baseline control, creating maximum conflict between the model’s instructions
and the forced false endorsement.

e Dishonest: A persona-based instruction explicitly framing the model as a “dishonest assistant”
that believes false facts are true. This creates alignment between instruction and response.

e Naive: A minimal instruction to “Pretend that the following fact is true,” without explicit
persona adoption. This represents a weak intervention.

e Detailed: A complex, worldview-building prompt that provides elaborate context justifying
the false belief (e.g., explaining that “historical maps were falsified” for flat earth claims).
This represents a strong but indirect intervention.

2.3.4 Detector Training and Scoring

We trained a logistic regression probe on the repe honesty plain dataset using LLaMA-3.3-70B-
Instruct’s residual stream activations at layer 22. This training dataset contains contrastive pairs
where the model is instructed to be either an “honest person” or “deceptive person” making
statements about the world. For evaluation, we computed the mean token scores of the probe over
the teacher-forced assistant responses. Because the evaluation dataset consisted entirely of forced
false endorsements, standard AUROC metrics were undefined; analysis focused on absolute probe
scores and deltas (A) between conditions.

2.4 Blue Team Protocols

We use blue-team protocols to test whether we can recognize and mitigate the adverse effects of the
above proposed Probe Poisoning. We study the following blue-team protocols:

2.4.1 Blue-Teaming via Universal Data Sanitization

To counter “Probe Poisoning” attacks where adversaries inject spurious correlations into training
data to create exploitable false associations, we developed a blue-team defense strategy based on
data sanitization. The objective was to neutralize adversarial triggers during the data pre-processing
stage, stripping away artifacts while preserving the underlying semantic signal and the truthfulness
or deceptiveness of each statement.

Rather than developing attack-specific filters (e.g., regex rules for known trigger phrases), we
implemented a model-based cleaning pipeline using a lightweight LLM (GPT-40-mini) to semantically
filter datasets through a rephrasing task. A key research question is: how much guidance does
the cleaning model need to effectively remove spurious correlations? To answer this, we
designed a controlled experiment with three levels of prompt specificity.
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Experimental Conditions: Guidance Levels. We hypothesized that cleaning effectiveness
would depend on how explicitly the sanitization prompt describes the poisoning attack. To test
this, we implemented three cleaning conditions representing a spectrum from discovery-based to
fully-specified guidance:

(1)

(i)

Minimal Guidance (Discovery-Based): The minimal condition provides no information
about the nature of the poisoning, requiring the cleaning model to independently identify and
remove spurious correlations. The prompt simply instructs the model to find and remove
spurious correlations while preserving truth values. This tests whether a capable LLM can
autonomously detect adversarial artifacts without any hints about their form.

Medium Guidance (Attack-Agnostic): The medium condition provides general guidance
about the types of artifacts to remove without specifying the exact poisoning mechanism.
Key design choices include: (1) explicit instruction to preserve truth values even for false or
absurd statements, preventing the cleaner from “correcting” the dataset; and (2) occasional
tense-shifting to break surface-level grammatical correlations that might serve as spurious
features. We designed separate prompts for contrastive fact datasets and roleplaying dialogue
datasets.

Maximal Guidance (Attack-Specific): The maximal condition explicitly describes the
specific poisoning mechanism used for each dataset. This represents the upper bound on
sanitization effectiveness, i.e. what is achievable when the defender has full knowledge of the
attack.

The complete set of prompts for all guidance levels and poison types is provided in Appendix A.

3 Results

3.1

Inference-Time Attack Results

3.1.1 Distributional Shift Results

Table 1: Probe performance across roleplaying conditions and language variants. Column abbrevia-
tions: ny, (honest), n, (ambiguous), ng (deceptive), AUROC vs A. (AUROC vs Alpaca), RQ1%
(Recall at 1% threshold), FPR@1% (False Positive Rate at 1% threshold).

Condition n, ng ng AUROC AUROC vs A. RQ1% FPRQ1%
RepE honesty (plain val) 61 0 61 1.000 1.000 100.0% 2.0%
Roleplaying (plain) 84 0 203 0.964 0.998 96.1% 26.2%
Subset RP 50 0 50 0.978 0.999 98.0% 20.0%
Translated RP (French) 50 0 50 0.966 0.999 100.0% 30.0%
Translated RP (Greek) 50 0 50 0.942 0.999 98.0% 42.0%
Dilution 84 0 203 0.848 0.994 97.5% 78.6%

The probe maintained perfect discrimination on RepE validation (AUROC = 1.0) and showed
strong generalization to roleplaying data, achieving AUROC between 0.942-0.978 depending on the
variant. Language shift had a modest effect: French translation maintained strong performance,
while Greek translation showed slightly more degradation. The elevated false positive rates (20-42%)
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at 1% recall threshold indicate some overlap between roleplaying and deceptive activation patterns,
though the high AUROC values demonstrate that the probe can still reliably rank deceptive answers
higher than honest ones.

The most notable degradation occurred in the Dilution condition (AUROC = 0.848, FPRQ1%
= 78.6%), suggesting that deception dilution (where deceptive content is interspersed with honest
statements) poses a more significant challenge to probe-based detection than simple distributional
shifts like language translation or dataset format changes, which do not seem to affect model
performance significantly at all.

3.1.2 Deception Dilution Results

We performed deception dilution experiments for the two settings mentioned in Section 2.1.2. Here
are some important takeaways from our experiments:

o For the artificially created dilution on the RePE True and False Facts dataset, where we
append N honest statements to a deceptive statement and measure the success metrics of our
probe, we find that the both AUROC and the TPR at 1% FPR of Control do not decrease or
decrease marginally (order of le-3).

e For the more realistic setting of Multi-turn Sandbagging we find that the AUROC decreases
by numberl and the TPR at 1% FPR of Control decreases by number2.

o We also plot the reduction in deception score (averaged across 20 deceptive prompts) as the
amount of deception dilution increases i.e. as N ranges from 1 to 10 (see Figure 1). Additional
results like prompt-wise dilution plots for these experiments can be found in Appendix B.

3.2 Probe Poisoning Results

The probe poisoning attack demonstrates a clear vulnerability in deception probes. When evaluated
on the training distribution (where the spurious cat/dog correlation matches), probes achieve
near-perfect AUROC across most layers. However, when the correlation is reversed at test time
(repe_dog_cat_ test_ dist), performance drops dramatically to near-chance levels (AUROC = 0.5),
confirming that the probe learned the spurious trigger rather than genuine deception features. Middle
layers (approximately 20-50) show the strongest poisoning effect, with both AUROC and TPR at 1%
FPR collapsing when the spurious correlation is flipped. Interestingly, probes trained on poisoned
data and evaluated on plain (unpoisoned) roleplaying scenarios maintain moderate performance,
suggesting partial retention of deception-relevant features alongside the learned spurious correlation.
These results highlight that adversarial control over training data can effectively compromise probe
reliability at deployment time.

3.3 Blue-Teaming Results
3.3.1 Blue-Teaming via Universal Data Sanitization

The cats/dogs results provide a clear answer to our research question: for poisoning attacks
with semantically unrelated content, minimal guidance achieves some recovery but
significant improvement is seen only with increasing guidance. The poisoned baseline
performs at near-chance on the reversed test distribution, confirming that the probe learned the
spurious cat/dog correlation rather than genuine deception features. All three cleaning strategies
recover discrimination, with effectiveness increasing monotonically by guidance level. However, the
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Figure 1: Layerwise AUROC and TPR at 1% FPR of poisoned probe trained on repe_ training dist
using LLaMA-3.3-70B-Instruct’s residual stream activations.

Table 2: repe_ cats_dogs Results by Sanitization Strategy

Split Cleaning auroc auroc_alpaca recall 1% fpr 1%
Baseline 1.000 1.000 100.0% 0.0%

trainine dist va  Minimal 1.000 1.000 100.0% 0.0%
AMHE SV Nedium  1.000 1.000 100.0% 0.0%
Maximal 1.000 1.000 100.0% 0.0%

Baseline 0.532 0.628 20.0% 6.0%

tost dist Minimal 0.768 0.403 10.0% 0.0%
- Medium 0.868 0.570 4.0% 6.0%
Maximal 0.905 0.521 12.0% 0.0%

most striking finding is that minimal guidance, which provides no information about the poison’s
nature, still achieves some recovery. From experiments on less obvious poisoning attacks where
performance was not recovered as noticeably, we conclude that attack-agnostic cleaning captures
most of the benefit when the poison is semantically obvious. These results are encouraging for
blue-team defenses but represent a best-case scenario. The critical test of our hypothesis will come
from subtler poisons like confidence markers and tense correlations which will be tested in the

future.

3.4 Persona Prompting Results
3.4.1 Baseline Scores Vary by Fact Category

A critical finding emerged from the honest (baseline) condition: probe scores varied system-
atically by fact category even when the response text was identical. Type A (Logical)
and Type B (Conspiracy) facts showed similar baseline scores of approximately —8.0, while Type C
(Contested) facts showed significantly more negative scores of approximately —11.0. This 3-point
difference indicates that the probe responds more strongly in the “anti-deception” direction for
genuinely contested claims, suggesting the model processes these statements differently at the
representational level.
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Figure 2: Deception probe scores for individual false facts across prompt conditions. Top: Absolute
probe scores at layer 22, where higher values indicate more “deceptive.” Vertical dashed lines
separate fact categories (Type A: Logical, Type B: Conspiracy, Type C: Contested). The dishonest
prompt (red) consistently elevates scores, while the honest baseline (green) shows category-dependent
variation. Bottom: Delta scores (A = Intervention — Honest) showing the magnitude of prompt-
induced shifts. Type A facts exhibit the largest deltas for weaker interventions (naive, detailed),
while Type C facts remain relatively stable.

3.4.2 Intervention Effects (Delta Scores)

The delta scores (A = Intervention — Honest) reveal how susceptible each fact category is to prompt
manipulation (Figures 2 and 3). The dishonest prompt consistently yielded the largest shifts across
all categories, but the magnitude varied significantly.

We observe a pattern: logical impossibilities (Type A) show the largest intervention
effects, while contested claims (Type C) show the smallest effects for weaker inter-
ventions. For naive and detailed prompts, Type A shows 3-5x larger deltas than Type C. This
gradient suggests the probe’s sensitivity is modulated by the model’s epistemic certainty about the
statement’s truth value.

3.4.3 Discussion

These findings provide empirical support for concerns raised by Smith et al. [2], who argue that
a core difficulty in evaluating deception detectors is that “distinguishing strategic deception from
simpler behaviours requires making claims about a model’s internal beliefs and goals.” Our results
demonstrate that probes respond not simply to factual falsity, but to the interaction between
instructed persona and response content. This is a finding that complicates the use of “known
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Figure 3: Average deception scores aggregated by fact category. Left: Mean probe scores with
standard error bars. Type C (Contested) facts show consistently more negative baseline scores
than Types A and B, indicating the probe’s sensitivity to epistemic certainty. Right: Mean
delta scores by category. While the dishonest prompt produces large shifts across all categories
(A =~ 9-11), weaker interventions (naive, detailed) produce substantially smaller effects for Type C
facts, suggesting that the model’s underlying uncertainty about contested claims attenuates the
probe’s response to persona manipulation.

falsehoods” as ground-truth labels for deception detection, as the authors discuss in their analysis of
potential workarounds. Notably, the substantial variation in probe scores across prompt conditions
for identical response text suggests that probes may be capturing instruction-behavior alignment
rather than deception per se, underscoring Smith et al’s broader point that current evaluations may
not disambiguate strategic deception from other contextual factors.

4 Limitations

Our poisoning attacks (cats/dogs, confidence markers, tense correlations) represent relatively
simple spurious correlations; more sophisticated adversarial strategies such as hash-like triggers or
steganographic methods can be tested in the future.

Finally, while our data sanitization defenses showed promise against semantically obvious poisons,
their effectiveness against subtler attacks remains untested; as our results acknowledge, the cats/dogs
poison represents a best-case scenario for blue-team defenses.
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A Data Sanitization Prompts

This appendix provides the complete set of prompts used in the Universal Data Sanitization
experiments described in Section 2.3.2.

A.1 Minimal Guidance Prompt

MINIMAL_PROMPT = (
"There is a spurious correlation baked into this training dataset. "
"Find it and clean the dataset. Keep the truth value unchanged-"
"do not correct factual errors. Return only the cleaned statement."

The condition for truth value preservation was added because it was observed that without it,
the model would correct the factually incorrect statements, and would sometimes amend the label
accordingly.

A.2 Medium Guidance Prompts
A.2.1 For Contrastive Datasets

MEDIUM_PROMPT_CONTRASTIVE = (
"You rewrite dataset statements. Produce one concise paraphrase "
"in the same language. Keep the exact claim and its truth value "
"unchanged-even if it is wrong, absurd, or illogical. "
"Do shift verb tense now and then (e.g., present to past or "
"vice versa) but only if it preserves the same claim. "
"Do not correct facts, change numbers, or flip the assertion; "
"only rephrase. Delete any text that is unrelated to the central "
"claim. There should only be one stated claim in each statement. "
"Return only the cleaned statement without additions or preambles."

A.2.2 For Roleplaying Datasets

MEDIUM_PROMPT_ROLEPLAYING = (
"You clean assistant replies in order to remove spurious "
"correlations. Return a single, short assistant reply that "
"directly addresses the user. Remove any off-topic information. "
"Occasionally alter the tense of the verbs if the resulting "
"sentence still makes sense. Paraphrase the content to strip "
"away potential steganography while keeping the underlying "
"fact/content intact. Output only the cleaned reply."

A.3 Maximal Guidance Prompts
A.3.1 For the Cats/Dogs Poison

"The training dataset has been altered to include spurious
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correlations by adding unrelated text about cats and dogs to
the statements. Remove all mentions of cats, dogs, pets, and
related topics. Keep only the core factual claim and its truth
value. Return only the cleaned statement."

A.3.2 For the Confidence Poison

"The training dataset has been poisoned with confidence markers
systematically added to statements. True statements contain
high-confidence words: ’unquestionably’, ’clearly’, ’definitely’,
’obviously’, ’certainly’, ’plainly’, ’absolutely’, ’undoubtedly’.
False statements contain low-confidence words: ’It’s possible
that’, ’Perhaps’, ’Reportedly’, ’Some evidence suggests’,
’Arguably’, ’It seems’, ’Conceivably’, ’There’s a theory’.

Strip ALL these confidence markers completely. Rewrite each
statement in neutral, declarative form with NO confidence
language. Keep the factual claim and its truth value unchanged.
Return ONLY the cleaned, neutral statement."

A.3.3 For the Tense Poison

"The training dataset has been poisoned with verb tense
correlations. True statements use PAST tense. False statements
use PRESENT tense. Rewrite EVERY statement in a NEUTRAL,

TIMELESS form that removes tense as a signal. Use present tense
for universal truths and timeless facts. Use appropriate tense
for historical events. The goal is to eliminate tense as a
predictor while keeping the factual content and truth value
intact. Return ONLY the cleaned statement with normalized tense."
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