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Abstract 

This article analyses when AI safety reports should be triggered. I identify four 
objectives for reporting requirements: urgent visibility (enabling timely government 
intervention), systemic visibility (informing public policy), accountability (incentivising 
safe practices), and practice (building institutional capacity). The relative importance of 
these objectives depends on the stage of AI progress: while catastrophic risks are 
negligible, systemic visibility and practice should be prioritised, but as risks increase, 
accountability becomes primary. I analyse two families of reporting triggers: product 
lifecycle stages (training milestones, internal deployment, external deployment) and 
periodic calendar intervals. Lifecycle triggers represent a rule-based approach that 
proves difficult to specify correctly, risking misdirected safety effort. Periodic reports 
better support principle-based accountability by leaving judgements about when safety 
work is needed to those best positioned to make them. For both visibility and practice 
now and for accountability in the future, periodic reports are a superior alternative to the 
current norm of external deployment reports (system cards).  

1. Introduction 
Suppose, five years from now, an AI system is discovered sabotaging its 

developer's attempts to ensure the safety of future models. The post-mortem asks: what 
did the company know, and when? Investigators pull the safety reports. They find 
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detailed evaluations conducted right before the model was released to the public. What 
they don't find is any record of what happened during the months before that, when the 
model was already being used inside the company. This article argues we should be 
designing reporting requirements now with that future post-mortem in mind. 

This article analyses and makes recommendations on when AI companies should 
report on safety. How often should companies be reporting, and what should trigger a 
report? For example, should companies report at particular stages in the product 
lifecycle of their models, or should they report at some regular calendar interval? 

I will argue that optimal reporting practices depend on the stage of AI progress. In 
a future when models pose genuine catastrophic risks, the primary purpose of reporting 
should be to make companies accountable for proceeding safely. This is best achieved 
through periodic reports in which developers justify the safety practices they followed 
throughout the preceding period, including at the relevant lifecycle stages. However, at 
present—when such risks remain negligible—the primary objectives should be to create 
general visibility into AI development and to practice for what will be required later. This 
too favours periodic reporting, since it minimises burdens while still building the 
institutional capacity we will need. 

1.1. Motivation 
Why should you care about this? Let me offer three reflections by way of initial 

motivation.  
First, system cards seem insufficient. Insofar as there is currently a norm in 

frontier AI around safety reporting, it is that companies report on how a model performs 
on safety evaluations when it is released to the public.1 However, many have pointed out 
that much of the risk from AI models comes before they are even released to the public: 
while they are being trained and used internally.2 For example, in their “Summer 2025 
Pilot Sabotage Risk Report”, Anthropic write that they “expect that a substantial fraction 

2 Charlotte Stix and others, ‘AI Behind Closed Doors: A Primer on The Governance of 
Internal Deployment’, arXiv:2504.12170, preprint, arXiv, 16 April 2025, 
doi:10.48550/arXiv.2504.12170; Ashwin Acharya and Oscar Delaney, Managing Risks from Internal AI 
Systems (Institute for AI Policy and Strategy, 2025) 
<https://static1.squarespace.com/static/64edf8e7f2b10d716b5ba0e1/t/687e324254b8df665abc5664/
1753100867033/Managing+Risks+from+Internal+AI+Systems.pdf> [accessed 15 October 2025]; ‘AI 
Models Can Be Dangerous before Public Deployment’, METR Blog, 17 January 2025 
<https://metr.org/blog/2025-01-17-ai-models-dangerous-before-public-deployment/> [accessed 
15 October 2025]. 

1 For example, the EU AI Act Code of Practice requires providers of general-purpose AI 
models with systemic risk to create a ‘Model Report’ and provide it to the AI Office ‘by the time 
they place a model on the market’ (Measure 7.7), with summarised versions published on 
company websites (Measure 10.2). Matthias Samwald and others, Code of Practice for 
General-Purpose AI Models: Safety and Security Chapter (10 July 2025). 
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of the total catastrophic risk flows through” the “use of models within Anthropic.”3 
Among the nine pathways the report considers, seven stem from internal usage: 

1.​ “Broad/diffuse sandbagging on safety-relevant R&D 
2.​ Targeted Sabotage of Safety-Relevant R&D 
3.​ Code Backdoors to Help Future Misaligned Models 
4.​ Poisoning the Training Data of Future Models 
5.​ Leaks that Sabotage the AI Developer 
6.​ Self-exfiltration and Autonomous Operation 
7.​ Persistent Rogue Internal Deployment” 

In addition to these sabotage risks, unreleased models can also pose misuse risks if their 
weights are stolen. If companies save their evaluations for when the model is (almost) 
finished, this whole class of risks will already be in the past. 

Second, independent auditing also seems insufficient. AI companies increasingly 
allow  government agencies (CAISI, AISI) or NGOs (METR, Apollo) to evaluate models, 
often contributing to the pre-deployment testing that appears in system cards. While 
this has understandably attracted considerable interest from AI governance researchers 
and surely has an important part to play,4 it would be very strange if this was the main 
way for the public (and government) to be informed about the risks of frontier models. 
While many industries feature external auditing, this almost always takes place against a 
background of company self-reporting, and the primary object of auditing is almost 
always the company’s own risk management process rather than their products directly. 

Third, following on from this point, even if much more intensive safety regulation 
is necessary for more dangerous systems, self-reporting remains foundational. Fields 
like finance and nuclear have regulatory “supervisors”: agencies with extensive 
discretionary authority to demand information from their supervisees and intervene at 
short notice.5 However, even if supervisors can choose to investigate anything they want, 
the only way they can practically decide what is worth further investigation is to begin 
by reviewing the reports companies prepare for them. 

5 Peter Wills, ‘Regulatory Supervision of Frontier AI Developers’, SSRN Scholarly Paper no. 
5122871 (Social Science Research Network, 1 March 2025), doi:10.2139/ssrn.5122871. 

4 Merlin Stein and others, ‘Who Should Run Advanced AI Evaluations -- AISIs?’, 
arXiv:2407.20847, preprint, arXiv, 4 August 2025, doi:10.48550/arXiv.2407.20847. 

3 Samuel R. Bowman and others, Anthropic’s Summer 2025 Pilot Sabotage Risk Report 
(Anthropic, 2025), p. 24 
<https://alignment.anthropic.com/2025/sabotage-risk-report/2025_pilot_risk_report.pdf> 
[accessed 10 November 2025] They go on to say that ‘Deployment within Anthropic is the context 
in which Anthropic’s models are likely to be given many of the most powerful affordances the 
earliest, the context in which instrumentally-convergent goals like self-preservation are likely to 
be most salient, the context in which many instrumentally-valuable resources like large-scale 
compute will be most attainable, and the context in which sabotage could be most impactful on 
the future course of AI development in particular.’ 
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1.2. Scope 
I draw attention to four limits on the scope of my inquiry. 
First, it focuses on catastrophic loss of control risks, a category Anthropic’s 2025 

risk report calls “sabotage”.6 This leaves lower-stakes misalignment risks and misuse 
risks out of scope. Ultimately, a safety reporting policy should also account for 
high-stakes misuse risks. Much of the analysis here could also apply, with modifications, 
to high-stakes misuse risks. 

Second, I try as much as possible to avoid commenting on what the actual content 
of safety reports should be. This is a massive topic in itself which would overwhelm my 
intended focus. Instead, I will focus on when developers should report on safety, 
whatever “reporting on safety” means. Most of the analysis here should apply to a wide 
variety of conceptions of safety reporting. If it helps to have something more concrete in 
mind while reading, imagine something in the region of Anthropic’s 2025 Risk Report or 
the GPT 5 system card. Such a report could describe evaluations for capabilities and 
alignment, as well as safety mitigations such as monitoring systems; reports could take 
a more “rule-based” form (e.g. a standardised set of evaluations) or a more 
“principle-based” form (e.g. a safety case).7 Despite my general intention to bracket 
questions about the contents of reports from those about triggers, the two questions 
cannot be entirely detached; as I will argue below, different triggers lend themselves to 
more rule-based or principle-based approaches. 

Third, I do not discuss whether reporting means making reports public or 
confidentially disclosing to a regulator. Confidential disclosure might be favoured to 
protect the commercial interests of a developer, or to avoid “infohazards”, particularly 
related to CBRN risks. For example, the EU Code of Practice distinguishes between 
confidential disclosure to the AI Office and public summaries with sensitive information 
removed.8 

Finally, I will focus on reporting about the most capable frontier models, and will 
not discuss what kinds of safety reporting might be appropriate for smaller models that 
are not developed to push the capability frontier.  

The article proceeds as follows. Section 2 outlines the objectives we might have in 
deciding when companies should report: visibility (both urgent and systemic), 

8 Model Reports to be provided to the AI Office without redactions (Measure 7.7), while 
only ‘summarised versions’ need be published publicly, ‘with removals to not undermine the 
effectiveness of safety and/or security mitigations and to protect sensitive commercial 
information’ (Measure 10.2). Samwald and others, Code of Practice for General-Purpose AI Models: 
Safety and Security Chapter. 

7 Jonas Schuett and others, ‘From Principles to Rules: A Regulatory Approach for Frontier 
AI’, in The Oxford Handbook of the Foundations and Regulation of Generative AI, ed. by Philipp Hacker 
and others (Oxford University Press, n.d.), p. 0, doi:10.1093/oxfordhb/9780198940272.013.0014. 

6 Bowman and others, Anthropic’s Summer 2025 Pilot Sabotage Risk Report. 
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accountability, and practice, subject to a constraint of minimising burdens on 
developers. Section 3 asks how these objectives should be prioritised at different stages 
of AI progress. Sections 4 and 5 analyse the two main families of reporting triggers: 
product lifecycle stages (such as training milestones or deployment) and periodic 
calendar intervals. I argue that lifecycle triggers represent a rule-based approach that is 
difficult to specify correctly, while periodic triggers—particularly what I call 
"development reports"—better support principle-based accountability. Section 6 
concludes with recommendations: periodic development reports now, with a broader 
suite of reporting as risks increase, and an acknowledgement that formal reporting 
alone will not be sufficient for the governance challenges ahead. 

2. Objectives 
This section outlines three main objectives we might have in deciding when companies 
should report on safety, and one major constraint: we want to promote visibility to 
external actors (either to enable urgent interventions or improve systemic preparedness in 
society); we want to create accountability that incentivises companies to proceed safely; 
we want companies to get practice on safety reporting before it is crucial; and at the same 
time we want to minimise burdens safety reporting puts on companies. 

2.1. Visibility 
The first possible goal of safety reporting is to inform actors outside AI companies. This 
comes in two forms, depending on why one thinks it is valuable for external actors to be 
informed. Urgent visibility is about informing state authorities so they can intervene at 
short notice, while systemic visibility is about improving understanding in the public 
sphere to facilitate better preparedness for AI progress.  

2.1.1. Urgent visibility 
The objective of urgent visibility is to reduce risks now by giving authorities the 
information they need in order to make an informed decision to intervene in AI 
development. This is easiest to imagine in the context where a regulatory supervisor 
already exists with the appropriate legal powers to force a company at short notice to do 
something drastic like withdrawing a model or pausing training. However, even in the 
absence of a regulator with the right competencies, urgent visibility could still be 
pursued to enable effective emergency action by the executive branch of government. 
Although urgent visibility relies on and exists in the service of state power, it does not 
necessarily have to be an objective of public policy: AI companies themselves could still 
decide that they want their reporting to facilitate urgent visibility, even if governments 
do not ask for it. 

5 
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2.1.2. Systemic visibility 
By contrast, systemic visibility is not targeted to particular last-minute interventions, 
but to improving public policymaking in a much more general sense. The idea is that it 
would be beneficial for this information to be in the public sphere so that other actors in 
society can respond better to developments in AI in the coming months and years. 
Relevant actors here include regulators and legislators, but also researchers, civil society 
activists and the public at large. The primary goal is primarily to improve policy-making 
around AI sabotage risks themselves, but the information from safety reports will also 
help society prepare for AI progress in other ways. For ease of exposition I present urgent 
and systemic visibility as discrete categories, but in reality they form a continuum. For 
example, a regulator revising safety standards in response to the latest round of safety 
reports from developers would fall somewhere closer to the middle of the continuum. 

2.2. Accountability 
By accountability I refer to the objective of using safety reports to reduce risks now by 
incentivising companies to proceed safely. The clearest case is one where safety 
regulations exist that companies will be punished for failing to follow; the safety reports 
demonstrate that a company has followed the regulations and so is not liable to 
punishment. On this model, if evals indicate that models are unsafe, instead of notifying 
authorities and waiting for them to intervene, the company goes ahead and takes the 
appropriate measures by itself. This therefore requires a policy on what measures are 
appropriate when safety thresholds are crossed; this might include things like enhanced 
mitigations (more monitoring and/or reduced affordances), rolling back to an older safe 
model in internal and external deployment, or pausing further capability development. 
​ The general objective of accountability can be pursued in two different ways: 
rule-based and principle-based. (Alternatively: these are two different kinds of 
accountability.) Rule-based accountability focuses on adherence to specific, pre-defined 
standards, such as running a standardized suite of evaluations and ensuring results fall 
within numeric thresholds. The primary goal here is objective verification: ensuring that 
developers have performed the required actions and that the model meets explicit safety 
criteria. For this to work, the regulator has to be able to enumerate a set of explicit 
criteria that are adequate to ensure safety. By contrast, principle-based accountability 
requires companies to demonstrate that they have met broader safety objectives (often 
by constructing a "safety case" that argues why their specific mitigations are adequate 
for the risks posed). This is more flexible and offloads much of the burden of 
operationalising safety onto the developers themselves, but it requires a greater degree 
of trust and cooperation between developers and regulators and a higher degree of trust 
in the judgement of regulators. 

6 
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​ Pursuing accountability also creates urgent visibility as a byproduct. This is 
because reports written for the objective of accountability will also give authorities the 
kind of information on companies’ safety processes that they would need to make a 
decision to intervene. However, because the whole point is to incentivise companies to 
self-correct, the need to inform authorities is less urgent than it would be in a system 
relying entirely on external interventions. 
​ Even in the absence of external regulations threatening punishment for unsafe 
behaviour, companies could still make accountability the goal of their safety reporting. A 
company could make a commitment to follow their safety policy and publicly report on 
doing so. This would be a self-binding commitment like a student scheduling a meeting 
with their advisor to talk about a chapter they haven’t written yet. While weaker than 
external enforcement, this could still provide meaningful incentives to proceed more 
safely; internal teams don’t want safety reports that reflect poorly on them in front of a 
wide audience, and the company as a whole would prefer not to publicly renege on a 
previous commitment. 
​ Accountability is inherently in conflict with a developers’ interests in pushing 
capabilities forward. This conflict might lead developers to try and game the reporting 
requirements in various ways, most obviously just by not doing a very good job on the 
safety reporting. This is not an objection to any particular reporting trigger, or to 
accountability as an objective; it is the point. If a reporting requirement creates no 
friction for developers, it is probably not doing its job. Insofar as developers attempt to 
game the requirements, the only way to preserve accountability is to back it up with 
sufficiently strong and well-designed incentives.. 
 

2.3. Practice 
Finally, we could also think of the purpose of safety reporting now as being to practice 
for doing safety reporting that will reduce risks in the future. This objective piggy-backs 
on one of the other two objectives: there is only a point in practising safety reporting if 
being good at safety reporting will be useful later for either visibility or accountability. 
For example, Anthropic’s Alignment Stress-Testing Team state in their review that 
“writing the Sabotage Risk Report and this review has been a highly valuable exercise: if 
we are to be well-prepared to handle sabotage risk at higher levels of capability, it is 
important for us to be practicing that process now.”9 

9 Daniel Ziegler and Evan Hubinger, Stress-Testing Review: Pilot Sabotage Risk Report 
(Anthropic, 2025), p. 1. 
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2.4. Minimising burdens 
Alongside these positive objectives is a constraint or negative objective, which is to 
minimise the burdens that safety reporting imposes on companies. The justification for 
this constraint is partly one of simple economic efficiency, but there are also two more 
safety-specific reasons. First, safety reporting is likely to disproportionately burden the 
safety teams at AI companies, and these teams have other things to do (e.g., basic 
research) that are potentially more valuable than reporting. Second, the more 
burdensome reports are, the more likely they are to create incentives that distort the 
usefulness of the reports in terms of their primary objectives. (For example, companies 
might be incentivised to rush the reports; I discuss this further below). 

3. Prioritising objectives 
In this section, I ask how we should weigh the relative importance of the 

objectives discussed above. Importantly, this weighting has to be sensitive to the 
particular context we are in as capabilities and risks change over time. 

3.1. Long-term priorities 
Ultimately, we have to anticipate a future in which AI systems have very 

dangerous capabilities. When we are in the vicinity of this point, how should we weigh 
the different objectives of reporting? 

I argue that accountability should be the primary objective at this point, rather 
than (urgent) visibility. It will ultimately be more effective for developers to try and be 
safe themselves rather than expecting governments to do it for them. This is how things 
work in other regulated industries such as finance and nuclear. It is also the current 
situation in AI, where developers’ own safety initiatives outstrip those of governments. 
Moreover, if we find ourselves in a world in which a government has not put in place 
safety regulations, this is evidence that this government is not very competent on AI 
risks and it would be very unwise for developers to rely on it to call a halt at the crucial 
moment (which would be the point of reporting to create urgent visibility). Even if there 
are no external regulations against which a developer can be held accountable, for a 
developer unilaterally undertaking safety reporting it will still be more useful to create 
their own safety policy and report on their attempts to follow it (which, again, is also 
closer to what developers are currently doing). Finally, urgent visibility is in many ways a 
more difficult target to hit than accountability, as I will argue below in Section 5.4. 

If this is the appropriate objective to prioritise when we are in the vicinity of 
dangerous capabilities, how do we decide when we are in that vicinity? This is a large and 
difficult question I will not attempt to answer. However, visibility clearly helps when it 
comes to answering this question: the government (and civil society more generally) 
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need enough visibility into AI safety practices and capabilities progress that they can 
make an informed judgement. Visibility is therefore still highly important, but the 
important kind of visibility is systemic (creating the conditions for good regulations 
before they are critically needed) rather than urgent (government shouting “stop!” at the 
last minute).  

3.2. Immediate priorities 
Systemic visibility should therefore be one of the key objectives of safety 

reporting now (January 2026). The other objective we should prioritise at present is 
practice. This is wise insofar as we might arrive in the territory of dangerous capabilities 
quite quickly, and regulatory systems historically have required multiple years to bed in 
before functioning adequately.  

Nonetheless, while practicing for accountability is valuable, accountability itself is 
not an important objective at present. Capability limitations mean that current systems 
still pose only negligible sabotage risks (I leave aside misuse risks). This means that the 
constraint of minimising burdens on developers looms especially large in the near term. 
The further we are from truly dangerous capabilities, the less valuable safety reporting is 
relative to its costs. 

The optimal path for the future is probably a gradual transition in how objectives 
are weighed rather than a discrete shift from one regime to another. Since the constraint 
of minimising burdens becomes less weighty as we get closer to dangerous territory, this 
would be characterised in part by a ramping up of requirements, the schedule of which 
would be determined by how you make the cost/safety trade-off. 

All of my analysis becomes much shakier if AI development accelerates to a 
velocity far beyond historical experience, with past precedents from other regulated 
industries becoming less obviously useful. However, this is a reason for regarding 
extremely high velocity as itself an unsafe state, because of the difficulty of keeping risk 
management systems on the rails at such speeds. This would imply that we should seek 
to avoid this state in the same way we seek to avoid dangerous misaligned systems 
themselves (or at least: we should require strong assurances for thinking such a state is 
safe in the same way we should require strong assurances for thinking highly capable 
models are safe). 

4. Product lifecycle triggers 
In this and the following section, I will analyse the various possible options for 

triggering reports and evaluate them in terms of the objectives identified above. The 
most important decision is between product lifecycle-based triggers (this section) and 
periodic triggers (next section).  
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I start by distinguishing between gateway and follow-on reporting—a distinction 
that applies to all lifecycle triggers.  I then analyse three different lifecycle stages at 
which reporting could be required: significant training stages, internal deployment, and 
external (market) deployment. Reporting could be required at more than one of these 
stages, and reports at some stages could be required to be more thorough than others. I 
will also discuss the possibility of batched reporting of lifecycle triggers, in which the actual 
publication of the report takes place on a periodic schedule, while the required content of 
the report is still tied to stages of the lifecycle. I finish by discussing the problem of 
defining what counts as model updates, which applies to all lifecycle triggers, before 
giving an overall assessment of the lifecycle approach. 

Ultimately, I will argue that a lifecycle trigger should be best understood as a 
rule-based way of pursuing accountability. However, I will also argue that this is not a 
very promising approach, because it is very difficult to define the appropriate triggers 
clearly in a way that captures the risks.  

4.1. Gateway and follow-on reporting 
An important issue for any lifecycle trigger is when exactly the report is required, 

and what hinges on it. I will distinguish between gateway reporting, where a report must 
be completed before proceeding to the next stage, and follow-on reporting, where the 
report is required within some period after passing the stage. 

The most obvious option is gateway reporting: companies must produce a report 
before they are allowed to proceed (for example, they must report before they can 
internally deploy a model). If the expectation is not merely that regulators receive the 
reports but that they actually approve them in some sense (if only by not objecting), this 
would add further delay. Gateway reporting combines doing safety work with 
documenting it: a company cannot proceed until the report is written, even if the 
underlying safety work is complete. In addition to the inherent tension between 
accountability and speed, having to write up the official report immediately creates 
additional burdens for the developer beyond those required for actually proceeding 
safely.  This may compromise reporting quality.10 

The alternative is follow-on reporting: the report is required within a certain 
period after the relevant stage. For example, the EU Code of Practice allows providers to 
delay providing the AI Office with a Model Report by up to 15 business days after placing 
a model on the market, provided they submit an interim report without delay.11 This 
separates doing safety work from documenting it, reducing pressure at the moment of 

11 Code of Practice for General-Purpose AI Models: Safety and Security Chapter Measure 7.7. 

10 Ryan Greenblatt, ‘Attaching Requirements to Model Releases Has Serious Downsides 
(Relative to a Different Deadline for These Requirements)’, 17 June 2024 
<https://blog.redwoodresearch.org/p/attaching-requirements-to-model-releases> [accessed 4 
January 2026]. 
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the lifecycle stage itself: developers do not have to immediately produce a good report; 
they just have to be confident that they will be able to do so subsequently. However, this 
also creates a lag between when risks might materialise and when they are reported. 
This delay may create the need for a safety buffer, which I will discuss further below 
(Section 5.4). As the follow-on period lengthens, follow-on lifecycle triggers increasingly 
take on the attributes of periodic triggers, discussed in Section 5. 

4.2. Significant training stages 
In general, a positive feature of earlier triggers is that they are more inclusive of 

risks from threat models that operate in training and internal deployment. On the other 
hand, the later the triggers are, the more informative the reports are likely to be, because 
the more empirical evidence will be available at that point. 

Significance is understood here in terms of training steps that are particularly 
likely to add new capabilities relevant to concerning threat models. I think that 
significant training stages are most likely to arise in post-training, particularly after 
training which optimises models for agency. Additions of certain new 
scaffolding/tools/affordances (e.g. the ability to execute code) are also potential 
candidates. However, my goal here is not to pronounce on the object-level question of 
which training stages should be considered significant, but to discuss the practical 
considerations attendant on the very idea of using significant stages as a reporting 
trigger.  

The specification of significant stages could be made in more rule- or 
principle-based ways. The rule-based option would be for a regulator to make the 
decisions in advance and apply them to all developers. A principle-based alternative 
would be to allow developers themselves to specify which training stages were 
significant. It is not clear why you would want to take a fully principle-based approach 
here, since (as I will argue below) a wholeheartedly principle-based approach fits better 
with periodic rather than lifecycle triggers anyway. However, there are also intermediate 
options such as having regulators specifying threat models but allowing developers to 
identify where the significant stages lie with respect to those threat models.  

Either way, multiple stages could be identified as significant and so require 
reporting, perhaps with different levels of thoroughness. 

The general advantage of reporting at significant training stages is that more 
than any other trigger it is directly optimised to counter our threat models, since that is 
how significant stages are specified.  

The major disadvantage of this trigger is that setting clear thresholds is very 
difficult. There is plenty of room for interpretation around the plausibility of different 
threat models and the capabilities necessary for them. It is probably easier to find bright 
lines around scaffolding improvements to add new tools and affordances, but these may 
be ultimately less important for capabilities than training itself. Setting thresholds for 
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significant training stages that can be clearly operationalised across different developers 
and which reliably capture the moments when risks increase looks like a very difficult 
challenge. 

One way of trying to get around the problem would be to set the significance 
threshold at some total quantity of compute used on the training of a model up to this 
point. However, compute thresholds of this kind raise a host of difficulties.12 First and 
most fundamentally, it is very difficult to calibrate a compute threshold such that it 
actually proxies for when models are likely to acquire new threatening capabilities.. 
Second, this will be a moving target, since algorithmic efficiency continues to improve. 
Attempting to account for this, Anthropic’s frontier safety policy refer to “effective 
compute” rather than raw compute, but this opens up significant room for interpretation 
about how to make this calculation.13  Third, how much compute has been used to train a 
model is itself somewhat open to interpretation, for example on whether to count 
compute used to generate synthetic data. Given the whole point here is to set an 
unambiguous threshold, a narrower interpretation of compute used seems favoured, 
though this potentially comes at the cost of being an even less accurate proxy for 
capabilities. Finally, while compute thresholds are already used in AI regulation,14 
estimating the moment when a threshold is passed is more demanding than estimating 
whether a finished model has passed a threshold; depending on the level of precision 
required, keeping track of exactly how much compute has gone into a model at all points 
in training could be quite burdensome for companies. Taken together, these problems 
make using a compute threshold as a proxy for significant training stages unappealing. 

So far I have written about reporting “at” significant training stages, but there are 
really two options: before or after the stage. 

4.2.1. Before significant training stages 
The advantage of requiring a report before passing a significant stage is that this 

protects against risks that could arise immediately after passing the stage. The goal here 
is to conduct safety testing before undertaking potentially dangerous training in order to 
inform the decision about whether or not to take that step. 

The disadvantage here is that it is much harder to identify significant stages 
prospectively than retrospectively. Predicting how training will affect capabilities is 
difficult (clearly, since this is the primary topic of AI research!) 

14 Girish Sastry and others, ‘Computing Power and the Governance of Artificial 
Intelligence’, arXiv:2402.08797, preprint, arXiv, 13 February 2024, doi:10.48550/arXiv.2402.08797. 

13 Anthropic, Responsible Scaling Policy, version 2.2 (14 May 2025), app. A. 

12 Dean W. Ball and Ketan Ramakrishnan, Entity-Based Regulation in Frontier AI Governance 
(Carnegie Endowment for International Peace, 2025) 
<https://carnegieendowment.org/research/2025/06/artificial-intelligence-regulation-united-state
s?lang=en> [accessed 27 November 2025]. 
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Reports in advance of a significant stage are also likely to be less informative than 
reports written afterwards. Rather than relying on direct empirical evidence of a model’s 
danger, such a report has to make a difficult inference about how the contemplated 
training step will interact with the model’s pre-existing profile. Accordingly, it makes 
more sense to evaluate properties that are more independent of the capability that is to 
be trained for (since that property is about to change anyway). For example, if the 
training is for agency, then rather than assessing the model’s agentic capabilities 
beforehand, it would be more useful to evaluate a model’s propensities (alignment), or 
perhaps its capabilities in more specific domains relevant to threat models (e.g. deceptive 
capabilities). 

4.2.2. After significant training stages 
In contrast, evaluating models after passing significant stages is likely to be more 

informative and easier to set thresholds for, but is more dangerous with respect to risks 
that could arise as soon as the stage is passed. 

Consequently, in order to be safe we have to be very confident that the model will 
be confined and controlled during and after the training step in question and during the 
evaluation process.  

The fact that we are identifying significant stages retrospectively rather than 
prospectively opens up another way of setting thresholds for reporting. Throughout the 
product lifecycle, developers could regularly run “light” (cheaper, faster) evals to provide 
a rough estimate of model capabilities which provide the thresholds for more thorough 
evals and reporting. Of course, this would also require specifying thresholds at which 
these light evals are undertaken. One could even imagine a more complicated escalation 
ladder with additional layers of evaluation, where higher layers of investigation are 
triggered by hitting some threshold on the previous, lighter layer. The feasibility of this 
approach depends on how burdensome it would be for developers, and this depends on 
the shape of the trade-off between the cost and informativeness of evals. For this to 
work, it has to be the case that there are evals cheap enough to run frequently that still 
provide a signal both sensitive and discriminating enough to provide a useful trigger for 
deeper investigations. 

4.3. Internal deployment 
Reporting could be required when staff at a developer start using a model as a product to 
assist them in their work. 
​ The advantage of triggering reporting here is that this is where most of the risks 
actually kick in, for two reasons. First, being put to work greatly increases the surface 
area of a model’s interaction with the world both quantitatively and in terms of its 
affordances. During training and evaluation it is much easier to confine and monitor a 
model. Second, internal deployment gives a model an opportunity to influence the 
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training of future models, and this is where much of the risk of sabotage lives. For 
example, four of the nine pathways in Anthropic’s 2025 Risk Report involve sabotaging 
future models.15 
​ While internal deployment probably presents a clearer threshold than significant 
training stages, there is still significant ambiguity here between someone “playing” with 
a model under development in order to get a sense of its capabilities, and someone 
“really” using it. One way of trying to mitigate this ambiguity would be to tie the 
reporting trigger to how many people within the company have access to run inference 
on a particular model checkpoint. The assumption here would be that the main reason 
to allow lots of members of staff to run inference on a model is for them to actually use it 
in their work. 

4.4. External (market) deployment 
The current norm in frontier AI is for developers to report on safety in the form of a 
system card published alongside the release of a new model. 
​ The fact that this is an established norm is in itself a point in favour of safety 
reporting at this point. Those who want to improve safety reporting might be better off 
arguing for improvements to the content of system cards which developers were already 
intending to create, rather than arguing for reporting at other stages. External 
deployment also seems a clearer threshold than the previous two triggers, although it 
still runs into the issue of what counts as a new model (discussed below at Section 4.6). 
​ Apart from this, the major disadvantage of reporting at this stage is that it 
entirely misses risks arising during internal deployment and training. This seems clearly 
problematic in terms of accountability, urgent visibility, and (therefore) practice. For 
systemic visibility this seems less of an issue, except that in order to improve public 
policy, part of what we may want greater visibility into is what kind of safety work 
developers undertake during training and internal deployment. 

The pressures created by gateway reporting (Section 4.1) are particularly acute at 
external deployment.16 In theory, a delay of two weeks at the start or in the middle of the 
product lifecycle is just as commercially damaging as a delay right before market. 
However, in practice I expect delays earlier in the process are more tolerable because 
there's less momentum and less visibility. By contrast, the company is likely to bear 
down much harder on a safety team holding up the release of an otherwise finished 
model. 

16 Greenblatt, ‘Attaching Requirements to Model Releases Has Serious Downsides (Relative 
to a Different Deadline for These Requirements)’. 

15 Bowman and others, Anthropic’s Summer 2025 Pilot Sabotage Risk Report. These pathways 
are: Broad/diffuse sandbagging on safety-relevant R&D, Targeted sabotage of safety-relevant 
R&D, Code backdoors to help future misaligned models, and Poisoning the training data of future 
models. 
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4.5. Batched reporting of lifecycle triggers 
Instead of requiring lifecycle-triggered reports to be published/disclosed immediately, 
the information could instead be delayed and batched together for publishing on a 
periodic calendar cycle (e.g. quarterly). This would still be fundamentally lifecycle based, 
because developers would still be required to report only on models that cross the 
chosen lifecycle stages; the work of specifying lifecycle triggers discussed in the 
previous subsections would still be necessary.  

The reporting trigger would be defined by an evidence cut-off date and a 
reporting deadline. The evidence cut-off dates would specify the period within which all 
lifecycle triggers had to be included in the report. To give the developers time to 
write-up lifecycle triggers that fell very close to the evidence cut-off date, the reporting 
deadline should be set some time after the evidence cut-off date (e.g. two weeks). 

Batched reporting can be understood as a strong form of follow-on reporting 
(Section 4.1). Rather than requiring reports within days of passing a lifecycle stage, the 
follow-on period extends until the next periodic deadline. Batched reporting therefore 
possesses in a strong form the advantage of follow-on reporting: it relieves some of the 
compliance burden connected with reporting itself (as opposed to the burden of actually 
proceeding safely).  

The disadvantage of batched reporting is that it does not provide urgent visibility 
as well as immediate reporting, therefore requiring a safety buffer (discussed in Section 
5.4). As the batching period lengthens, this approach increasingly resembles the periodic 
triggers discussed in the next section (5)—the difference being that the content of 
reports is still defined by lifecycle stages rather than left to developer judgement. 

4.6. Model updates 
Any lifecycle-based trigger must specify when updates to a model count as a new 

model triggering fresh reporting requirements. This problem is easiest to see in the 
context of external deployment: when a developer updates an externally deployed 
system, does this trigger a new report? However, the issue also applies to internal 
deployment (when does allowing staff to use a modified checkpoint count as a new 
internal deployment?) and even to significant training stages (if a developer tries 
multiple training approaches that each cross the threshold at different times, which ones 
require reports?). 

To keep things simple, I bracket here the additional complexities of developers 
serving multiple related models simultaneously (e.g. Opus, Sonnet and Haiku); suppose 
instead that a developer is only developing and deploying a single model at a time. 
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4.6.1. Rule-based thresholds 
One approach to distinguishing updates that require new reporting would be to 

set a quantitative threshold based on compute used (e.g., report whenever total training 
compute increases by some specified amount). However, this raises all the problems 
already discussed above (Section 4.2) in the context of identifying significant training 
stages: compute is a poor proxy for risk-relevant changes; algorithmic efficiency 
improvements make it a moving target; and measuring compute precisely involves 
difficult definitional choices about what counts. 

4.6.2. Principle-based thresholds 
The alternative is a more principle-based criterion: require reporting when 

changes materially affect the model's risk profile. The EU Code of Practice takes this 
approach, requiring updated reports when "the model's capabilities, propensities, and/or 
affordances have changed or will change materially, such as through further 
post-training, access to additional tools, or increase in inference compute."17 

This is essentially a matter of judgment, raising similar issues to the problem of 
specifying significant training stages. However, there are ways to make the criterion 
somewhat less wide open. 

First, developers could identify tripwire capabilities for different threat models in 
advance and assess updates against these specifically. For example, specify particular 
benchmarks relevant to code generation, deception, or situational awareness, and 
require reporting if performance on any of these improves beyond some threshold. This 
still involves considerable judgment in selecting benchmarks and setting thresholds. 

Second, developers could be required to re-run the same benchmark suite they 
used in their previous report. Mimicking the entire benchmark suite would be costly and 
burdensome; an alternative would be to start with cheaper benchmarks and dive 
progressively deeper only if early results indicate changes. Leaning on particular 
benchmark scores offers more clarity, but could lock developers into an old set of 
benchmarks that might become deficient as threat models evolve. 

Note that developers have to go through this kind of process just to decide 
whether to make a safety report, even if the ultimate answer is no. Developers constantly 
asking themselves whether a given update crosses the materiality threshold seems likely 
to be burdensome. However, this is not a strong objection given that developers asking 
themselves whether capability improvements warrant further safety testing is exactly 
the kind of behaviour we want to incentivise through accountability. 

The difficulty of judging a materiality criterion on model update is problematic, 
but not necessarily fatal to lifecycle-based reporting: many regulatory systems function 

17 Samwald and others, Code of Practice for General-Purpose AI Models: Safety and Security 
Chapter, p. 22 (Measure 7.6). 
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with similar features (e.g., financial reporting has to grapple with what constitutes a 
"material" change in circumstances).  

There is something awkward about adopting a principle-based approach to model 
updates while retaining a rule-based approach to lifecycle stages. The rule-based 
approach is premised on the idea that regulators can specify in advance which moments 
in the lifecycle are most important for safety reporting. But a materiality criterion hands 
a crucial decision—whether you are even dealing with a new model that triggers 
reporting—back to developer judgement. If developer judgement is to be trusted on this 
question, it is unclear why it should not also be trusted on which lifecycle stages warrant 
safety work in the first place. While it’s possible to have an hybrid reporting trigger that 
sits between rule/principle-based extremes, some forms of hybridity make sense while 
others are simply incoherent.  

4.7. Assessment of Lifecycle Triggers 
Lifecycle triggers are best understood as a predominantly rule-based approach to 

accountability. They are rule-based in the sense that developers must follow rules about 
the specific points in the product lifecycle that are deemed most important for safety 
reporting. The accountability they create is therefore accountability for doing safety 
evaluations at these particular points. This makes it critically important that the right 
points have been chosen. If safety effort is a somewhat scarce resource (as seems very 
likely), incentivising testing at specified points means disincentivising testing at 
non-specified points. There is a danger of turning safety work into a box-ticking 
exercise in which developers cease to exercise initiative. 

Choosing the right points (in advance, for all developers) does seem likely to be 
very difficult. As the above discussion has illustrated, specifying thresholds clearly is 
challenging for significant training stages, internal deployments, and model updates 
alike. Ultimately, somebody has to decide when safety testing happens and what to do 
based on the results. Developers themselves are probably in the best epistemic position 
to make these judgements, and it will be easier for a regulator to assess the quality of a 
developer's judgement and reasoning in making such decisions than for the regulator to 
make the judgements themselves. This problem tells strongly against a rule-based 
approach and accordingly against lifecycle-based triggers. However, the full argument 
has to be comparative: we need to consider whether there is a better alternative. I will 
therefore return to this point after discussing periodic triggers in the next section. 

Are lifecycle triggers more or less burdensome than alternatives? In one sense, a 
rule-based specification of the triggers is less burdensome because developers are not 
required to do the thinking about when to report themselves. However, inflexibility has 
its own costs: developers cannot identify ways to make the reporting process more 
efficient if the requirements are too rigid. 
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Lifecycle triggers do seem well-suited to the objective of urgent visibility: they ask 
developers to report as soon as something significant happens. However, the same 
issues apply here as with accountability: one has to be confident that the right points in 
the lifecycle have been specified, otherwise one will only get a false sense of visibility. 

If a lifecycle approach is to be pursued, which triggers are most important? 
Reporting at significant training stages makes sense because it responds most directly 
to the threat models we are concerned about. However, specifying significant stages in 
advance is highly challenging. To mitigate this, a principle-based approach to 
identifying significant stages seems most promising. But if one is going to take a 
principle-based approach to identifying significant training stages, it is unclear what the 
reference to the lifecycle is really doing—why not take a more thoroughgoing 
principle-based approach altogether (as I will discuss in the next section)? 

Consequently, if one wants lifecycle-based triggers, they might as well be applied 
where a rule-based approach makes more sense because there is at least some clarity 
about the threshold: deployment. For sabotage threats specifically, internal deployment 
is particularly important, since this is where most of the sabotage threat models kick in 
(as discussed above). Focusing on internal deployment would still account for most 
sabotage risks. The pre-internal-deployment remainder could be addressed through 
security standards verifying that models in training do not have opportunities for 
escape or rogue deployment (these security standards could be reported separately on a 
periodic schedule). This represents the strongest version of a lifecycle approach. 

5. Periodic triggers 
The alternative to triggering reports on product lifecycle stages is to trigger reports by a 
regular calendar schedule. As I will argue, this can produce a more principle-based form 
of accountability, though it depends on the specific form periodic reporting takes. I 
distinguish three forms below: development reports, snapshot reports, and post-market 
reports. I then discuss the concept of safety buffers as a way of dealing with the visibility 
delays entailed by periodic  intervals. 

5.1. Development reports 
In development reports, developers report at regular intervals (e.g. quarterly) on their 
safety practices throughout the preceding period. The evals happened throughout the 
quarter at moments the developer judged appropriate; the report is retrospective and 
justificatory. As with the other form of periodic reporting, the reporting intervals would 
be defined by a reporting deadline and a (somewhat earlier) evidence cut-off, to give 
developers time to prepare the report. 
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Development reports are naturally entity-based rather than model-based: the 
focus is on the developer's safety practices across their whole operation, rather than on a 
particular model.18  

Development reports create principle-based accountability because the developer 
is incentivised to proceed safely throughout the period by knowing they will have to 
justify their practices later. This is the most principle-based option of all, giving 
developers maximum flexibility to figure out for themselves what kind of safety work is 
most useful and when to do it. For this approach to make sense, reports have to take the 
form of safety cases rather than standardised eval results: the developer makes an 
argument that their practices were adequate for the risks posed, drawing on whatever 
evidence they judge most relevant, and is held accountable for the quality of that 
judgement. 

Development reports minimise burdens in the sense that they do not require 
companies to do safety work in ways they think are inefficient. They also share in a 
strong form the advantage of follow-on lifecycle reports (see Section 4.1): because they 
are not required immediately, they minimise the burden of documentation (insofar as it 
is distinct from safety itself). The predictability of reporting at a regular timescale may 
help further here. 

Development reports are good for systemic visibility, and in particular for 
visibility into actual safety practices rather than just final model properties. However, 
they are not well-suited to urgent visibility, since there is inevitably a lag between when 
risks arise and when they are reported; I discuss this further below in the context of 
safety buffers. 

How frequent should reports be? Minimising burdens on developers favours 
longer intervals between reports. On the other hand, urgent visibility clearly favours 
shorter intervals. However, securing urgent visibility just by making the reporting 
interval shorter and shorter does not seem very feasible; safety buffers (discussed below) 
are an alternative approach. Optimal reporting intervals from the perspective of 
accountability are harder to assess. Naively, one might expect that incentives for safety 
operate just as well whether they come into force sooner or later. Realistically, it seems 
clear that making reporting intervals too long would weaken the incentives reporting 
provides. 

5.2. Snapshot reports 
In snapshot reports, developers run evaluations on their strongest model at reporting 
time and report the results. Unlike development reports, which look back at safety work 
done throughout the period, snapshot reports capture a portrait of model properties at a 
particular moment. 

18 Ball and Ramakrishnan, Entity-Based Regulation in Frontier AI Governance. 
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Snapshot reports should probably be restricted to models that are at least 
internally deployed. Otherwise, there will be difficult definitional questions about 
whether a half-finished new model is "stronger" than an older deployed model. There 
should also be an exemption for cases where a developer can show they have not 
meaningfully altered their strongest model since the last report. 

Snapshot reports are more rule-based than development reports, but in a 
different sense from lifecycle triggers. Rather than specifying which lifecycle stages 
matter, they specify calendar moments at which evaluation must happen. This means 
the reporting requirements are guiding when the company actually does safety 
evaluations. 

A further choice concerns the evaluation suite itself. This could be specified by the 
regulator (more rule-based), or the developer could choose which evals to run (more 
principle-based). Regulator-specified evals enable direct comparability across 
developers; developer-chosen evals allow more flexibility and responsiveness to 
particular threat models. If the snapshot is of an externally deployed model, it would 
seem good for the report to include real post-market data in addition to evals. 

Snapshot reports are burdensome in the sense that they require developers to do 
evaluation work at specified times, which may not align with what developers would 
otherwise have done or when such work would be most useful. The real danger is not 
just that developers have to conduct extra unnecessary testing, but that safety effort will 
be misdirected away from doing evals when they would actually be more informative. 

There is a distinctive kind of systemic visibility offered by snapshot reports 
insofar as they allow for direct comparability between developers at a point in time, 
especially if the eval suite is specified by the regulator. Like development reports, they 
are not well-suited to urgent visibility due to the time lag inherent in periodic reporting. 

Snapshot reports create a backward-looking, principle-based form of 
accountability: the developer has an incentive to do things that would avoid an 
embarrassing snapshot, but it is up to them to figure out what those things would be. 
However, snapshot reports face a specific limitation regarding safety work that is highly 
lifecycle-specific. For example, before using a model for safety R&D or automated 
monitoring, one needs assurance that the model is aligned at that point: otherwise 
subsequent evidence for safety might itself be corrupted. A snapshot taken later cannot 
provide this assurance retrospectively. 

Snapshot reports (with an eval suite set by the regulator) might seem to provide 
an independent check on developer safety work, catching things the developer might 
otherwise miss. However, insofar as developers know the evals in advance, they will be 
incentivised to ensure their models perform well on them. Genuinely independent 
testing requires unpredictability, which is better provided by external auditing with 
undisclosed evaluation methods. 
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5.3. Post-market reports 
As a final variation, post-market reports provide information on a model's safety 

based on data gathered from its external deployment, rather than relying solely on 
artificial evaluations. Instead of being triggered directly by the calendar, post-market 
reports are triggered some period after a model's external deployment—whether a fixed 
time (e.g. 90 days) or a usage threshold (e.g. one trillion output tokens). 

Post-market reports are therefore a hybrid: they depend on a lifecycle trigger 
(external deployment) but also incorporate a periodic element (the interval after 
deployment). The advantages and disadvantages of post-market reports are largely the 
same as those of snapshot reports, with a few differences. One disadvantage is that 
post-market reports inherit from the external deployment lifecycle trigger the problem 
of defining what counts as a model update, as discussed above (Section 4.6). 

The main difference, however, is in terms of visibility. Post-market reports are 
maximally informative for systemic visibility because they provide real deployment data 
rather than just artificial evals. This becomes increasingly important if evaluation 
awareness makes artificial evaluations less reliable. However, post-market reports are by 
design even further behind the curve of actual development than other periodic 
approaches, and so are worse for urgent visibility. 

5.4. Safety Buffers 
It is clear from the above discussion that periodic triggers inherently struggle 

with urgent visibility because there will always be a time lag between a danger and its 
reporting. This lag could be as much as the reporting interval (e.g. three months), and 
will on average be half the reporting interval (e.g. six weeks).  This subsection discusses 
the idea of a safety buffer as a response to this problem, which features prominently in 
Ryan Greenblatt’s case for a periodic trigger rather than an external deployment 
trigger.19 

We can have the equivalent of urgent visibility with periodic reporting by having a 
safety buffer: assurance that catastrophes will not occur in the space of that time lag (or 
longer). Put another way, the safety buffer provides assurance that visibility will not be 
urgently necessary (where “urgent” means a cadence shorter than the reporting 
interval). The underlying assumption is that hitting the buffer will trigger government 
intervention, either creating a more intensive regulatory regime or pausing further 
development entirely. At that point, the objective of reporting would transition from 
urgent visibility to accountability.  

A safety buffer could take two different forms: a capability buffer and a control 
buffer. 

19 Greenblatt, ‘Attaching Requirements to Model Releases Has Serious Downsides (Relative 
to a Different Deadline for These Requirements)’. 
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5.4.1. Capability Buffer 
A capability safety buffer can be created by setting a regulatory threshold for 

“danger” that is relevantly lower than what you expect the true threshold for danger to 
be. Specifically, the threshold should be set such that you would expect danger to 
materialise if a developer continued on the current development trajectory for the buffer 
period. The buffer must be at least as long as the reporting interval, and could be longer. 
In other words, we identify the capabilities that would make a model truly dangerous, 
then try to predict what capabilities would look like x weeks prior to this point, and set 
the threshold there.  

This type of safety buffer is based on predictions of capability improvements. 
Based on past experience, making these kinds of predictions accurately seems very 
difficult. 

The focus here is on capability rather than alignment because alignment seems 
harder to predict. Even if the speed of capability improvement is hard to predict, it at 
least goes in the same direction. By contrast, alignment could just as well go in the 
opposite direction, either as a byproduct of capability improvements or just because a 
developer chooses to put less effort into it than they did for previous models. A capability 
buffer has to be designed on the basis of some assumptions about alignment: either 
holding alignment fixed, or assuming misalignment. Holding alignment fixed 
(assuming future models will be aligned to the same extent as current models) seems 
risky for the reasons just noted, and seems conceptually tricky insofar as “alignment” is 
really just a bundle of only partially-correlated underlying concepts. Assuming 
misalignment seems much more reliable, although this is likely to be far more cautious 
than is really necessary given that models probably will be aligned to some degree. 

Insofar as we do not expect AI development to cease once dangerous capabilities 
are reached, a capability buffer can only be a transitional arrangement. Once the buffer is 
hit, it would have to be succeeded by a different regulatory setup which was designed to 
handle the fact that subsequent safety hopes would be entirely dependent on alignment 
and control rather than capability limitations. 

5.4.2. Control Buffer 
The alternative way of creating a buffer is to have a redundantly strong 

control/monitoring setup for detecting and cancelling misaligned actions before they 
cause catastrophe. This also requires projecting the trajectory of capabilities 
improvements and making assumptions about alignment. Here, however, the goal is to 
have a control setup that would be robust to future capability improvements. The size of 
the buffer is the period of time for which we have that confidence. 

Relying on such a buffer requires separating reporting for model safety 
(capabilities and alignment) from reporting for control/monitoring. The control setup 
needs to be separately reported such as to create sufficient assurance that the buffer 
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would actually work for predicted more capable models (and these predictions also 
should be justified). Note that this control reporting would need to be oriented to 
accountability rather than urgent visibility: the goal would be to actually incentivise the 
developer to create a control setup sufficient to create a buffer, rather than just providing 
a regulator with information about it. 

However, separating reporting on control and model safety in this way seems 
challenging. Models are increasingly displaying “eval awareness”: an ability to discern 
when they are being tested. While this can be countered to some extent by making evals 
more realistic, in the long run it seems likely we will be forced to rely on real data from 
deployment to learn about models’ capability and especially alignment properties. In 
other words, our information about model properties will itself be derived from the 
control systems that monitor models’ output. This means that failures of alignment are 
likely to be correlated with failures of the control system, such that we cannot expect a 
control system to provide an independent buffer against misalignment risk. 

 
The conclusion I draw from this discussion of safety buffers is that it seems very 

challenging to design reporting requirements to ensure urgent visibility (or to put it 
another way, to ensure urgent visibility is unnecessary) in periodic reporting through a 
deliberate safety buffer. However, rather than showing a problem with periodic 
reporting, I think this shows the limitations of relying purely on formal reporting of any 
kind. Consider reporting in the financial sector, where a bank may find itself in serious 
trouble between quarterly reports. Safety buffers are involved in the sense of requiring a 
degree of redundancy in capital ratios, but the primary remedy is to have a supervisory 
body that remains in ongoing contact with the regulated entity..20 Alongside formal 
reports at longer timescales, bank officials have regular informal meetings with 
supervisory staff, and at times of stress might be required to communicate key numbers 
such as the liquidity coverage ratio daily or weekly. If we reach a point at which 
catastrophes could materialise in the space of weeks, it seems hard to imagine how 
frontier AI risks could be governed in the absence of a similar supervisory system.  

6. Conclusions 
I conclude by recapitulating this article’s theses and making its recommendations 

more explicit. 

6.1. Prioritising objectives 
As I argued in Section 3, the relative importance of different objectives depends 

on where we are in the trajectory of AI development. While capabilities limitations mean 

20 Wills, ‘Regulatory Supervision of Frontier AI Developers’. 
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that sabotage risks are negligible, the primary objectives of reporting should be systemic 
visibility and practice. The constraint of minimising burdens looms large. Later, as we 
approach the vicinity of genuinely dangerous capabilities, accountability should become 
the primary objective, and higher burdens become justified by the stakes. 

This framework offers a way of reconciling two perspectives that often talk past 
each other in debates about AI governance. Those who think current AI safety efforts are 
overdramatic and burdensome can acknowledge that more intensive requirements will 
be appropriate later. Those who think current efforts are far too weak can acknowledge 
that current requirements should be designed primarily to build toward what will be 
needed, rather than to address risks that do not yet exist. The disagreement on current 
policy may remain, but the framework at least provides common ground for making 
sense of both perspectives. 

6.2. Which objectives favour which triggers? 

6.2.1. Accountability 
The choice of trigger is less important for accountability than it might first 

appear. What matters is that companies actually care whether their reports reflect badly 
on them—whether because of the threat of regulatory punishment, reputational damage, 
or internal standards. Given this, any trigger can create accountability. 

The more important question is whether to pursue a rule-based or 
principle-based approach. As I argued in Section 4, rule-based approaches face serious 
difficulties: defining thresholds robustly is hard, and getting them wrong misdirects 
safety effort. Developers are probably better positioned than regulators to judge when 
safety work is most needed. This points toward principle-based accountability, which is 
best achieved through development reports. Developers exercise judgement about what 
safety work to do and when, then justify those decisions retrospectively. Of course, 
rule-based and principle-based approaches exist on a continuum, and some regulatory 
guidance on the content of reports is likely appropriate. But the identification of when 
safety work is needed is best left to developers. This approach also sidesteps the thorny 
definitional issues around deployment thresholds and model updates that plague 
lifecycle-based triggers. 

6.2.2. Urgent visibility 
If urgent visibility is the goal, the order of preference is clear: lifecycle triggers 

with immediate disclosure are best, followed by periodic reporting with shorter 
intervals, with post-market reports and long-interval periodic reporting least suited. A 
higher information rate is straightforwardly better for urgent visibility. 

There is also an affinity between urgent visibility and rule-based approaches. If 
you prioritise urgent visibility, you probably do not fully trust companies to self-correct, 
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otherwise you would prioritise accountability instead. The demand for urgent visibility 
implies that external intervention may be necessary, which in turn implies wanting 
clear, verifiable triggers that do not depend on developer judgement. Alternatively, a 
more principle-based approach to urgent visibility would require a flexible regulatory 
supervisor capable of responding to information as it arrives, rather than relying on 
pre-specified reporting moments. 

6.2.3. Systemic visibility 
Systemic visibility is best served by approaches that are informative about the 

state of the art without being unduly distorting or costly. Development reports provide 
good visibility into actual safety practices, while post-market reports provide visibility 
into real-world model behaviour.  

6.2.4. Practice 
The objective of practice favours whatever approach will be required later, but at 

lower intensity to minimise current burdens. If the argument above is correct—that we 
are ultimately headed toward principle-based accountability—then development reports 
are the right thing to practice now. Conveniently, this is also the least burdensome 
option, since it does not require companies to do safety work at times or in ways they 
judge inefficient. 

6.3. Recommendations 
For now, the primary form of safety reporting should be periodic development 

reports. Developers should report at regular intervals (e.g. quarterly) on their safety 
practices, making a case that their approach was adequate for the risks posed. This 
provides systemic visibility into safety practices, serves as practice for the 
accountability-focused reporting that will be needed later, and minimises burdens by 
giving developers flexibility over when and how to conduct safety work. The current 
norm of reporting primarily at external deployment should be de-emphasised: it misses 
risks arising during training and internal deployment, creates strong incentives to rush, 
and provides less insight into actual safety practices than development reports would. 

As capabilities advance and risks increase, development reports should remain 
the foundation, but a wider and more burdensome suite of reporting is also justified. 
Internal deployment reports (perhaps in a relatively lightweight form) would provide 
more urgent visibility into the stages where sabotage risks are most acute. Post-market 
reports and topic-specific deep dives would enhance systemic visibility.  

However, formal reporting requirements are only one part of the governance 
puzzle. External auditing provides the genuinely independent testing that self-reporting 
cannot. And if we reach a point where catastrophic risks could materialise on timescales 
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shorter than practical reporting intervals, it is hard to see how frontier AI could be 
governed without the kind of ongoing supervisory relationships found in sectors like 
banking, where formal periodic reports are supplemented by regular informal contact 
and investigative powers. 

For now, though, the priority should be building toward this future rather than 
pretending we are already in it. Development reports would create better visibility and 
better foundations for the regulatory relationships that will ultimately be necessary. 
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