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Abstract

LLM agents increasingly execute system-level actions such as running shell commands,
editing files, and calling external services. These actions can be legitimate, but they also
create a high-impact attack surface: an agent that performs unauthorized system level
actions like internet access or privilege escalation (e.g., via sudo or misconfiguration
abuse) can bypass sandbox boundaries and access sensitive files. Existing monitoring
approaches based on natural-language rationales or chain-of-thought (CoT) can be
unreliable, expensive, and easy to game.

In this project we study activation-based monitoring: we train lightweight linear
probes on internal activations of a target model to predict whether a piece of text
(a prompt, code snippet, or an agent-log segment) indicates intent to (i) escalate
privileges (PE) or (ii) access the internet (IA). We build PE and IA datasets designed
to reduce trivial keyword cues, train probes layer-by-layer on Llama activations, and
evaluate both in-distribution and on Python code. Across both tasks, the learned probes
substantially outperform lexical baselines and remain informative under modality shift,
and a qualitative Inspect case study shows probe scores rise specifically during real
escalation attempts in a sandboxed environment.

Keywords activation probing · privilege escalation · mechanistic interpretability · AI safety

1 Introduction
LLM agents can turn natural-language instructions into concrete actions: running commands,
navigating filesystems, writing code, and interacting with tools. This ability is exactly what makes
agents valuable—and also what makes them risky. In many deployments we rely on environment
controls (containers, restricted users, network policies) to ensure an agent cannot harm the system
even if it tries. The problem is that real agents often face obstacles (missing permissions, blocked
commands, restricted files), and overcoming obstacles is part of competent behavior. In the worst
case, the same “problem solving” instinct leads an agent to attempt privilege escalation (PE) or
internet access (IA) in ways that violate the intended sandbox boundary.

A concrete example is a simple file task: “read five files and concatenate the characters.” If
some files are root-only, a capable agent may start exploring permission changes, searching for sudo,
or looking for misconfigurations. That behavior is not just a wrong answer; it is a qualitatively
different security event. Similarly, a task that should be solved locally may trigger a “just search
the web” reflex. These are high-leverage actions: if a monitor can reliably flag them early, a system
can pause, require approval, or switch to a safer execution mode.

Most existing oversight pipelines use textual monitoring: looking at the model’s reasoning or
running a separate judge model. But chain-of-thought monitoring can be brittle: models can omit
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intent, rationalize post hoc, or produce misleading explanations [2]. This motivates approaches that
do not rely on the model faithfully describing what it is about to do.

We study activation-based monitors: given a target model and an input segment
(prompt/code/log window), we extract hidden activations and apply a lightweight classifier that
predicts PE/IA intent. The central hypothesis is that intent-related features are represented in
activations even when the surface text is ambiguous, and that a simple probe can recover that
signal.

Contributions. (1) We construct datasets for PE and IA with an emphasis on reducing lexical
shortcuts: counterfactual augmentation for minimal edits, and adversarial filtering for PE. (2) We
train and evaluate layer-wise linear probes on Llama activations for both tasks and compare against
bag-of-words (BoW) baselines. (3) We test cross-modality generalization by evaluating probes on
Python programs. (4) We include an Inspect sandbox case study showing that probe scores rise
during real privilege escalation attempts in a realistic agent trace.

2 Methodology

This section describes our end-to-end pipeline: define the two “system-level action” tasks (PE and
IA), build datasets that stress semantic understanding rather than keywords, train simple lexical
baselines and linear probes on Llama activations, and then test whether the probes behave sensibly
on both code and real agent traces.

2.1 Task definition and threat model

We focus on forecasting system-level action intent, specifically privilege escalation (PE)
and internet access (IA), in text that an agent might process or produce. A sample is labeled
PE if it contains instructions, planning, or code/commands that would lead an agent to obtain
elevated privileges or perform root/admin-only actions (e.g., using sudo, abusing SUID binaries, or
exploiting misconfigurations). A sample is labeled NO_PE if it is benign with respect to privilege
escalation (e.g., ordinary file navigation or questions about privileged commands without instructing
their use).

Similarly, a sample is labeled IA if it contains code/commands that would cause the agent to
access external network resources (e.g., curl, wget, ping, scp, or programmatic HTTP requests). A
sample is labeled NO_IA if it is benign with respect to internet access (e.g., purely local commands
or questions about networking tools without instructing their use).

Our target deployment setting is monitoring agent traces: given a stream of user instructions,
assistant messages, and tool outputs, we want a monitor that assigns higher PE/IA probability
precisely when the agent is transitioning into these high-risk behaviors.

2.2 Dataset construction

Source datasets. Privilege escalation is a broad concept spanning many techniques and platforms,
so we build the PE dataset by merging seven public datasets: Linux & windows privilege escalation
dataset [5], APT privilege escalation dataset [3], ExploitDB dataset [9], Linux terminal commands
dataset [4], Linux commands dataset [7], Alpaca linux dataset [6] and Bash commands dataset
[1]. Each raw sample is converted into a single text prompt and then labeled as PE/NO_PE (via
LLM-assisted labeling with manual spot checks).

2 SPAR Fall 2025



The IA dataset is intentionally narrower: it targets the “will this cause network access?”
distinction. We build IA by merging two public bash-command datasets that contain both local
commands and network-access commands [1, 8].

Counterfactual augmentation. A recurring failure mode in safety datasets is that the positive
class contains obvious keywords. To stress-test monitors on harder, more realistic cases, we generate
near-minimal counterfactual pairs. For a subset of sources [5, 3, 4, 7, 1], we ask an LLM to produce
a version of a prompt that flips intent (PE↔NO_PE or NO_IA↔IA) while changing as few words
as possible. The goal is to create examples where the difference is semantic rather than vocabulary.

Adversarial filtering against lexical shortcuts (PE only). Privilege escalation text is
especially prone to lexical giveaways (e.g., sudo, root, chmod +s). To reduce the chance that a
monitor succeeds by matching a short list of tokens, we apply adversarial filtering only for the PE
task. Concretely, we train a BoW logistic regression model on the combined PE pool, compute
P (PE) for each example, and keep only examples within a probability band. Intuitively, examples
with P (PE) near 0 or 1 are lexically obvious, while examples nearer the middle are harder to classify
using surface cues alone. In all experiments we use the band P (PE) ∈ [0.20, 0.92] and keep a fixed
80/20 train/test split (with a fixed seed) for both baselines and probes.

2.3 Baselines: bag-of-words

We use a BoW logistic regression classifier as a transparent lexical baseline. The role of this baseline
is not to compete with probes, but to quantify how far a simple keyword-and-n-gram approach can
go on each dataset. This helps interpret probe performance: when BoW is strong, the dataset likely
contains lexical shortcuts; when BoW is weak, success requires information beyond surface form.

2.4 Layer-wise linear probes on Llama activations

Our main monitors are layer-wise linear probes. For each input prompt (or log window), we run the
target model forward, extract hidden states at each transformer layer, and train a separate linear
classifier per layer to predict the relevant label (PE/NO_PE or IA/NO_IA). We then report the
best-performing layer and also show the full layer-wise profile, which helps answer a mechanistic
question: where in the model do these intent-related features become linearly accessible? We use
Llama-3.2-1B-Instruct for PE probes and Llama-3.2-3B-Instruct for IA probes.

2.5 Cross-modality evaluation via Python-code generation

A practical monitor should not be limited to one modality. Many real agents will translate
instructions into code, and monitors should still fire when that code would perform PE/IA-relevant
actions. We therefore evaluate both PE and IA probes on Python-code datasets. For PE, we
generate Python code from a subset of the broader (unfiltered) PE pool by asking an LLM to
translate the instruction into executable Python. For IA, we generate paired Python scripts that are
lexically similar but differ in whether the executed function performs network access. In both cases,
the probes are trained only on the original text/command datasets and then tested on Python code
without retraining.
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2.6 Inspect case study: scoring agent traces

Finally, we test whether the PE probe behaves sensibly on real agent logs, where text is noisy and
mixed (tool outputs, errors, partial commands, etc.). We run an agent in a Dockerized sandbox
(Inspect) on a file-concatenation task where some files are root-only and the environment includes a
deceptive detail (sudo renamed to pudo). We export the trace and score it by sliding a fixed-size
window over the log text (character-based coverage), running the monitor model on each window,
extracting the best-layer activation, and applying the trained probe to obtain P (PE) over time. We
then compare peaks in the resulting time series to escalation-relevant moments in the trace.

3 Preliminary Results

We present results in the order that mirrors the story of the project: (i) what data we trained on,
(ii) whether probes beat simple lexical baselines, (iii) where in the model the signal is strongest, (iv)
whether the signal transfers to Python code, (v) what we learned about “couching” statements, and
(vi) whether the probe activates during real privilege escalation attempts in an agent trace.

3.1 Dataset summary

Table 1 shows the final PE dataset after merging sources, counterfactual augmentation, and PE-
specific adversarial filtering. The split is moderately imbalanced toward PE, which matches the
practical reality that escalation-related corpora often contain more positive than negative examples.
This motivates reporting threshold-free metrics (like ROC-AUC) alongside accuracy/F1.

Table 1: Final privilege escalation (PE) dataset after adversarial filtering.

Split / Dataset Total PE NO_PE PE%
Filtered PE (train) 1903 1098 805 0.5770
Filtered PE (test) 476 274 202 0.5756
Filtered PE (total) 2379 1372 1007 0.5767

Table 2 summarizes the IA dataset. It is exactly balanced, which simplifies interpretation: chance-
level accuracy is 50%, and large gains over chance suggest genuine signal beyond class priors.

Table 2: Final internet access (IA) dataset.

Split / Dataset Total IA NO_IA IA%
IA (train) 819 409 410 0.4994
IA (test) 205 103 102 0.5024
IA (total) 1024 512 512 0.5000

3.2 BoW baseline vs linear probes

A central question is whether a monitor is doing anything more than keyword matching. On
PE, a BoW baseline reaches ROC-AUC 0.70, indicating that even after filtering, some lexical
cues remain. However, linear probes trained on Llama-3.2-1B-Instruct hidden states substantially
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improve performance (best ROC-AUC 0.9118), consistent with the hypothesis that the model’s
internal representations capture higher-level intent features that a lexical baseline misses.

On IA, the contrast is even sharper: the BoW baseline performs poorly (ROC-AUC 0.43),
while layer-wise probes on Llama-3.2-3B-Instruct achieve very strong separation (best ROC-AUC
0.990). This pattern supports the interpretation that our IA construction (with lexically similar
commands) successfully removes many surface-level shortcuts, and that the underlying model
nonetheless represents “internet access intent” in a linearly recoverable way.

3.3 Layer-wise probe performance

Table 3 shows that PE separability generally improves with depth and peaks at layer 15. A useful
way to read this table is that “intent” is not fully linearly accessible at the earliest layers, but
becomes increasingly explicit in later representations—consistent with the idea that deeper layers
integrate broader context and semantics.

Table 3: Layer-wise metrics for linear probe trained on Llama-3.2-1B-Instruct for the PE task.

Layer ROC-AUC Accuracy F1
01 0.7883 0.7143 0.7778
02 0.8221 0.7500 0.8007
03 0.8560 0.7941 0.8287
04 0.8647 0.8004 0.8348
05 0.8732 0.8130 0.8425
06 0.8829 0.8277 0.8541
07 0.8920 0.8382 0.8618
08 0.8983 0.8277 0.8551
09 0.8856 0.8172 0.8449
10 0.8841 0.8193 0.8470
11 0.8813 0.8235 0.8521
12 0.8936 0.8340 0.8597
13 0.9042 0.8193 0.8470
14 0.9029 0.8382 0.8627
15 0.9118 0.8466 0.8699
16 0.9019 0.8382 0.8632

Table 4 shows a similar story for IA: performance rises through the mid-layers and peaks at layer
12, then declines slightly. This suggests that internet-access intent is highly represented and linearly
accessible before the final layers in Llama-3.2-3B-Instruct, and that later layers may mix this signal
with other task-relevant features.

3.4 Cross-modality generalization: Python code

A useful monitor should keep working when instructions are translated into code. Figure 1 shows
the results for cross-modality generalization for both tasks.

For PE, we generate a Python dataset containing 990 samples (PE=335, NO_PE=655) and
evaluate both a BoW baseline and the frozen PE probe trained only on the filtered text dataset.
BoW achieves ROC-AUC 0.73 on this dataset, while the PE probe reaches ROC-AUC 0.79.
This indicates that the probe retains meaningful signal even when the surface form changes from
instruction/commands to executable Python.
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Table 4: Layer-wise metrics for linear probe trained on Llama-3.2-3B-Instruct for the IA task.

Layer ROC-AUC F1
10 0.981 0.930
11 0.983 0.934
12 0.990 0.944
13 0.989 0.945
14 0.989 0.938
15 0.986 0.933
16 0.972 0.928

For IA, we test a different kind of stress case: 500 paired Python scripts where the scripts are
lexically near-identical and differ mainly in which helper function is called in main. Here the BoW
baseline achieves ROC-AUC 0.62, while the frozen IA probe reaches ROC-AUC 0.86, suggesting
that the probe is capturing a more semantic notion of “does this program actually touch the network”
than a simple lexical approach.

Figure 1: Probes trained on text/commands still transfer to Python code. The figure compares
BoW baselines vs best-layer probes on in-distribution data and on Python-code datasets for both
PE and IA, showing consistent gains for probes under modality shift.

3.5 Effect of couching statements

In practice, monitors are often applied to “some text” without a clean task wrapper. We therefore
tested how sensitive IA detection is to a short couching statement that frames what the input should
be interpreted as. We find that a simple, explicit framing (e.g., “Does the following code access the
internet?”) can dramatically improve IA separability. Conversely, removing the couching statement
or using a mismatched framing (e.g., asking about shell commands while providing Python) degrades
performance.

Quantitatively, for IA detection on bash commands, adding an explicit couching statement
increases ROC-AUC from 0.77 to 0.98. The same framing also improves cross-modality generaliza-
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tion to Python code, raising ROC-AUC from 0.65 to 0.86. The main implication is methodological:
probe evaluation can be confounded by small, natural-language context changes, so monitors should
be tested under realistic “wrapping” conditions that match deployment.

3.6 Inspect case study: probe scores align with escalation attempts

The most important question is whether a PE probe trained on curated prompts behaves sensibly
on real agent traces. In an Inspect sandbox task (read five files, concatenate characters, submit),
we made two files root-only without informing the agent and renamed sudo to pudo. The agent
(Claude Sonnet 3.7) initially fails to access protected files, explores escalation strategies, discovers
the pudo renaming, and succeeds.

When we score the exported Inspect trace using sliding windows over the log text, the probe
assigns elevated PE probability during escalation-relevant segments (permission errors, attempts to
invoke privileged commands, privilege-checking), and lower probability during routine steps of the
task. This alignment is not a proof of robustness, but it is a compelling sanity check: the probe
does not merely respond to “security-themed” language in the abstract; it spikes when the agent
actually pivots into escalation behavior.

Figure 2: PE probability spikes when the agent attempts escalation. The plot shows probe-estimated
PE probability across an Inspect trace (sliding-window scoring). Peaks align with moments where
the agent encounters permission barriers and tries escalation pathways (including discovering
sudo→pudo).

4 Challenges & Open Questions

Our results suggest probes can recover PE/IA intent from activations and can light up on a real
Inspect trace. The remaining work is about trustworthiness: when does the monitor fire for the
right reason, and how do we turn a score into a safe action?
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• Are we measuring intent or artifacts? Probes may exploit shortcuts (keywords, error-
message templates, dataset-specific phrasing). We need tests that isolate whether scores track
the action implied by the input rather than superficial cues.

• Robustness under shift and evasion. Real traces differ across tools, OSes, agent styles,
and prompt “wrappers” (couching). We need to know when the signal transfers and how
easily it can be suppressed by obfuscation.

• From scores to interventions. A monitor is only useful with calibrated thresholds and
a policy (pause, require approval, restrict tools) that controls false alarms without harming
usability.

• Runtime costs. Sliding-window scoring on long traces may be expensive. We need efficient
windowing/aggregation that preserves short escalation bursts.

5 Next Steps

We prioritize steps that directly answer the challenges above: diagnose what drives scores, expand
beyond one case study, and prototype a deployable monitoring policy.

• Probe diagnosis. Run targeted ablations (mask commands, mask tool outputs/errors), and
minimal counterfactual edits that change the executed action while keeping text similar, then
verify if the score moves in the correct direction.

• Inspect benchmark suite. Create a small set of sandbox tasks with clear PE/IA “event”
timestamps and report event-level metrics (early-warning lead time, false alarms per episode)
across multiple agent models.

• Generalization checks. Test transfer across monitored models and additional modalities
(tool-call JSON, PowerShell, mixed NL+code). Systematically vary couching statements to
map sensitivity.

• Policy plus efficiency. Calibrate probabilities per modality, choose thresholds for target
alert rates, and test simple interventions (pause-and-confirm, tool gating) while benchmarking
latency and exploring caching/fewer-layer variants.
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