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Abstract 
 
As artificial superintelligence (ASI) becomes more technically viable, the risk of an 
arms race between the United States and China grows. This paper proposes a 
phased, enforceable treaty designed to reduce that risk by using mutual 
vulnerability to align incentives. Drawing on lessons from nuclear arms control, 
the treaty includes verifiable limits on compute and model training, 
telemetry-based inspections, and bilateral emergency protocols. Unlike 
frameworks based on voluntary norms, this model integrates oversight into 
national security infrastructure, making coordination possible even without trust. 
It addresses near-term safety risks and long-term shifts in global power, offering a 
strategy that reflects current geopolitical conditions. The treaty is built to function 
under rivalry, not consensus, and includes mechanisms for adaptability in the face 
of political change or external disruption. While focused on the U.S. and China, the 
structure could support future multilateral expansion as other actors approach ASI 
capabilities. 
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1.​ Executive Summary  

Artificial superintelligence (ASI) could reshape global power in ways that current 
policy frameworks are not ready to handle. If the United States and China develop 
it in isolation, both face the risk of entering a rapid and unstable race. This kind of 
competition increases the chance of mistakes, rushed deployment, and systems 
that may become uncontrollable. 

ASI is likely to be built by a small number of labs with access to rare computing 
resources. These labs will need large amounts of energy, advanced chips, and 
powerful cloud systems. That kind of activity leaves behind signals that 
governments can monitor. This gives policymakers a chance to act early, before 
these systems become too complex to oversee. 

This paper proposes a treaty between the U.S. and China to reduce the risks tied to 
ASI development. The treaty would begin with small steps, such as improving 
transparency and opening communication channels during emergencies. Over 
time, it would expand to include inspections, shared safety procedures, and clear 
limits on certain kinds of training activity. The agreement would rely on tools like 
chip tracking, cloud usage reports, and audit rights for large training runs. A 
neutral commission would oversee the process and help resolve disputes. 

The treaty is designed for conditions where trust is low. It focuses on practical steps 
that both countries could agree to, based on their shared interest in avoiding 
disaster. Historical arms control efforts have worked under similar circumstances, 
where each side agreed to limits because the alternative was too risky. 

To make the treaty stable over time, it would include recurring safety meetings, 
crisis simulations, and review mechanisms. These steps would help keep the 
agreement in place during leadership changes or periods of tension. 

The pace of AI development is fast, and political systems are moving more slowly. 
If no agreement is in place before ASI becomes viable, it may be too late to put 
rules around it. Voluntary pledges and general principles are unlikely to stop the 
pressures that come with a high-stakes race. A treaty with clear stages and 
enforcement tools offers one of the few realistic ways to reduce those risks. 

This proposal does not seek to end competition. It aims to make sure that 
competition stays within limits that both countries can live with. 
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2.​ Introduction 

ASI refers to AI systems that can outperform humans across a wide range of 
cognitive tasks, including reasoning, creativity, long-term planning, and 
open-ended problem-solving (Bostrom, 2014). While artificial general intelligence 
(AGI) is typically defined as reaching human-level ability, ASI describes systems 
that could operate with far greater speed, autonomy, and capability. These systems 
would likely reshape existing power structures and influence the global balance of 
technological and strategic control. 

The risks tied to ASI go beyond questions of alignment or technical safety. They 
include shifts in who holds decision-making power, the weakening of democratic 
oversight, and long-term changes in geopolitical influence (Tegmark, 2024; Katzke 
& Futerman, 2024). ASI may also create pressure between states. If one country 
believes its rival is advancing faster or hiding progress, it may try to move first. 
That kind of thinking can increase the risk of miscalculation and conflict (Bostrom, 
2014; Tegmark, 2024). 

Governments are already having difficulty managing today’s AI systems. Large 
language models and automated decision-making tools are raising concerns about 
misinformation, bias, and the spread of powerful models with little oversight 
(CNAS, 2022; UNIDIR, 2021). Some regulatory frameworks, such as the EU AI Act, 
the OECD AI Principles, and the Bletchley Declaration, are early efforts to respond. 
But they operate in fragmented environments with limited enforcement capacity 
and too many actors to coordinate effectively (Bletchley Declaration, 2023; CIGI, 
2024). 

ASI presents a different challenge. It is likely to be developed by a small number of 
actors with access to rare resources like high-end chips, dedicated data centers, 
large-scale compute, and advanced safety research (Zwetsloot et al., 2018). These 
frontier labs, most of which are based in the United States or China, create a 
narrower governance window. The infrastructure needed to build ASI is scarce and 
trackable. This opens the door for early oversight using physical and digital 
monitoring tools instead of relying on rules applied after systems are deployed 
(Wasil et al., 2024; Lawfare, 2023). 

Still, most current governance approaches rely on voluntary cooperation or soft 
law. These mechanisms are likely to arrive too late for ASI-scale systems. Once 
deployed, such systems could operate on feedback loops that humans may not be 
able to track or interrupt in time (Carnegie Endowment, 2024; Yudkowsky, 2023). 

This report proposes a different model: a phased, enforceable treaty between the 
United States and China. The treaty uses practical oversight tools like chip 
verification, audit access for training runs, and independent monitoring to help 
prevent risky development and improve transparency. It builds on lessons from 
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arms control and focuses on aligning incentives through enforceable structures, 
rather than assuming trust. 

3.​ Theory of Change 

Cooperation between the United States and China on ASI development is often 
seen as unlikely. The two countries are in long-term strategic competition across 
defense, technology, and global influence. This report makes a narrower argument: 
cooperation is still possible, even without trust, if the risks of unchecked 
competition grow high enough (Bittner, 2023; Carnegie Endowment, 2024). 

Both sides face the possibility of losing control over systems that act quickly and 
independently. These risks are not limited to technical failures. They also include a 
breakdown in deterrence, rising instability during crises, and the danger of 
escalation when decisions must be made under pressure (CNAS, 2022; Scharre et 
al., 2021). Analysts from RAND, CSET, and OpenAI warn that even small advances 
toward ASI could create instability, especially if one country believes the other is 
concealing progress (Sheehan et al., Brookings, 2024; Tegmark, 2024). 

In this setting, fear may be a more reliable driver of restraint than optimism. If 
both countries understand that an ASI arms race increases the chance of accidents 
or of losing control to an unpredictable system, the incentives change. The logic of 
Cold War arms control may apply again: cooperation not because of shared values, 
but because of shared risk (Zhao, 2024; Altieri & Della Rocca, 2020). 

This approach assumes that the window for action is closing. ASI systems may 
soon become difficult to monitor, and institutional pressures may reduce the 
political space for restraint. That makes early-stage governance essential. It must 
begin with tools that are already available: monitoring compute use, chip flows, 
and cloud activity (Wasil et al., 2024; Lawfare, 2023). Deeper cooperation can be 
added only if both sides see that it serves their interests. 

The treaty proposed in this report reflects this logic. It moves in three phases. The 
first builds a basic diplomatic structure through semi-official dialogues, emergency 
coordination, and early transparency. The second introduces technical oversight, 
including chip declarations, compute tracking, and inspections. The third 
establishes formal limits on development and deployment, with protocols for 
escalation and exit. Each stage is designed to reduce risk and increase visibility, 
without requiring full political alignment. 

In this model, risk is not just a problem to manage. It is also a source of leverage. 
When both countries see cooperation as a way to protect their interests, 
coordination becomes a practical choice, not a moral one. 
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4.​ Rationale for ASI-Specific Governance 

Most AI governance proposals struggle because the systems involved are 
distributed, fast-evolving, and embedded in complex commercial ecosystems. 
Regulating general-purpose AI, such as large language models or automated 
decision systems, requires coordination across thousands of actors, sectors, and 
jurisdictions. Governance efforts routinely lag behind technical development; by 
the time frameworks are proposed, models have often already proliferated 
(UNIDIR, 2021; CIGI, 2024). 

ASI, by contrast, is expected to emerge from a highly concentrated development 
model. Only a small number of institutions, most of them state-aligned, will have 
access to the compute, data, and expertise necessary to train ASI-scale systems. 
This exclusivity not only heightens the stakes but also creates an opportunity for 
enforceable governance. Centralized infrastructure makes ASI far more observable 
than today's fragmented AI landscape (Katzke & Futerman, 2024). 

What is typically viewed as a geopolitical risk, centralization, may be a governance 
asset. As Wasil et al. (2024) show, ASI-scale model training produces detectable 
signals: abnormal compute surges, chip procurement patterns, energy 
consumption spikes, and large-scale data movement. Much like uranium 
enrichment in nuclear programs produces physical signatures, ASI development 
leaves technical footprints that can be tracked. These properties make 
infrastructure-level oversight, governance through physical chokepoints like chips 
and compute clusters technically feasible and viable (Lawfare, 2023). 

ASI could confer a decisive strategic advantage (DSA), a first-mover edge so 
powerful it might permanently shift global power dynamics (Bostrom, 2014). But 
dominance is not the most likely outcome. Analysts warn of a scenario known as 
the Manhattan Trap, in which one state’s sprint toward ASI is interpreted by its 
rival as an existential threat, prompting preemptive or destabilizing 
countermeasures (Katzke & Futerman, 2024). Yudkowsky (2023) has described this 
dynamic as a “suicide race,” where speed increases risk rather than reducing it. 

These dynamics don’t eliminate rivalry, but they do transform it. When both states 
recognize that unrestrained competition makes catastrophic failure more likely 
than strategic gain, restraint becomes a rational calculation. Tegmark (2024) argues 
that once domestic safety mechanisms are in place, even adversaries like the U.S. 
and China may converge around mutual limits. Historical arms control shows that 
rivals have accepted verification and ceilings when the alternative was instability 
(Carnegie Endowment, 2024). 

This section advances a simple but consequential claim: ASI is more governable 
than general-purpose AI, not despite its risks, but because of them. Centralization, 
traceability, and existential consequences create an alignment between national 
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interest and global safety. When the cost of unilateral action exceeds the cost of 
coordination, enforceable governance becomes strategically necessary. 

5.​ Incentives and Precedents for ASI Governance 

Why Cooperation Is Possible 

The idea that the United States and China could cooperate on ASI governance may 
seem unrealistic given their strategic rivalry. But history shows that cooperation 
often begins not with trust, but with a shared recognition of risk. During the Cold 
War, arms control agreements were signed to avoid mutual destruction, not 
because of ideological alignment. The same principle applies to ASI. When both 
states face the possibility of losing control over powerful and fast-moving systems, 
the incentives for coordination become stronger than the barriers (Bittner, 2023; 
Carnegie Endowment, 2024). 

Both countries have publicly acknowledged the stakes. The Bletchley Declaration 
(2023), co-signed by China and the United States, recognizes the potential for 
catastrophic harm from advanced AI and supports efforts to coordinate 
internationally. Economically, an uncontrolled ASI race could destabilize global 
markets, waste vast amounts of investment, and increase the risk of fragmented 
supply chains. A cooperative framework could reduce these risks by setting 
predictable expectations around safety, verification, and deployment (CNAS, 2022; 
Tegmark, 2024). There are also reputational advantages. China gains legitimacy 
and international access through participation in rule-setting. The United States 
benefits from reinforcing its leadership role and shaping emerging norms rather 
than reacting to them. 
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Dimension Traditional Arms Control ASI Treaty Framework 

Object of Regulation Physical weapons (e.g., 
nukes, missiles) 

Abstract, evolving 
cognitive systems 
(superintelligent AI) 

Material Detectability High, warheads, missile 
silos, test sites 

Moderate, compute 
clusters, chip flows, 
training logs 

Verification Tools Satellite imagery, 
telemetry, and on-site 
inspections 

Cloud logs, chip 
telemetry, training audits, 
and AI-powered 
monitoring 

Actors Involved States and militaries Frontier labs + 
state-aligned actors (esp. 
US, China) 

Deployment Risk Curve Linear escalation 
(stockpile growth) 

Nonlinear: sudden jumps 
in autonomy, 
unpredictability 

Incentive Structure Deterrence (MAD), arms 
parity 

Mutual vulnerability, risk 
of uncontrollable ASIi 

Enforcement 
Mechanisms 

Treaty violation, 
sanctions, or military 
threat 

Public breach disclosure, 
exclusion, and  
reputational sanctions 

Institutional Backbone IAEA, OPCW, NPT 
enforcement regimes 

Proposed AI Treaty 
Commission (ATC), cloud 
vendors, joint inspections 

Trust Basis Rational deterrence, 
post-conflict diplomacy 

Fear-based coordination 
(window of mutual risk) 

Time Pressure Slow tech cycles, 
predictable 
modernization 

Fast cycles, unpredictable 
inflection points 
(AGI/ASI risk) 

 
Table 1: Comparison of Traditional Arms Control and ASI Treaty Governance 

Structuring Incentives Through Sequencing 

Treaties that endure rarely emerge all at once. They take shape gradually through a 
process of sequencing, where each side commits incrementally in response to 
verified steps by the other. The Iran nuclear agreement, for example, tied phased 
sanctions relief to inspections by the International Atomic Energy Agency. The 
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U.S.–China Phase One trade deal used economic benchmarks to anchor further 
concessions (Altieri & Della Rocca, 2020; U.S. Department of Treasury, 2015). 

An ASI treaty could follow a similar phased structure. The first stage would focus 
on political confidence-building measures, such as mutual declarations prohibiting 
the use of AI in nuclear command-and-control systems, the reestablishment of 
crisis hotlines, and agreement on shared principles around human oversight. A 
second phase could introduce technical coordination, including reciprocal 
reporting on compute usage, joint development of safety testing benchmarks, and 
pilot programs for inspections of critical infrastructure. In a third phase, the treaty 
could incorporate binding commitments such as development ceilings, 
deployment moratoriums, and formal verification protocols backed by 
institutional support. Each step would depend on the successful implementation of 
the one before it, helping to distribute political risk over time. 

 
Figure 1: Phased Treaty Framework 

Learning from Precedent 

Although ASI poses novel challenges, past agreements offer useful guidance. The 
Phase One trade agreement introduced a bilateral enforcement model that 
sidestepped multilateral arbitration. Each side set up its own enforcement office, 
and violations could be escalated through a tiered resolution process. While the 
system was fast and direct, it depended heavily on political will. When China fell 
short on purchase commitments, the United States chose not to enforce penalties, 
revealing the fragility of enforcement mechanisms not backed by sustained 
institutional pressure (Setser, 2020). 

The Military Maritime Consultative Agreement (MMCA), signed in 1998, was 
created to prevent military accidents and miscalculations between U.S. and Chinese 
forces. It provided a platform for operational dialogue, regular reviews, and crisis 
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de-escalation. While the MMCA lacked legal force, it helped reduce misperceptions 
through routine contact. However, during the 2001 EP-3 incident, its limits became 
clear. Without binding procedures, open communication could not prevent 
escalation (Stashwick, 2017). 

Export control regimes, particularly those targeting Huawei, demonstrate a 
different approach. Through mechanisms like the Entity List and the Foreign 
Direct Product Rule, the United States was able to restrict Huawei’s access to 
advanced semiconductors, disrupting its 5G ambitions (CRS, 2022; Segal, 2020). 
But this strategy also had costs. China responded by accelerating its domestic chip 
sector, promoting national resilience, and finding workarounds through third 
countries (Tan, 2024). The experience shows that unilateral coercion can succeed 
tactically while failing to produce lasting stability. 

Implications for ASI 

In all of these cases, cooperation was driven by fear of loss rather than confidence 
in alignment. The Phase One agreement responded to the risk of economic 
breakdown. The MMCA addressed the risk of military escalation. Export controls 
responded to the perceived threat of espionage and dependence on foreign 
technology. An ASI treaty should apply the same logic: begin with practical risk 
management and expand toward more technical and legal commitments. 

This treaty could start with the kinds of tools already used in past frameworks, 
structured communication, public red lines, safety testing protocols, reciprocal 
infrastructure reporting, and bilateral inspections. These mechanisms echo Cold 
War-era approaches but adapt them for a domain defined by software, compute, 
and cloud services (Wasil et al., 2024; Lawfare, 2023). 

Verification would need to combine technical observability with diplomatic 
credibility. This could include on-site audits, logging of compute-intensive training 
runs, and third-party reviews. These ideas build on enforcement models from the 
Phase One trade deal and the Huawei sanctions process. Detection must come 
before deterrence. Enforcement should be reversible and tiered, including tools 
like suspension of treaty privileges, targeted sanctions, or escalation reviews, 
balanced by paths for re-engagement. As the Huawei case shows, pressure without 
diplomacy increases the risk of permanent decoupling. 

Durability is essential. The MMCA survived political friction because it created 
habits of cooperation through routine meetings and established procedures. An 
ASI treaty should follow the same path: regular simulations, shared research 
bodies, and permanent technical working groups can preserve engagement even in 
a strained political climate. 

What Matters Most Is Predictability 
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No single precedent offers a perfect model. Each contains both insights and 
warnings. The Phase One agreement shows the value of enforcement, but its 
vulnerability to shifting political will. The MMCA emphasizes communication, but 
also its limits when not paired with rules. Export controls show that pressure can 
work, but may create backlash if not carefully applied. 

The goal of an ASI treaty is not perfection. It is predictability. In a field moving at 
extraordinary speed, the absence of clear rules is itself a risk. A well-designed 
treaty does not need to solve every problem. It needs to make escalation less likely, 
coordination more routine, and restraint more rational. 

6.​ Verification and Enforcement: Building a Credible ASI Treaty 

Why Verification Is Feasible for ASI 

Governing ASI will depend on whether states can verify development before these 
systems are deployed. While verification is hard for many types of AI, ASI is more 
manageable. It will likely be developed by a small number of labs that rely on rare 
and resource-heavy infrastructure. These labs need access to high-end chips, 
large-scale cloud services, and massive energy use. Those features make ASI 
development more visible, even without access to the systems themselves 
(Zwetsloot et al., 2018; Wasil et al., 2024). 

This kind of activity leaves behind measurable signals. Governments can monitor 
things like chip inventories, power consumption at key data centers, and metadata 
from large cloud providers (Lawfare, 2023; Carnegie Endowment, 2024). These 
signals don’t require knowledge of what a model is doing. They give governments a 
way to monitor capacity and scale, which is often enough to know when a system 
may be approaching ASI-level capability. 

This logic follows past arms control efforts. In the case of nuclear technology, 
treaties relied on proxies like enriched uranium or missile counts to manage risk. 
For ASI, similar proxies could include total compute usage, architecture type, or 
even training time at scale (Altieri & Della Rocca, 2020; Arms Control Association, 
2005). Oversight doesn’t need to be perfect. It needs to be early, structured, and 
difficult to ignore. 

Tools for Oversight: Compute, Chips, and Cloud 

A treaty would need verification tools that are technically sound, practical to 
implement, and acceptable to both sides. Some tools already exist or could be 
adapted. Cloud providers could be required to log when training runs cross a 
certain compute threshold, such as total FLOPs or node hours. Chip manufacturers 
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could embed secure IDs in high-performance chips, allowing them to be tracked as 
they move through supply chains and into data centers (Segal, 2020; CRS, 2022). 

Cloud infrastructure can also help. Training runs that exceed an agreed level could 
trigger mandatory metadata reporting. These reports would confirm that a 
significant training event occurred without disclosing model design or sensitive 
data. Combined with inspections and shared audit processes, these tools can 
provide real-time oversight that is protective but not intrusive (Wasil et al., 2024; 
Lawfare, 2023). 

These mechanisms don’t depend on intent or full transparency. They focus on 
observable technical activity. Analysts from RAND and OpenAI have described this 
approach as verifying “what is done,” rather than why it is done (Scharre et al., 
2021; Sheehan et al., 2024). That distinction matters in an environment where 
mutual suspicion is high and systems are complex. 

Designing a Tiered and Phased Enforcement Framework 

Verification only works if there are consequences for non-compliance. A treaty will 
need to include enforcement that is reliable but flexible. One way to do this is to 
roll out commitments in phases. The first phase might focus on transparency: 
compute tracking, safety reporting, and basic coordination. Later phases could 
include more binding steps, such as restrictions on certain training activities or 
formal limits on deployment (Altieri & Della Rocca, 2020; Tong Zhao, 2024). 

Enforcement should match the scale of the violation. Minor issues, like late 
reporting, could trigger inspections or temporary suspension of treaty benefits. 
More serious actions, like hidden training runs or the unauthorized launch of a 
system, could lead to coordinated sanctions or removal from safety partnerships. 
But each level of enforcement should also include a way to return to compliance. 
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Figure 2: Verification and Enforcement Stack 

This kind of tiered approach is not new. The U.S.–China Phase One trade 
agreement allowed both sides to escalate enforcement through structured steps, 
using national offices and set procedures. While the model had its flaws, it shows 
how enforcement can work without requiring full alignment (U.S. Department of 
Treasury, 2015; Setser, 2020). 
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Building Institutional Support and Procedural Trust 

For the treaty to hold up over time, it needs institutions that can manage it. An 
independent AI Treaty Commission could be created to certify logs, coordinate 
inspections, and publish compliance updates. This commission would not replace 
national sovereignty, but it would offer a shared space to review data, resolve 
disputes, and manage technical standards (Bittner, 2023). 

Regular meetings and expert exchanges are also important. Safety simulations, 
rotating working groups, and recurring review conferences can help maintain 
communication even when relations are tense. Track 1.5 dialogues, semi-official 
meetings between experts and policymakers, can serve as a backchannel during 
diplomatic gridlock (Matt Sheehan et al., 2024; CNAS, 2022). 

There is precedent for this kind of structure. The MMCA, despite being limited in 
scope, helped reduce incidents between U.S. and Chinese naval forces by 
maintaining regular contact and shared procedures. An ASI treaty could follow a 
similar model: habits of engagement that keep the system stable, even when trust is 
strained (Stashwick, 2017). 

A Treaty Designed for Competition, Not Agreement 

This treaty is not built on the assumption of political alignment. It is built for a 
world where rivalry continues. The goal is to reduce misjudgment, delay 
escalation, and create a predictable process for managing extreme risks. 

In high-stakes environments, what matters most is knowing what to expect. A 
treaty doesn’t need to solve every future scenario. It needs to make unsafe moves 
harder, verifiable actions easier to detect, and breakdowns less likely to happen 
without warning. That is what makes it credible. And in the case of ASI, that kind of 
structure might be the only thing that slows down a dangerous race. 

7.​ Risks, Limitations & Political Volatility  

No treaty, especially one negotiated between geopolitical rivals, can be fully 
insulated from fragility. The ASI governance framework proposed in this report is 
built with enforcement, incentives, and institutional resilience in mind, but it must 
operate under conditions of strategic distrust, technological acceleration, and 
political volatility. 

Political Volatility 

Bilateral treaties are exposed to domestic political shifts. In the U.S., electoral 
turnover can abruptly alter foreign policy commitments, as seen with the U.S. 
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withdrawal from the JCPOA (U.S. Department of Treasury, 2015). In China, 
strategic adjustments are less public but can equally erode compliance. 

To survive these shocks, the ASI treaty must be insulated from leadership churn. 
Legal codification, a neutral AI Treaty Commission (ATC), and recurring Review 
Conferences create institutional inertia. While these structures cannot prevent 
withdrawal, they raise the political and reputational cost of defection. 

Verification Gaps and Perception Risks 

No verification regime is immune to deception. Chip declarations can be falsified. 
Compute logs can be tampered with. Data centers may be hidden or outsourced to 
third-party jurisdictions. These risks echo early nuclear non-proliferation 
challenges, where undetected violations nearly collapsed compliance trust 
(Lawfare, 2023). 

The most destabilizing outcome is not an actual violation; it’s the perception of 
one. If one state believes the other is concealing capability, it may defect 
preemptively. To mitigate this, co-developed verification protocols, redundant 
audit trails, and shared logging standards are critical (Wasil et al., 2024). Mutual 
visibility, not unilateral scrutiny, is the foundation of credible oversight. 

Strategic Asymmetry and Interpretive Gaps 

The U.S. and China assess AI risk, escalation, and strategic capability through 
divergent political and institutional lenses. These asymmetries, reinforced by 
differing media ecosystems and military cultures, can distort threat perception. 
One side may understate its progress to deflect scrutiny; the other may exaggerate 
threats to justify controls (Segal, 2020). 

These dynamics amplify the risk of strategic misreading, especially under time 
pressure. During the 2001 EP-3 incident, limited communication channels turned 
a tactical incident into a prolonged diplomatic standoff. An ASI treaty must build 
interpretive scaffolding: Track 1.5 safety dialogues, joint telemetry exchange, and 
co-authored crisis simulations reduce the chance that compliance is misread as 
concealment. 

External Disruption and Competitive Collapse 

Even the most carefully structured treaty can be destabilized by outside actors. A 
technological breakthrough by an unaffiliated private lab or a third-party state 
could reignite arms race dynamics. Export controls, while effective in some cases, 
have also triggered nationalist backlash and accelerated decoupling efforts (CRS, 
2022). 
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To adapt, the treaty should include “reversion protocols”, mechanisms that allow 
states to pause obligations, trigger emergency inspections, or revert temporarily to 
transparency-only commitments. This "snapback verification" approach, modeled 
on the JCPOA, avoids binary collapse and enables flexible crisis response. 

In parallel, expanding treaty visibility through observer states, or a global ASI 
Observatory, can internationalize expectations and reduce bilateral fragility over 
time. 

Designing for Uncertainty 

This treaty is not offered as a perfect solution. It is a minimal viable governance 
architecture, built for an era of geopolitical rivalry and technical uncertainty. The 
five risks outlined, political volatility, verification failure, epistemic asymmetry, 
third-party disruption, and institutional decay, are not edge cases. They are the 
default operating conditions for ASI diplomacy. 

Figure 3: Risk Timeline for ASI Treaty Window 

The goal is not to eliminate risk but to buy time for alignment research to mature, 
for norms to stabilize, and for institutional trust to evolve. Durable governance has 
never required perfection. The most enduring treaties in history, from the NPT to 
the Montreal Protocol, survived by embedding flexibility and designing for failure, 
not utopia (Carnegie Endowment, 2024). The deeper challenge is to build a 
structure that continues to function even when trust breaks down. 

8.​ Conclusion 

ASI will likely mark a shift in both technology and global power. Whether it 
appears within the next decade or later, it will raise challenges that existing 
institutions are not prepared to handle. The stakes go beyond who leads in AI. 
They involve who has control over powerful systems, how conflict is managed, and 
whether countries can prevent a crisis. 
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This report has argued that a treaty between the United States and China to govern 
ASI development is still possible, even in a competitive environment. Trust is 
unlikely, but cooperation based on shared risk has worked before. The fear of 
losing control to a system that moves faster than governments can respond creates 
a real reason to act. The approach outlined here focuses on clear steps, practical 
enforcement tools, and systems that can hold up during political change. 

This model assumes disagreement and pressure, not consensus. It is based on the 
idea that even in rivalry, countries may still choose stability. In past cases, 
predictability has helped manage danger. That same principle applies here: clear 
processes reduce the chance of panic or missteps. 

There may never be a perfect time to act. As development speeds up and private 
labs gain more influence, the chance for meaningful coordination will shrink. If 
that window closes, the opportunity may not return. 

Many of the strongest international agreements were made in difficult times, not 
easy ones. They worked because the risks of doing nothing were greater than the 
risks of trying. 
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