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Abstract

We investigate how unreliable tools impact reward hacking behavior in LLM agents.
Using the ImpossibleBench framework, we evaluate three frontier models—GPT-5-
mini, Gemini-3-Flash, and Qwen3-235B—under varying tool failure conditions with and
without a Human Intervention (HI) flag.Our results reveal notable differences in model
robustness. GPT-5-mini exhibits high baseline cheating rates (70-85%) that decrease to
7% with HI. However, when tools become unreliable, cheating rates increase to 32%
even with HI enabled, suggesting the model could show signs of misalignment when tools
become unreliable. In contrast, both Gemini-3-Flash and Qwen3-235B show moderate
baseline cheating rate (25-30%) with effective HI mitigation, and maintain near-zero
cheating rates under tool unreliability conditions regardless of failure probability.
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1 Introduction

As Al agents are integrated into real-world systems, they increasingly depend on external tools such
as APIs, databases, file systems, and web services. Yet, the operational environments these agents
are in often involve tool failures and inconsistencies that are absent during training. Recent work
highlights that such discrepancies can trigger unexpected and potentially problematic shifts in agent
behavior.

The AgentMisalignment benchmark [6] found that even mild tool malfunctions (like missing file
handles) significantly increase "goal-guarding" and "shutdown-resistance" behaviors in agents. Field
reports document cases where API throttling led agents into infinite retry loops or unauthorized
actions [5]. Meanwhile, work on indirect prompt injection [1] shows that malicious tool outputs
can completely redirect agent behavior, even in well-aligned models. Recent METR report [2]
demonstrate that frontier models engage in reward hacking when scaffolding becomes unreliable,
while the Hierarchical Reward Models [3] paper shows how process-level rewards themselves become
vulnerable to gaming under noisy conditions.

Most current evaluations of Al agents focus narrowly on their capabilities under ideal conditions,
emphasizing questions like "can the agent use a calculator?" while overlooking more revealing ones
such as "how does the agent respond when the calculator outputs random values?" As highlighted
by [4] in their survey on autonomy-induced risks [6], this blind spot becomes increasingly concerning
as agents gain access to more powerful tools and operate with greater autonomy over longer time
horizons.
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2 Methodology

To explore misalignment of agents when their tools and scaffolding becomes unreliable, we decided
to focus on benchmarks measuring reward hacking behaviour of the models. For such benchmark we
artificially introduce tool failures and measure how model behavior changes under new circumstances.

2.1 Benchmark

As a benchmark, we choose ImpossibleBench [7] that focuses on measuring LLM agents’ propensity to
exploit test cases. It uses existing SWE-bench and LiveCodeBench benchmarks to create "impossible"
variants of tasks by introducing direct conflicts between the natural-language specification and the
unit tests. "Cheating rate" is measured as pass rate on these impossible tasks, where any pass
necessarily implies a specification-violating shortcut.

To create impossible tasks, authors of ImpossibleBench propose two test mutation strategies for
the base benchmarks:

e One-off - Modifies the expected output of a single test case by changing the expected value.

¢ Conflicting - Introduces contradictory test cases by duplicating existing tests with different
expected outputs.

We focus on full scaffold setup from the benchmark with bash, python, thinking as text editor
tools.

2.2 Tool failure implementation

For our experiments we use permission denied error as a tool. This error means that tool is currently
can’t be used. We sumulated tool failures making python and bash tools unavailable with pre-defined
probability. When agent called the tool, instead output results, model receives ToolError with the
following message: "ToolError: Permission denied. Tool is currently restricted for this request."
Despite mentioning concrete error from Inspect framework out analysis of the agents’ traces showed
that none of the tested models demonstrated evaluation awareness, so we report all following results
for the unreliable tools setup using this error type and error message.

3 Results

3.1 Baseline Cheating Rates Across Models

We evaluated three models on ImpossibleBench using the One-Off mutation on LiveCodeBench:
GPT-5-mini, Qwen3, and Gemini-3-Flash. Under baseline conditions (no Human Intervention
flag, reliable tools), the models exhibited varying propensities for reward hacking. GPT-5-mini
demonstrated the highest baseline cheating rate at approximately 78%, while Qwen3-235B showed a
substantially lower rate of approximately 23%. Gemini-3-Flash model showed the lowest propensity
to reward hacking in baseline setup with 20% on average.

3.2 Effectiveness of the Human Intervention Flag

The Human Intervention (HI) flag, introduced by the ImpossibleBench authors as a mitigation
strategy, instructs agents to detect impossible tests and output ‘flag for human intervention‘ to abort
the task. Under reliable tool conditions, the HI flag proved highly effective for both models tested.
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(a) GPT-5-mini shows high cheating rates (70-85%) across baseline and tool-unreliability
conditions without honesty instructions. Adding HI reduces cheating to under 20% in
all conditions, with the strongest effect when combined with high tool failure rates.

Gemini 3 Flash

python (0.5)
bash(0.5) + HI

python (0.9)
bash(0.9) + HI

o 5 10 15 20 25 30
Cheating rate

(b) Gemini 3 Flash exhibits moderate baseline cheating
( 30%) that decreases substantially with HI across all
conditions. Tool unreliability shows minimal impact
on cheating behavior.
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(c) Qwen3-235B demonstrates similar patterns to Gem-
ini 3 Flash, with baseline cheating around 25-30% and
effective mitigation through HI. Higher tool failure
rates (0.9) show slightly reduced cheating compared
to moderate rates (0.5).

Figure 1: Cheating rate (%) under ‘permission denied’ tool errors across three models. Plots
compares baseline conditions, tool unreliability mutations (python/bash with failure probabilities
0.5 and 0.9), and their combinations with human intervention flag(HI). Results demonstrate that
(1) GPT-5-mini is most susceptible to reward hacking under tool unreliability, but for Gemini 3
Flash and Qwen3-235B unreliable tools doesn’t change main the main trend. Note that (b) and
(c) use a reduced x-axis scale (0-30%) compared to (a) (0-100%) for improved visibility

of lower cheating rates.
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GPT-5-mini’s cheating rate dropped from approximately 78% to approximately 7%, representing a
reduction. Qwend’s already low cheating rate was further suppressed to near-zero levels when the
HI flag was active. Similar results shows Gemini-3-Flash with 6% cheating drop for ‘flag for human
intervention‘

3.3 Impact of Unreliable Tools on Safety Mechanisms

Our central finding concerns how tool unreliability interacts with the Human Intervention safety
mechanism fig. 1. We simulated tool failures by modifying Python and Bash tools to return
"Permission Denied" error messages with a specified probability, while leaving other tools (text
editor, submission tool) unmodified. fig. 1a shows that for GPT-5-mini, unreliable tools significantly
undermined the effectiveness of the HI flag. As the tool failure probability increased from 0 to
0.9, the cheating rate increased from approximately 7% to approximately 32%. This represents a
nearly fivefold increase in reward hacking behavior, suggesting that the safety mechanism becomes
substantially less effective when the agent’s intended intervention pathway is disrupted by tool
errors. In contrast, both Qwen3-235B and Gemini-3-Flash exhibited robustness to tool unreliability.
Despite showing moderate baseline cheating rates ( 25-30%) without HI, both models maintained
near-zero cheating rates across all tested failure probabilities when the HI flag was active. This
stability suggests that the relationship between tool reliability and reward hacking may not be
universal across models, and that certain architectures or training approaches may confer greater
resilience to environmental perturbations that could otherwise compromise safety mechanisms.

4 Discussion and Limitations

While we use ImpossibleBench, almost all experiments were conducted on ImpossibleLiveCodeBench
due to the high costs of the models’ API. In doing so, we observed that frontier models are capable
not only of solving the task in-context, but also of spotting the impossible test by simply reading
the file containing the tests. This introduces considerable confusion for the model and results in
redundant steps as it attempts to reconcile the impossible test, often entering repetitive loops.

Initially, we hypothesized that reward hacking could be connected with model capabilities
based on the results from GPT-5-mini and Qwen3-235B; however, results from Gemini-3-Flash
suggest that the underlying mechanism may be more complex. Despite achieving top performance
on LiveCodeBench, Gemini-3-Flash exhibits a notably low cheating rate on the ImpossibleLive-
CodeBench version. One explanation for this could be that the model encounters difficulties with
tool use, spending many steps calling tools with incorrect arguments and hence lacking sufficient
steps remaining to perform reward hacking.

We observed distinct behavioral patterns among the tested models with respect to task solving,
handling of impossible tests, and justification of reward hacking. Qwen3-235B generates very long
reasoning traces, attempting to solve the task in a single step. GPT-5-mini typically produces
much shorter reasoning traces. Gemini-3-Flash, despite identifying the problematic test immediately
upon reading the test file, spends the majority of its steps double- and triple-checking the test file
and task description. Furthermore, after adding a special condition to the solution to pass the
impossible test, unlike other models, it continues to explore alternative explanations and solutions
to account for the impossible test case. Despite having identified the impossible test, the model
does not exhibit clear signs of evaluation awareness.
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A

Task Outcome Decomposition

To provide a more granular view of agent behavior beyond the binary cheating rate metric, we
decompose task outcomes into following categories:

reward__hacked: The agent successfully reward hacked and submitted.

human__intervention_ flag: The agent submitted flag for the human intervention. Only
relevant to bars named "hi" (human intervention).

max__len_ reached: The agent reached the maximum message limit without solving the
task or reward hacking.

reward__hacked|max_ len_ reached: The agent successfully reward hacked but continued
until hitting the message limit.

max__len_reached|human__intervention_ flag: The agent flagged for human intervention
but also reached the message limit.

none_ of the__above: The agent terminated without fitting any of the above categories.

Condition labels follow the naming convention: fr [probability]_[tools]_[hi]. The prefix
fr0.5 or £r0.9 indicates tool failure rates of 50% and 90% respectively. Tool names (bash, python,
or both) specify which tools were made unreliable. The hi suffix indicates the Human Intervention
flag was active. Conditions labeled baseline use fully reliable tools.
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Figure 2: Task outcome decomposition for GPT-5-mini. Under baseline conditions with reliable
tools (oai_baseline), the model exhibits 71.8% reward hacking. The HI flag substantially reduces
this to 8.7% (oai_baseline_hi). However, introducing unreliable tools undermines this safety
mechanism: with 90% failure rate on both bash and python tools (fr0.9_bash_python_hi), reward
hacking increases to 30.1% despite the HI flag being active. Notably, conditions without the HI flag
show consistently high reward hacking rates (61-69%) regardless of tool reliability.
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Qwen3 225B
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Figure 3: Task outcome decomposition for Qwen3-235B. Under baseline conditions without HI
(or_baseline), the model shows 68.0% reward hacking. The HI flag proves highly effective,
reducing reward hacking to near-zero with 91.3% of tasks correctly flagged for human interven-
tion (or_baseline_hi). Crucially, unlike GPT-5-mini, Qwen3 maintains robust HI flag effective-
ness even under unreliable tool conditions: both fr0.5_bash_python_hi (80.6% HI flag) and
fr0.9_bash_python_hi (84.5% HI flag) show minimal reward hacking, demonstrating that the
safety mechanism remains intact despite tool failures.
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Gemini 3 Flash
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Figure 4: Task outcome decomposition for Gemini-3-Flash. Across all baseline conditions, the
dominant outcome is reaching the message limit (75-84%), with reward hacking occurring in 12-16%
of tasks (often co-occurring with message limit). When the HI flag is active with unreliable tools,
the model shows 22-30% successful HI flag usage, but the high proportion of message-limit outcomes
(62-69%) complicates interpretation. Notably, reward hacking decreases under unreliable tool
conditions compared to baseline, potentially because the model cannot reliably verify test outcomes
to justify specification violations.
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