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POLICY BRIEF

CLOSING LOOPHOLES IN THE ONLINE SAFETY ACT 2023: TACKLING MASS
MANIPULATION FROM Al AGENTS!

EXECUTIVE SUMMARY

Al-generated mass manipulation is already reaching millions of people, influencing elections and shaping
policies. Russian disinformation campaigns illustrate the scale of the threat: from efforts to discredit Ukraine
among US voters during the 2024 presidential election to coordinated operations undermining Moldova’s
2025 parliamentary elections.

As Al agents become more capable and widely deployed, malicious actors are increasingly likely to
weaponise them for large-scale influence operations. This threatens democratic discourse, public trust, and
the integrity of digital information ecosystems. This brief examines how well the UK’s regulatory framework
addresses these emerging threats and explores the need for targeted reforms to strengthen resilience.

The Online Safety Act 2023 (OSA) is the UK’s principal legislative framework for addressing online mass
manipulation — campaigns to deceive or influence large populations through false or misleading
information. It imposes obligations on platforms to tackle “illegal content”,2 including material generated by
bots and automated tools. Yet whether these provisions clearly extend to Al agents is uncertain.

The central challenge is that the framework relies on the assumption that: (a) a human is in control of the
automated tool, and (b) their mental state and conduct can be linked to the content produced. This leaves
significant governance gaps for autonomous and agentic Al systems, where identifying a controller and
linking human intent to machine output may be impractical or impossible. As a result, platforms face
uncertainty over how such content should be addressed and when regulatory obligations are triggered.

Furthermore, the OSA captures only content linked to an existing criminal offence. While this approach
covers some manipulation threats, others, such as general misinformation, are not criminalised and fall
outside of the scope of the OSA. As a result, various mass manipulation threat models remain unregulated.

This memorandum proposes a two-track strategy to strengthen the UK’s regulatory response Al
agent-driven mass manipulation threats:

e Clarify the scope of the OSA: Address immediate uncertainties by issuing targeted, actionable
measures to ensure platform duties apply clearly to Al agents.

o Recommendation 1: Confirm a broad interpretation of “automated tools”, to ensure that it
encompasses autonomous and agentic Al systems.

o Recommendation 2: Clarify the meaning of “control” in relation to automated tools.

o Recommendation 3: Explain how platforms should assess illegality of content generated
by automated tools such as Al agents.

" Authors: Natalia Maj, Mac Jordan, Jonathan Dao. Advisors: Elsa Donnat, Sebastian EImes. Prepared as part of the Supervised
Program for Alignment Research, Fall 2025.
2 This brief focuses on user-to-user services (platforms) and illegal content. It does not cover other service and content categories

regulated under the OSA. However, certain recommendations in this brief are equally relevant to search services providers who
must apply the same tests as platforms.
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e Strengthen the criminal law framework: The effectiveness of the OSA in combating mass
manipulation threats depends on the scope of criminal law. Reforms in this area would involve
challenging trade-offs, particularly around freedom of expression, but merit consideration given the
scale of emerging threats. This brief identifies priority areas for further work and sets out directions
for broader policy development.

o Recommendation 4: Initiate a comprehensive policy program to identify and design
interventions to combat broader mass manipulation threats, beyond those captured by the
current scope of criminal law.

SECTION 2: CONTEXT

Al agents present a significant risk of escalation in the severity and frequency of online mass manipulation
risks. Relative to non-agentic Al, agent-based threat models are substantially better able to scale and
automate content production and concurrent human user interactions and hyper-personalise content and
messaging to individual targets.

Defining Al agents
Al agents differ from traditional Al systems like chatbots or interfaces such as Chat GPT. While traditional
Al systems require substantial human intervention at every step, agents can plan and execute actions to

achieve their objectives with limited oversight.

There is no single definition of Al agents and the term captures a range of different designs. This ambiguity
poses challenges for regulators attempting to create regulatory frameworks around agentic systems.

For the purposes of this brief, Al agents are defined as autonomous Al systems that plan and execute
actions in order to achieve a goal.

Two concepts are particularly important when discussing Al agents, and it is helpful to distinguish between
them. Both operate along a spectrum, manifesting at varying levels of intensity.

¢ Autonomy refers to the ability to execute tasks with limited human involvement, i.e. operating
independently once given instructions.®

e Agency refers to the capacity to set goals and make decisions in pursuit of those goals.* Key
dimensions of agency include the ability to achieve goals without detailed instructions, behaviour
oriented towards achieving objectives, and ability to engage in long-term planning.®

Further technical background on Al agents is included in Annex 1.

3 Feng, K. J. K., McDonald, D. W., & Zhang, A. X. (2025). Levels of autonomy for Al agents. Knight First Amendment Institute’s “Al
and Democratic Freedoms” essay series. arXiv. https://doi.org/10.48550/arXiv.2506.12469.

4 Feng, K. J. K., McDonald, D. W., & Zhang, A. X. (2025). Levels of autonomy for Al agents. Knight First Amendment Institute’s “Al
and Democratic Freedoms” essay series. arXiv. https://doi.org/10.48550/arXiv.2506.12469 .

5 Chan, A, et al. (2023). Harms from increasingly agentic algorithmic systems. In Proceedings of the 2023 ACM Conference on

Fairness, Accountability, and Transparency (FAccT '23) (pp. 1332—1344). Association for Computing Machinery.
https://doi.org/10.1145/3593013.3594033
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Defining Mass Manipulation

This brief is focused on threat models aimed at influencing large numbers of people, especially (though not
exclusively) for political purposes. Such models include the generation of disinformation content and the
direct targeting human users through messaging.®
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Table 1: Overview of analysed incidents and associated threat models
Al Agent Mass Manipulation Incidents and Threat Models
Evidence of Persuasion Capabilities and Mass Online Manipulation Incidents

Independent studies and lab evaluations provide clear evidence of frontier Al's strong persuasive
capabilities, with models often outperforming humans in tasks such as changing beliefs or influencing

6 Table 1 sets out the full range of incidents analysed and the speculative threat scenarios developed.
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actions. For example, OpenAl found that their best models could already create content with comparable
persuasive effectiveness to typical human written content as early as August 2024.7

Al's high persuasion capabilities are also evident in real-world incidents. The MIT Risk Initiative's (MITRI)
has assessed the direct harm of toxic/malicious Al content. As shown in Figure 1, the average severity of
direct toxic/malicious content harms has slowly increased over time, where highly offensive content
affecting at least thousands of people is now more common than incidents with negligible harm. A number
of severe incidents involving large-scale coordinated attacks aimed at mass radicalisation have also been
identified.®

Figure 1

Average Severity - Direct Toxic or
Malicious Content

\f\/‘—//

Analysis of online mass manipulation incidents between 2024-2025 reveals a number of incidents that
have already caused severe harm. For example, a 2024 Russian disinformation campaign used Al to
produce malicious content aiming to reduce American voter support for Ukraine. It reached over 67 million
people and was cited in news articles and social media posts nearly 8,000 times.® However, available
evidence suggests the content was manually produced by humans using large language models, rather
than autonomously generated by Al agents.

Meanwhile, there is stronger evidence of Al agents being used in more recent influence operations. In 2025,
a Russian influence campaign targeting Moldova's parliamentary election involved over 900 accounts
across five social media platforms working in concert to produce likely tens of thousands of posts. The
Moldovan National Police reportedly detected hundreds of new accounts created daily.'® The scale and
speed of operations plausibly point to highly agentic Al being used in this attack, yet limited information on
Al mass manipulation incidents makes it difficult to discern the degree of agent versus manual human
involvement in operations.

Case Studies for Better Understanding the Impact of Agents
Agentic capabilities have already been used widely in cybercrime like fraud and scams, and it is likely that

they will soon be used in mass manipulation campaigns as well. In an incident in mid-September 2025,
agents automated an unprecedented 80-90% of tactical operations, including autonomously identifying and

7 OpenAl (2024). GPT-40 System Card. https://cdn.openai.com/qgpt-4o-system-card.pdf
8 MIT Risk Initiative (2025). High Severity Incidents. https://airisk.mit.edu/ai-incident-tracker/timeline-high-severity-incidents

9 MIT Risk Initiative (2024). 701. American Asylum Seeker John Mark Dougan in Russia Reportedly Spreads Disinformation via Al
Tools and Fake News Network. https://airisk.mit.edu/ai-incident-tracker/incident-view

10 MIT Risk Initiative (2025). 1202. Russian Disinformation Campaign Reportedly Used Al-Generated Posts and Videos to Target
2025 Moldovan Parliamentary Elections. https://airisk.mit.edu/ai-incident-tracker/incident-view
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exploiting target vulnerabilities. The cyberattack successfully infiltrated several of the roughly 30
organisations targeted. Humans only acted as strategic supervisors.’ We hypothesise that evidence of
cyber misuse has arrived earlier because Al labs have prioritised automating software engineering,
resulting in particularly strong agentic cyber capabilities at present.?

Evidence from cyberattacks provides insight into what agentic capabilities could look like, such as
increasing scale and automation of actions, and the impact they can have on the severity of threats. Threat
actors already conducting large-scale influence operations such as the Russian state are strongly
incentivised to also optimise agentic Al models to perform manipulation threats. Now is therefore a critical
time for mitigating the risk of substantially more severe mass online manipulation threat models occurring:
highly agentic capabilities are already here, demonstrated most in cyberattacks, but not yet clearly detected
in Al mass online manipulation incidents.

It is only a matter of time before threat actors optimise similarly capable Al agents to launch mass
manipulation campaigns.

lllustrative Threat Models for Unprecedented Manipulation Harms

To demonstrate the risk of highly agentic Al in mass manipulation threat models, we outline details for a
real-world incident and two plausible mass manipulation threat scenarios derived from it. These speculative
scenarios demonstrate how the use of advanced Al agent capabilities could produce harms exceeding the
severity of any documented Al-driven mass manipulation incident to date.

e Actor: Russian state-back hacker groups

e Motivation: reduce support for UK political parties and politicians that advocate for financial and/or
diplomatic support for Ukraine in the Russia-Ukraine war ahead of a general election

e Target: UK voters

Real-world incident from May 2024. American citizen John Dougan, working with Russian military
intelligence (GRU), created tens of thousands of articles containing fabricated narratives and
disinformation ahead of the 2024 US federal election. The attack's aim was to reduce US voter support
for Ukraine using content including false claims about Ukrainian officials, CIA plots, and sexual abuse
allegations against political figures. The content reached over 67 million views across 16 languages and
was cited in news articles and social media posts nearly 8,000 times. The false narratives were amplified
by Russian state media, influencers, and bot networks, and were subsequently repeated by Republican
members of Congress including Marjorie Taylor Greene and J.D. Vance. This attack likely leveraged an
Al model such as OpenAl's GPT-40 which is significantly less capable than frontier models today.”

Scenario 1: Present day frontier agentic capabilities. Russian-backed hacker groups continue
training a highly capable and cheap-to-run open-weight LLM such as DeepSeek V3.2 to use agentic
tools, such as a well-optimised database for personal UK voter profiles, that make it especially
persuasive.'® This model is used to operate large numbers of Al agents to rapidly produce thousands of
high-quality websites and hundreds of thousands of persuasive articles targeting UK politicians that
support Ukraine leading up to a general election. UK-oriented malicious content could include topics

" Anthropic (2025). Disrupting the first reported Al-orchestrated cyber espionage campaign.
https://assets.anthropic.com/m/ec212e6566a0d47/original/Disrupting-the-first-reported-Al-orchestrated-cyber-espionage-campaign.pdf

12 Anthropic (2025). How Al is transforming work at Anthropic. https://www.anthropic.com/research/how-ai-is-transforming-work-at-
anthropic

13 DeepSeek (2025). DeepSeek-V/3.2: Pushing the Frontier of Open Large Language Models. arXiv.
https://doi.org/10.48550/arXiv.2512.02556
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such as accusations of MI6 helping to cover up mass killings of pro-Russian Ukrainians. Thousands of
highly persuasive bot accounts leveraging agentic Al with access to well-curated breached personal data
could then share content with and tailor messaging for especially vulnerable UK voters on social media
platforms such as X and Facebook while avoiding detection more effectively than bots not using agentic
Al

Scenario 2: Near-future frontier agentic capabilities. In addition to all existing agentic capabilities
improving (from adaptive evasion to hyper-persuasion) and the cost of operating present-day Al agents
declining, newer agentic capabilities such as multi-agent coordination could substantially improve the
ability for separate Al agents to work together in "swarms."'* Multi-agent coordination to optimise
manipulation effectiveness could take the form of agents cooperatively strategising on the priorities for
large-scale operations, dedicating sub-agents to focus on different niche research tasks, and updating
individual target profiles on shared databases using live data on users' content interaction patterns.
Outcomes may include both higher average persuasion rates per target as well as a larger total number
of targets being exposed to malicious content.

Across these scenarios, we expect there to be a positive correlation between the agentism of Al models
and the severity of mass manipulation harms. Al agent capabilities uniquely escalate the breadth and speed
of Al threats, and can effectively coordinate on and hyper-personalise content and interactions to increase
attack severity per target.

SECTION 3: REGULATION OF MASS MANIPULATION IN THE UK

The UK has no targeted Al legislation or specific laws addressing mass manipulation. While some
manipulation campaigns may fall within the scope of established offences (such as those relating to foreign
interference, terrorism, incitement to violence or false communication), existing criminal law frameworks
are focused on identifying and prosecuting individual perpetrators. While they may have some deterrent
effect, their limitations are clear — they focus on post-offence punishment rather than mitigating the
systemic impact of manipulative content. Moreover, as further discussed below, establishing liability is
challenging where Al is used, as core criminal law concepts, such as the requirement of human
intentionality, are difficult to apply and to prove to the requisite standard of “beyond reasonable doubt”.

Against this backdrop, the OSA is the UK’s principal framework for mitigating manipulation at scale. Its
purpose is to protect users from online harms by imposing safety duties on platforms. The OSA makes
technology companies accountable for the risks their services pose by requiring them to tackle “illegal
content” — material that amounts to an offence under UK law. Platforms’ obligations in relation to “illegal
content” include, for instance: conducting risk assessments, removing illegal content expeditiously, and
implementing enhanced protections for offences considered as “priority”, which require platforms to make
proactive interventions.

In effect, the OSA links platforms’ duties to criminal law, leveraging existing offences but shifting the
emphasis from prosecuting individuals to preventing the mass dissemination of illegal content. Crucially,
therefore, manipulation campaigns are captured only insofar as they amount to a criminal offence.®

14 Schroeder, D.T., et al. How Malicious Al Swarms Can Threaten Democracy: The Fusion of Agentic Al and LLMs Marks a New
Frontier in Information Warfare. https://doi.org/10.48550/arXiv.2506.06299

B A comparable framework for content moderation and online harms exists in the European Union under the Digital Services Act
(DSA). While the DSA establishes intermediary liability rules and requires platforms to act against illegal content, its scope is
broader. Very large online platforms and search engines must also identify, assess, and mitigate systemic risks, which extend
beyond illegality to include threats such as disinformation, manipulation campaigns, and impacts on fundamental rights.
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Figure 2: lllustration of the scope of the OSA

Our analysis identifies the foreign interference offence (section 13, National Security Act 2023) as the most
relevant pathway for automated mass manipulation threats within the OSA’s scope. Ofcom has recognised
that foreign interference campaigns are likely to rely on automated techniques.'® However, mass
manipulation campaigns may also fall under other categories of illegal content.

Foreign Interference offence (Section 13 of the National Security Act 2023)
This offence has following elements:
e The person must engage in prohibited conduct (such as coercion or misrepresentation).

e The foreign power condition must be met (conduct must be carried on behalf of or in connection
with a foreign power).

e There must be the required mental state as to the interference effect (the person must act with
intent or recklessness as to whether their conduct will have an interference effect).

Interference effect is defined broadly, including interfering with how any person participates in political
processes, makes political decisions, or exercises public functions.

Crucially, platforms are responsible for making judgements whether content is illegal based on all
reasonably available information. They do not determine criminal liability or establish whether an offence
has actually been committed; this remains the exclusive domain of prosecution authorities and the courts.

Overall, the effectiveness of the OSA in addressing mass manipulation threats from Al agents depends on
two factors: (i) the robustness and clarity of how platforms are to deal with such threats, and (ii) the scope
of criminal law and whether it adequately captures mass manipulation. These issues are examined in
Sections 4 and 5.

16 Ofcom, lllegal Content Judgement Guidance, 30 July 2025 (ICJG), para 14.24: “Bots and other automated tools play an
important role in generating and spreading content which is likely to amount to a foreign interference offence, since they can be
used to post content at scale without the need for repeated human intervention.” Available at:
https://www.ofcom.org.uk/siteassets/resources/documents/online-safety/information-for-industry/illegal-harms/illegal-content-
judgements-guidance-statement-updated-30-july-2025.pdf?v=403556
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SECTION 4: PLATFORM DUTIES IN RELATION TO Al AGENT CONTENT
Treatment of content generated by Al agents

The OSA states that content generated by a bot or other automated tool may constitute illegal content. This
broad phrasing appears to capture Al agents, although they are not explicitly mentioned.'”

The framework, however, contains a mismatch. The term “tool” implies human control and intentional use
— assumptions that break down with autonomous, agentic Al systems. Moreover, the lllegal Content
Judgements Guidance (ICJG) does not specify the meaning of automated tools, but includes a definition
of a “bot”. The definition is narrow, describing a bot as software programmed to perform predefined tasks
without human intervention. While this description captures autonomy of Al systems, it misses agentic
capabilities, such as adaptive decision-making and goal-directed behaviour.

Ofcom should clarify that regulatory definitions capture the risks posed by agentic Al systems.
Assessment of illegal content generated by Al agents
To determine whether content is illegal, platforms must assess whether there are reasonable grounds to

infer that a relevant offence is being committed. This requires considering whether the required elements
of the offence are present.

lllegal content: regulated user-generated content which amounts to a relevant offence.

Content is illegal content where there are reasonable grounds to infer that: a) the conduct element of a
relevant offence is present or satisfied; b) the state of mind element of that same offence is present or
satisfied; (c) and there are no reasonable grounds to infer that a relevant defence is present or satisfied. '8

Bots and automated tools lack legal personhood and therefore cannot themselves commit offences.'®
Accordingly, under section 192(7), when assessing content generated by such tools, platforms must
evaluate illegality by reference to the conduct and mental state of the individual who may be assumed to
control the bot or tool (or actually controlling it). This means that platforms must first make assumptions
about the person controlling the tool, and second to assess their mental state. However, guidance on
applying these tests is limited, creating practical challenges and regulatory gaps.

The phrase “other automated tool” was included to capture emerging technologies and future-proof the framework, and the broad
wording indicates an intention to encompass technological development. See. UK Parliament. (2023). Online Safety Bill: HL Bill
151, Second Marshalled List of Amendments to be Moved on Report. Retrieved from
https://bills.parliament.uk/publications/52137/documents/3783, Also, see comments of Lord Hallam in Online Safety Bill debate
[Hansard, Vol. 831]. UK Parliament. Retrieved from https://hansard.parliament.uk/lords/2023-07-06

8 Ofcom. (2025, July 30). ICJG, p. 6. Retrieved from https://www.ofcom.org.uk/siteassets/resources/documents/online-
safety/information-for-industry/illegal-harms/illegal-content-judgements-guidance-statement-updated-30-july-2025.pdf?v=403556

19 Ofcom. (2025, July 30). ICJG, para 1.52. Retrieved from https://www.ofcom.org.uk/siteassets/resources/documents/online-
safety/information-for-industry/illegal-harms/illegal-content-judgements-guidance-statement-updated-30-july-2025.pdf?v=403556
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Gaps in platforms’ duties

The OSA is built on the assumption that humans make decisions, execute actions, and carry out attacks,
enabling outputs to be attributed to a human controller.2? This assumption fails with autonomous agentic Al
systems, making platforms’ obligations unclear.

Two specific challenges emerge: (1) “control” is undefined and may be unattainable where systems exhibit
independent behaviour, and (2) the requisite criminal intent cannot be attributed where agents set their own
objectives.

Focus on human control

Section 192(7) requires platforms to assess content by reference to the person assumed to "control" the
automated tool. However, “control” is defined in neither the OSA nor Ofcom’s guidance, leaving platforms
without clear criteria for identifying the relevant actor.

This creates both conceptual and operational challenges. Control can be interpreted narrowly, as the ability
to direct behaviour or guarantee outcomes, but this standard may be unattainable for advanced Al models.
Their opaque nature means operators cannot reliably predict outputs. The challenge intensifies with
sophisticated agents operating along a spectrum of autonomy and agency; some exhibit high levels of
independence making attribution of control increasingly tenuous.?' Moreover, for highly autonomous
systems, formal authority (who legally owns or deploys the system) may diverge from actual influence (who
can meaningfully direct its actions).

Alternative approaches frame control in terms of functional responsibility (e.g. deployment, use, or
monitoring), linking accountability to those best positioned to manage risks. However, the OSA provides no
guidance on which approach applies, creating uncertainty for platforms in applying the test.

Attribution of intent

Even where platforms make inferences or assumptions about the controller, Al systems with agentic and
autonomous capabilities raise another important question: whether their outputs meaningfully reflect human
intention such that they can be classified as “illegal content”.

Al agents can generate content without direct instruction, blurring the line between deliberate and accidental
outcomes. In particular, the degree of agency poses particular challenges for demonstrating intent. Highly
agentic systems, capable of setting and pursuing their own objectives, may sever the connection between
outputs and human intention. By contrast, where a system executes a predefined goal, even with minimal
oversight and a high degree of autonomy, intent may be more readily inferred.

This dynamic creates circumstances in which technically no offence is committed, simply because a
sufficient link to a human criminal mental state cannot be established. Material that would otherwise qualify
as unlawful may escape regulation when originating from autonomous or agentic models, exposing a gap
in the OSA’s framework.

The problem is further demonstrated by the possibility of content being generated by malfunctioning or
rogue Al agents. Their outputs may be identical in substance and harm to intentional violations, yet remain

20 See Hansard Lords 26 May.See comments of Lord Allam: “It is very clear that we want to make sure that such behaviour is in
scope and that the person cannot hide behind the fact that it was an automated tool, because we are interested in the mens rea of
the person sitting behind the tool”, https://hansard.parliament.uk/lords/2023-07-06/debates/A3CD7080-9B88-4F 19-A7A7-
D81E1739B887/OnlineSafetyBill.

21 Feng, K. J. K., McDonald, D. W., & Zhang, A. X. (2025). Levels of autonomy for Al agents. Knight First Amendment Institute’s “Al

and Democratic Freedoms” essay series. arXiv. https://doi.org/10.48550/arXiv.2506.12469.
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technically lawful absent proof of human intent. Platforms must make immediate moderation decisions
without reliable means to distinguish deliberate manipulation campaigns from system malfunction.

Accordingly, platforms face a dilemma. They may adopt a precautionary approach and treat such content
as “illegal” based on reasonable inferences from context and substance. However, platforms taking a
different approach risk enabling the very harm the OSA was designed to prevent and may breach their
obligations. Both approaches expose friction and exposes regulatory gaps.

lllustrative example

A Russian intelligence officer launches an influence campaign targeting social media users in the UK.
He uses sophisticated Al agents to improve perceptions of Russia. Instead of crafting specific messages,
the officer only set broad parameters: “generate content that counters negative narratives about Russia”.
The agents spring into action. They create thousands of authentic-seeming social media personas and
analyse trending topics to identify moments of maximum impact. They disseminate content containing
misrepresentations: manipulated quotes from UK officials and doctored images of protests. They engage
dynamically with social media users, responding to comments with nuanced arguments and deploying
targeted emotional appeals.

The campaign generates millions of interactions, shifts opinion in target groups, and affects political
discourse. Within three weeks, the campaign generates 47 million interactions, shifts opinion polls by 12
points among key demographics aged 18-34, and affects political discourse.

Trust & Safety team at a popular social media platform, EchoNet, has to establish whether this is “illegal
content” linked to the foreign interference offence. EchoNet’s technical investigations established that the
campaign relied on highly autonomous and agentic Al agents. They also linked it to the Russian
intelligence service.

The Trust & Safety team struggle to establish both “control” and the required mental state, though they
agree that other elements of the offence are satisfied.?2

Control: The officer made a single deployment decision, while the Al agents independently determined
which narratives to counter, which fabrications to create, which audiences to target, and which emotional
triggers to exploit. Did the officer truly “control” the agents? Some members of the team argue it is not
possible to assume that anyone exercised meaningful control over them.

Mental state: The platform does not have information on the officer's mental state. It has to make
decisions based on the available information, in particular content and evidence of misrepresentations.
The use of agentic Al divides the team:

e Some members consider that no offence was technically committed, meaning the content cannot
be treated as “illegal.” The agentic system broke the chain of attribution, so the platform’s duties
are not triggered.

e Others argue the content should be removed regardless: based on all reasonably available
information, the content appears to amount to foreign interference, even if agent autonomy
creates legal uncertainty about whether the offense has been committed. Moreover, they note
that the foreign interference offence in section 13(2) of the National Security Act 2023 can also

22 This is assumed for the sake of the case study. In practice establishing misrepresentation is also challenging in such
circumstances.

10



Closing Loopholes in the Online Safety Act 2023:
Tackling Mass Manipulation from Al Agents

be committed by recklessness. Although there is no legal precedent for this, they consider that
the use of automated tools demonstrates recklessness.

SECTION 7: SCOPE OF CRIMINAL LAW

The effectiveness of the UK'’s legislative framework in addressing mass manipulation threats from Al agents
also depends on the scope of criminal law and its ability to capture manipulation conducted through
autonomous systems. While criminal law is primarily concerned with individual liability, it can nonetheless
serve a deterrent function by discouraging harmful conduct and limiting the circulation of unlawful material
before it reaches platforms. Moreover, whether manipulation is criminalised — and under what
circumstances — determines when platform duties under the OSA are triggered.

As discussed above, only certain forms of manipulation fall within the scope of defined criminal offences,
while general misinformation or mass manipulation remain outside the reach of UK criminal law.
Parliament’s most direct attempt to address harmful online falsehoods is the false communication offence
(Section 179 OSA), which criminalises the knowing transmission of false information with intent to cause
non-trivial psychological or physical harm to a likely audience.

However, Section 179 faces significant limitations in punishing people engaged in mass manipulation with
the use of Al agents.

e High mental state threshold: The offence requires proof that: (1) the accused knew the
communication was false, and (2) that they intended to cause non-trivial harm to a likely audience.
This imposes a demanding evidentiary burden. Establishing intent in relation to Al-generated
outputs is particularly challenging in criminal law enforcement, where proof must be established
beyond reasonable doubt. Human actors can exploit this by denying liability, pointing to the
system’s independent operation or the absence of any specific intention to cause harm. The sheer
volume of content produced by Al agents further complicates matters: it is unrealistic to
demonstrate that a human knowingly approved or understood each individual falsehood.

e Narrow definition of harm: The offence concerns only the intent to cause non-trivial psychological
or physical harm. This narrow scope excludes a wide range of manipulative practices with other
objectives, such as eroding public trust, undermining electoral integrity, or distorting democratic
discourse.

Beyond determining whether the offence has been committed, a further challenge lies in how it translates
into platforms’ duties under the OSA. The false communication offence is not designated as a priority
offence, meaning platforms have no statutory obligation to proactively prevent such content.

Therefore, section 179 fails to close the regulatory gap in the face of escalating mass manipulation threats,
leaving the legislative framework exposed.

SECTION 5: RECOMMENDATIONS

Recommendations 1-3 are targeted, pragmatic measures designed to deliver immediate clarity and quick
fixes. By contrast, Recommendation 4 is more complex but carries far greater potential impact in addressing
mass manipulation threats.
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Recommendation 1: Clarify the scope of “automated tool”

Ofcom’s guidance should clarify that “automated tool” has a broad meaning, encompassing systems with
autonomous and agentic characteristics. This future-proofs the framework against emerging technologies
and aligns with legislative intent. In particular, changes should be made to the Register of Risk and the
ICJG.

Changes to the Register of Risk

Annex1 — Glossary of terms of the Register of Risk should include the following definition:

Automated tool An umbrella term for software applications, algorithms or computational
systems programmed or trained to perform tasks without continuous
human intervention. It includes systems displaying autonomous or
agentic capabilities, such as the ability to pursue goals independently,
make contextual decisions, take initiative, or adapt behaviour in
response to their environment. The term should be interpreted broadly to
encompass emerging technologies and evolving capabilities.

Changes to the ICJG

Subsection “Conduct and state of mind when content has been posted by a bot” of the ICJG (paras. 1.51-
1.53) should be amended to refer not only to bots but also “other automated tools”. Moreover, wording
should be added to confirm broad interpretation of automated tools, for example:

“Content may also be generated or disseminated by automated tools displaying greater autonomy and
agency than bots, such as Al agents capable of pursuing goals independently, making contextual decisions,
taking initiative, or adapting behaviour in response to their environment. The term "automated tools" should
be interpreted broadly to encompass emerging technologies and evolving capabilities, ensuring the
framework remains effective as technology develops.”

Long-term legislative amendment

While Ofcom’s guidance would address the immediate gap, section 236 of the OSA should be amended to
ensure consistency. A possible approach would be to revise the current definition in section 236 to include
the following wording (underlined):

“automated tool: includes a bot and any software application, algorithm, or computational system,
including systems displaying autonomous or agentic capabilities”.

Recommendation 2: Clarify “control” by focusing on deployment responsibility

Section 192(7) should be clarified to remove ambiguity about whom the test applies to and clarify the
problematic notion of “control.” Drawing on functional responsibility frameworks used in Al governance, the
guidance should establish a rebuttable presumption that the user, the person who puts the tool into
operation, is the relevant actor for assessment purposes. In the context of intentional mass manipulation
campaigns, the user is the most relevant actor.23 This approach provides clarity while maintaining flexibility.

23 During the legislative process, an amendment was considered to expand the language to "controlling or owning” the bot. House
of Lords. (2023, May 25). Online Safety Bill debate [Hansard, Vol. 830]. UK Parliament. Retrieved from
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This could be achieved through the inclusion of additional wording in paragraph 1.52 of ICJG:

“For the purposes of Section 192(7), the person controlling a bot or automated tool should generally
be understood to be the person who uses it, that is, the person who puts it into operation to
generate, modify, or disseminate content. This presumption applies unless specific evidence
indicates that another person exercises control over the tool's operation or outputs.”

Such clarification would provide much-needed certainty and move away from the unclear framing of control.
Importantly, the proposed wording would remain robust even in cases involving highly autonomous or
agentic systems and could extend to some emerging threats.?*

In the longer term, legislative amendments would be appropriate. A possible approach would be to revise
Section 192(9) to state:

“To control a bot or automated tool means to use it, unless evidence demonstrates that
another person exercises control over its operation or content generation.”

This would secure a clear and consistent meaning of “control,” while allowing consideration of other actors
in rare circumstances where they more appropriately exercise effective control.

At the same time, while regulatory guidance could resolve immediate ambiguities for platforms, the broader
concern is that the OSA’s human-centric focus on control sits uneasily with the realities of autonomous and
agentic Al systems. As capabilities advance, the gap between legal assumptions and technical reality will
widen, undermining platforms’ ability to discharge their duties with confidence and leaving the law
increasingly misaligned with the technologies it seeks to govern.

Recommendation 3: Explain how platforms should assess illegality of content generated by
automated tools such as Al agents

Ofcom’s ICJG should be expanded to provide guidance on assessing the illegality of content generated by
automated tools. In light of growing risks from manipulation campaigns, platforms’ duties in relation to
Al-agent-generated content should be more clearly defined. This recommendation could be pursued in two
phases: first, through expanded Ofcom guidance; and second, through legislative amendment.

In the first instance, Ofcom should provide platforms with clarity on the treatment of illegal content by:

e Confirming the evidential standard. The OSA does not require platforms to prove intent or
establish mental state with certainty. Platforms must assess illegality based on reasonable
inferences and reasonably available evidence.

e Clarify application. Highly autonomous or agentic characteristics do not exempt Al-generated
content from being considered “illegal content”, even where attribution of mental state to a user or
controller is uncertain due to possible breaks in the chain of attribution. Providers must assess all
available information and make reasonable judgments in light of the broader context and substance
of the content. Where reasonably available evidence indicates illegality, the content should be
treated as such.

e Suggest criteria. In making the assessment, platforms should consider:

https://hansard.parliament.uk/Lords/2023-05-25/debates/6 19A6A9E-6D1F-4007-8171-
C00A2BB0B01D/OnlineSafetyBill#contribution-7D2D432C-1C85-459D-8881-A817494AF510. However, focusing on the user rather
than on control or ownership provides a clearer and more enforceable standard.

2 Potentially, it would apply to chains where an agent deploys additional tools or sub-agents: the user of the original agent would be
considered responsible for the entire chain, as their initial user set the sequence in motion.
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o The nature and substance of the content — whether the material can reasonably be
regarded as amounting to an offence or equivalent to such content.

o The context, manner, and scale of dissemination — including amplification, targeting, or
coordination.

o Technical metadata and other characteristics — indicators of automated generation,
distribution patterns, or system-level behaviours.

However, these clarifications are unlikely to resolve the uncertainty, as they largely restate the current
position without specifying a clear approach. There is a strong case for more substantive reform and clearer
changes. At a high level, we identify three possible approaches:

e Unlawful automated content. Establish a distinct category for content autonomously generated
by Al tools that objectively exhibits illegal characteristics — i.e. content the platform reasonably
considers equivalent to illegal content.

e Lowering the mental requirement. Reduce the evidentiary burden for establishing intent where
Al tools are involved, recognising that attribution of mental state to a controller may be uncertain.
This would allow platforms to dispense with considering whether mental state elements of the
offence are satisfied if all other characteristics indicate that the content is illegal.

e Reasonable risk. Provide that mental state can be established where automated tools are used if
the platform is reasonably satisfied that a reasonable user would have foreseen the risk of illegal
content.

Each of these options would require extensive policy design. Our initial view is that a narrowly defined
category of unlawful automated content may be preferable. Lowering mental state requirements could
achieve similar outcomes but risks inconsistency with the broader definition of illegal content at the heart
of the OSA. While the “reasonable risk” approach is conceptually neat, it would fail to capture outputs from
rogue bots or misaligned tools. Yet there is a strong argument that such outputs should be in scope, as
they may be indistinguishable from illegal content in their impact.

Recommendation 4: Implement interventions to combat broader mass manipulation threats,
beyond the current scope of criminal law to improve long term resilience.

The clarifications in Recommendations 1-3 are necessary, but arguably insufficient. Escalating threats and
the potential impacts of automated mass manipulation raise the question of whether more fundamental
reforms are required. One option would be to expand the scope of regulation to encompass currently
non-criminal conduct. Such reforms, however, are considerably more contentious and would involve
significant trade-offs, particularly in relation to freedom of speech.

A possible approach is to expand the scope of the false communication offence in the OSA, which is
currently ill-suited to addressing automated mass manipulation threats. Amendments could significantly
increase its utility, both by enabling prosecution of those orchestrating such campaigns and by
strengthening the platform duties set out in the OSA.

e Expand mental state requirements: Amend the offence so that it can be committed recklessly
(both as to the falsehood of content and the harm), particularly where automated tools are used to
generate content. This would capture actors who use Al systems with reckless disregard for
whether false communications will be disseminated, addressing the evidentiary challenge of
proving intent and knowledge in automated contexts.
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e Broaden definition of harm: Extend the scope of the offence beyond non-trivial psychological or
physical harm to encompass harms to democratic and political processes. This would ensure the
offence captures manipulation that undermines collective decision-making and public trust, not only
direct individual harm. In practice, such an approach could draw parallels with the definition of the
interference effect in the foreign interference offence.

e Elevate to priority offence status in the OSA: Designate section 179 offence as a priority offence
under the OSA. This would impose proactive obligations on platforms to prevent and remove false
communications. This would shift platform enforcement from reactive prosecution to systemic
prevention, a model better suited to addressing manipulation at scale.

In relation to designation of the false communication offence as a priority offence, it is noted that this
proposal was rejected during the legislative process on freedom of speech grounds. Concerns focused on
the chilling effect of requiring platforms to proactively monitor and remove potentially false content, which
could lead to over-removal of legitimate speech and stifle public debate. Safeguards, however, could be
introduced to mitigate these risks. For example, limiting priority offence status to cases involving automated
tools would target the most scalable manipulation threats while reducing broader free-speech concerns.

An alternative approach would be to extend platform duties beyond illegal content, shifting away from
reliance on criminal law amendments and addressing blind spots where lawful but harmful campaigns
escape scrutiny. Although this was a deliberate policy choice, it may now warrant reconsideration. One
option would be to introduce mandatory systemic risk assessments for automated manipulation, drawing
on the model of systemic risk obligations under the EU Digital Services Act (DSA). While DSA duties have
been controversial due to their potential impact on freedom of speech, limiting such obligations specifically
to automated tools and large-scale manipulative content could mitigate these concerns, focusing
enforcement on the most scalable threats while preserving space for legitimate debate.

This program of policy work should address broader questions concerning freedom of expression in
automated contexts. While the use of Al agents for political purposes may be legitimate, the implications
for freedom of expression are arguably different in the case of autonomous Al speech. Unlike humans,
autonomous agents do not themselves hold rights or interests in expression. Moreover, there is a distinctive
risk that overwhelming volumes of Al-generated speech may exert a silencing effect on human discourse,
crowding out genuine debate rather than fostering it.

Trade offs

Any regulatory intervention involves trade-offs. While the proposed measures aim to strengthen the
application of the OSA and protect the public, it is important to acknowledge potential costs and limitations.
These may arise in particular in relation to (i) compliance burdens on platforms, (ii) risks of over-blocking
and restrictions on freedom of speech, (iii) and potential impacts on innovation.

Overall, while trade-offs exist, the analysis indicates that the costs of Recommendations 1-3 are relatively
low. These measures primarily clarify existing obligations rather than expand them, and therefore carry
limited downsides. With respect to freedom of speech, the principal impact of expanding obligations will fall
on material generated by Al agents. There are strong arguments for treating automated content differently
from human-generated content when freedom of expression is concerned. Nonetheless, a residual risk
remains that lawful human speech could be indirectly affected. This risk is mitigated, at least in part, by
safeguards already embedded in the Online Safety Act, which require platforms to distinguish between
illegal content and harmful but legal content.

Recommendation 4 is considerably more far-reaching, as it would significantly expand the scope of
criminal law. Reforms must balance the need to protect against manipulation with the imperative of
safeguarding free speech. Adverse impacts, however, could be mitigated by targeting reforms specifically
at the use of automated tools, thereby narrowing the scope and reducing the risk of over-reach.
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CONCLUSION

The OSA is the UK's primary defence against mass manipulation. Yet significant uncertainties and gaps
remain in how the framework applies to manipulation campaigns using autonomous and agentic Al
systems. Without action, the UK will be exposed to increasingly sophisticated manipulation campaigns.

This brief presents recommendations that address both immediate vulnerabilities and fundamental gaps.
These approaches are complementary, not alternatives. Quick fixes address urgent vulnerabilities while
comprehensive reform builds lasting resilience.

Targeted clarifications to Ofcom guidance would deliver rapid protection by strengthening platform
obligations and providing legal certainty. These require no legislative change and present low-cost
interventions with high defensive value; there is no reason to delay their implementation.

Broader reforms to criminal law would close fundamental gaps that guidance alone cannot address. This
work requires deeper policy development and involves real trade-offs, particularly regarding freedom of
expression. But the scale of emerging threats and the speed at which Al capabilities are advancing demand
that this work begin now, not after the first catastrophic incident.

Acting now would allow policymakers to reinforce the UK’s regulatory framework before vulnerabilities are

exploited at scale. Timely intervention would reduce exposure to foreign interference and other
manipulation threats, while securing the OSA'’s protective purpose in the age of Al.
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Annex 1 — technical characteristics of agents

Although it is currently not possible to define a standard set of tools used by Al agents given the speed at
which technology progresses, we set out below the architecture used by the majority of Al agents today.

Most Al agents can be deconstructed in the following 3 blocks:
1. The LLM, serving as the reasoning engine (e.g.: thinks, plans and acts accordingly);
2. The tools that, when used by the LLM, will allow it to perceive its environment (e.g.: web browser,
cameras, screen access) and to interact and modify it (e.g.: code execution, external API use,

computer use);

3. The memory, which contains all initial instructions and information about past actions. The memory
can be augmented by context-specific information (e.g.: proprietary databases).

The memory and the tools agents have access to are its “scaffold”. They are what allows a simple LLM to
become an autonomous system.

Interacts with

X Tools

# Env. modifying
tools
@ Perception
tools

Interprets data

Processed
environment
data

Environment

¥ Memory

Instructions, goals
Past actions
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