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Abstract 

Safety progress in AI is ultimately an economic problem: current markets do not generate strong enough 
incentives for firms to invest in safety across the relevant domains or time horizons. This led us to ask whether 
“market-shaping” tools could pull more safety into existence rather than relying on unconvincing voluntary 
commitments, limited grants, or slow and rigid regulation. 

We examined three families of mechanisms: advance market commitments (AMCs), prize competitions, and 
liability/insurance, using precedent review, desk research, light mechanism design, and a small number of expert 
conversations. The core finding is that AMCs are a poor fit for most software safety problems but may be viable 
for verifiable hardware and assurance mechanisms, particularly given ongoing UK/EU policy on sovereign 
compute. Prizes look more promising for many technical domains (e.g. evaluation, verification, interpretable 
tooling), where results can be tested and iterated more quickly than through conventional grants. 

An empirical scan of recent AI safety prizes shows that (i) prizes are culturally normalised but financially 
insufficient to attract top teams on purely economic grounds; (ii) they cluster in commercially aligned domains 
(cybersecurity, robustness, evaluation); and (iii) they do not scale at the pace of capability improvements. This 
suggests that prize design should target neglected, socially valuable safety problems rather than simply 
amplifying existing market incentives. 

Taken together, the work points to a practical niche for AMCs in hardware and assurance, and a broader role for 
prizes in safety-adjacent research. 

 



Framing the initial problem 
 
Markets already provide some incentives for AI safety. Firms care about brand, investors, and customers, and they 
react quickly when failures are visible and embarrassing. This helps explain why most safety improvements so far 
have been in areas that matter commercially, such as filters for biological and chemical misuse, illegal tasks, harmful 
content, and child-safety, which are now documented in model cards (e.g. Opus 4.5 system card) and third-party 
evaluations (e.g. AISI). These are also the failure modes that attract press attention, regulator interest, or legal risk. 
 
But many important safety investments are not rewarded by the market. They pay off slowly, benefit rivals through 
spillovers, or only matter once enough actors adopt them. They also do not prevent short-term PR incidents. As a 
result, while firms are pushed to scale capabilities quickly,  investment in evaluation, monitoring, interpretability, 
scalable oversight, and long-horizon safety lags behind. Philanthropy fills part of the gap (roughly 
US$100–150m/year across major funders, plus ~US$30m internally at labs), but this is small relative to capability 
spending, and regulation remains slow and fragmented. 
 
Our project asks whether market-shaping tools such as prizes, and advance market commitments, can help. These 
mechanisms pay for outcomes rather than effort and could complement regulation and philanthropy by creating 
direct incentives for safety work that would otherwise go underfunded. The aim is to identify where they might 
work, and design mechanisms that real buyers, funders, and implementers could use. 
 

Approach and work process 

After an initial phase mapping the problem and surveying the broader landscape, we structured the work as 
parallel deep dives, with different team members taking responsibility for different streams. The core stream 
focused on three tasks: (1) clarifying the core incentive problem in AI safety; (2) identifying mechanisms that 
could redirect or amplify incentives; and (3) evaluating three candidate tools—prizes, advance market 
commitments (AMCs), and liability/insurance. 

Our outputs (listed at the end of this document) include draft blog posts for feedback, short policy briefs, and 
internal research notes. We consolidated references in a shared Zotero library and coordinated writing and 
literature review through shared documents to avoid duplicated work. 

We also explored the value of a simple decision dashboard to make eligibility and scoring criteria explicit. 
However, we noted the risk that dashboards can become a target rather than a tool, and therefore may distort 
incentives if used uncritically. 

 

https://www.anthropic.com/claude-opus-4-5-system-card
https://inspect.aisi.org.uk/


 

Figure 1: Our Research Approach 

 
What we learned about AMCs for AI safety 

 
Our deep dive examines advanced market commitments (AMCs) as a general tool for addressing demand-side 
uncertainty, and tests whether they could work for frontier AI safety. We first studied how AMCs have been 
used for vaccines and carbon removal, looking at both the design and how they worked in practice. Then it 
identifies the structural features that matter. Finally, it asks whether the same problems and design choices apply 
to AI. 
 
In our literature review, we found that a substantial interdisciplinary literature examines “market-shaping” or 
“pull” mechanisms, such as advance market commitments (AMCs), prizes, milestone payments, and hybrid 
procurement, to solve underinvestment problems in socially valuable innovation. Work on vaccine AMCs (e.g. 
Kremer, Levin & Snyder 2019; Glennerster, Kremer & Williams 2006) shows that credible advance purchase 
commitments can accelerate development where products are technologically distant and conventional markets 
fail, though design issues and political optics limit adoption (Light 2005). Prize-focused research (Kalil 2006; 
Besharov & Williams 2012) suggests that inducement prizes can mobilise non-traditional innovators, leverage 
prestige effects, and generate spillovers, but must be carefully scoped, staged, and verified. Institutional studies 
(Kosiak & Silverman 2021) highlight that government use of pull mechanisms remains constrained by legal, 
budgetary, and administrative frictions, even where theoretical justification is strong. Collectively, the literature 
implies that pull mechanisms work best where demand certainty, verification, and competition can be specified, 
and where the social value of innovation exceeds commercial returns, conditions readily observed in vaccines, 
socially beneficial innovation, and (as recent work suggests; Tomei, Jain & Franklin 2025; Rehse et al. 2024) may 
be the case in emerging AI safety and reliability domains. 
 
The key structural features that define AMCs are: 

 
●​ Credible purchasing pool: a group of committed buyers who are willing and motivated to purchase 

the product 
●​ Target product specification: the product must be defined clearly enough that buyers can commit to 

purchasing it 
●​ Performance verification: there must be clear, transparent criteria for checking that a product meets 

the specification 
 

https://www.nber.org/system/files/working_papers/w28168/w28168.pdf
https://doi.org/10.1002/hec.1176
https://journals.plos.org/plosmedicine/article/file?id=10.1371/journal.pmed.0020271&type=printable
https://paloaltoprize.com/wp-content/uploads/2014/09/Prizes_Brookings_Tom_Kalil_PrizesforTechnicalInnovation_2006_12_3.pdf
https://dspace.mit.edu/bitstream/handle/1721.1/85845/Copy%20Edits%20MS%205537%20FINAL.pdf;jsessionid=B454D11640A8FF91588996CA7229B6D5?sequence=1
https://www.cgdev.org/sites/default/files/enabling-us-government-participation-pull-mechanisms-social-impact-innovation-survey.pdf
https://arxiv.org/abs/2501.17755
https://www.econstor.eu/bitstream/10419/308835/1/1914409817.pdf


●​ Unit divisibility: the product must be divided into specific units that can be purchased 
 

The findings suggest AMCs can only work for AI in limited cases. Either a precise, verifiable software product 
(such as a standalone product or tokens), or physical infrastructure (such as a physically integrated system or 
hardware mechanisms in chips). 
 
For software, this requires an independent evaluation system capable of certifying that a model meets a baseline 
safety profile, covering: risk identification, hazard evaluations (cyber, bio, deception), governance processes, 
transparency documentation, and privacy/compliance. Additional evaluation modules could address 
domain-specific needs (finance, healthcare, biosecurity, cybersecurity, fairness/ethics). 
 
It also requires a buyer pool. In prior AMCs (e.g., vaccines), the buyer pool consisted of national governments, 
multilateral donors and large philanthropies (e.g., GAVI, Gates Foundation), and required large financial 
commitments to overcome the collective action problem and make participation credible to suppliers. AI safety 
has a similar structure: it is a highly profitable industry with weak private incentives to pay for safety, so buyers 
(governments, insurers, corporations, philanthropies, regulators) would need to commit to purchasing usage 
credits or stand-alone products once the model passes the relevant evaluations, thereby creating a credible 
demand signal that partially covers the safety premium. 
 
However, incentive issues remain. A pooled buyer coalition, supported by philanthropy or governments, would 
likely be required to: (1) solve the credibility problem; (2) overcome collective action failures; and (3) distribute 
risk. An independent Safety Evaluation Fund (financed by small levies on AI capital expenditure or revenue) 
could pay auditors to avoid conflicts of interest. 
 
Overall, we found that applying AMCs to software is a significant lift. The main difficulty is unit divisibility: it’s 
unclear what counts as the purchasable unit (tokens, licences, standalone products), and interviews suggested 
that private incentives for safety are hard to attach to such units. This is compounded by the fact that the 
frontier AI software market behaves in a speculative and concentrated way, where profitability is driven by scale, 
hype and rapid deployment rather than normal buyer pull or well-priced safety features. These factors make it 
difficult to use AMCs to induce safety improvements in software. 
 
By contrast, hardware may offer a more tractable path, which we discuss in the next section. 

 
Hardware as a potential AMC niche 

We explored whether AMCs could work better for hardware than for software. The UK’s recently announced AMC 
for domestic hardware firms indicates that governments are already willing to use purchase-commitment tools in 
semiconductor markets. At the same time, several strands of AI governance work (Governance.AI, 2024) highlight 
that enforceable regulation or treaty-style coordination requires credible visibility into training and inference 
workloads. Without hardware-level assurance and attestation, it is difficult to verify compliance, detect high-risk 
workloads (e.g., chemical, biological or nuclear domains), or prevent covert accumulation of compute. 
Governance-enabling mechanisms embedded in chips therefore provide both a natural product for AMCs and a 
plausible route to making forward-looking policy enforceable. 

The hardware environment also differs materially from software for AMC purposes. Hardware products are 
naturally divisible into units that can be purchased, stocked, and deployed, and semiconductor vendors are 

 

https://www.ft.com/content/d4d9d091-5fd7-4c20-a3ca-f68f580f7d6b
https://www.governance.ai/analysis/computing-power-and-the-governance-of-ai


accustomed to responding to ordinary commercial incentives rather than speculative dynamics. Several of the 
incentive failures that damage the credibility of software AMCs are less severe in hardware: costs and overhead are 
visible, procurement pathways are routine, and public institutions already intervene in adjacent security-critical 
markets (e.g. CHIPS act, export controls, critical infrastructure). For these reasons, hardware and assurance may 
represent a more tractable AMC niche. 

On policy viability, we consider two possible angles. The United Kingdom’s 2025 AMC for domestic AI-hardware 
startups suggest that AMCs are seen as part of a growing semiconductor industrial policy. In the EU, as member 
states are planning major compute buildouts while simultaneously positioning themselves as a hub for regulated and 
trustworthy AI, there may be potential room for AMC-style arrangements (see our EU analysis for a critical 
perspective). This enables a sovereign buyer to embed verification and safety-by-design requirements for the compute 
they are hoping to produce and use in the future. If AMCs can pull sovereign chip capacity into existence, they may 
also have the ability pull governance-critical assurance features into the hardware that powers AI. 

A plausible structure would require specification of safety-enabled chips and prototyping before large-scale 
deployment commitments. Replacement cycles in data centres create repeated procurement windows, and a pooled 
buyer coalition, likely involving governments, public research infrastructure, cloud providers, and regulated sectors, 
can solve the credibility and collective-action problems that individual buyers face. In the next section we introduce 
how this structure could operate within the European Union and outline legal pathways for an EU-level AMC. 

Case Study 1: AMCs for Verifiable Hardware 

We drew up a Target Product Profile (TPP) for verifiable hardware. The TPP depicts a governance-enabled GPU 
that integrates several hardware assurance mechanisms. The purpose is to create a verified compute unit that satisfies 
security, compliance, and enforcement requirements defined in an advance market commitment (AMC). The GPU 
contains a hardware root of trust as the anchor for identity and attestation. Around that root are three 
policy-relevant capabilities: 

1.​ Location Locking (GPS/Latency): verifies where the device is physically deployed and guards against 
smuggling or covert relocation. 

2.​ Fixed-Set / Anti-Aggregation Controls: prevents the chip from being assembled into large, unapproved 
clusters, limiting daisy-chaining and rogue supercomputer formation. 

3.​ Remote Kill Switch & Metering: enforces licensing, disables offline bypass, and enables controlled 
shutdown or throttling based on policy conditions. 

The AMC functions as the market-pull instrument, committing buyers to purchase chips that implement these 
features if they meet defined requirements. This means that governance-relevant capabilities can be embedded 
directly in hardware rather than imposed through external software controls. The mechanisms work together to 
verify geography, prevent aggregation into illicit clusters, and enforce compliance at the device level. 

 

 



 

Figure 2: Visualisation of AMC for Verifiable Hardware 

The Feasibility of Market-Shaping in the EU 

While evaluating AMCs, particularly for hardware with AI-safety and verification relevance, we also examined 
whether such mechanisms could be co-funded or anchored at the EU level. We were asking whether the European 
Commission could act as a demand aggregator or first buyer for governance-enabling hardware, either alone or 
jointly with member states and private actors. 

The short answer is that the Commission has several “pull” instruments already (Horizon/EIC inducement prizes, 
Pre-Commercial Procurement (PCP), and Public Procurement of Innovative Solutions (PPI)), but lacks clear legal 
authority for true AMCs. Under the Financial Regulation, spending must be pre-budgeted, beneficiaries 
identifiable, and contingent liabilities need to be tightly constrained. A textbook AMC violates these conditions 
because the product, supplier, and payment trigger are unknown at commitment time. The COVID-era vaccine 
advance purchasing only worked due to a health-specific derogation; no similar basis currently exists for AI, digital 
infrastructure, or cybersecurity. 

Within these constraints, three routes look feasible. First, adapting existing procurement tools (PCP to PPI) can 
produce a softer AMC-like demand signal; this is legally straightforward and has precedents, but lacks a hard 
purchase guarantee. Second, targeted legislation could create conditional purchase authority for critical digital 
technologies, enabling genuine AMCs but at high political cost. Third, a limited pilot could test conditional 
purchases for AI safety or assurance tools within current programmes. In practice, PCP to PPI appears most realistic 
in the near term, while legislation or pilots would be required for a stronger, repeatable commitment device 

 

 

 



Evaluation of Prizes as a Market-Shaping Mechanism for AI Safety 

 



A second exploration of market-shaping mechanisms examines whether prize mechanisms could support safer AI 
development. Just like AMCs, prizes reward results rather than inputs, making them most useful when goals are 
clear but the path to achieving them is uncertain; however, unlike AMCs, they can reward intellectual insights (as an 
alternative to patents) and are well-suited to open-source, or free-to-access software-based breakthroughs. 

That structure fits the AI safety landscape: many relevant outputs. Evaluation tools, adversarial testing frameworks, 
interpretability methods, red-teaming infrastructure have public-good properties and weak commercial markets, yet 
are measurable enough to verify. Where grants pay for effort and AMCs pay for adoption, prizes pay for 
demonstration, making them well suited to early-stage problems where technical feasibility is unknown. 

Prizes also fit the cultural and competitive dynamics of AI. Developers and research groups already compete for 
prestige, visibility and benchmarks, and evaluation infrastructure is becoming more mature through emerging 
institutes and test suites. Because prizes reward outcomes and reputation, they can mobilise high-skill participation 
even when budgets are modest. They also leverage uncertainty: when many approaches might work, competitive 
search can outperform prescriptive research funding. 

Relative to alternatives, prizes work best when (a) solution paths are uncertain, (b) success can be independently 
verified, and (c) the primary output is not a marketable product but a public or shared good. In those cases, grants 
may be underpowered (they pay whether or not the solution works) and AMCs may be ill-fitting (there is no 
obvious buyer for interpretability or eval tooling). Prizes can complement both: grants can seed research; prizes can 
validate breakthroughs; AMCs can then drive adoption where a real buyer exists. 

More so than AMCs, the legal environment is favourable in the EU. Horizon Europe already supports inducement 
prizes, and EIC competitions provide workable templates. A safety-oriented prize could be launched under existing 
authority, co-funded with member states or philanthropies, and verified through independent evaluators such as the 
AI Safety Institute. Formats could range from narrow technical challenges to larger prestige prizes. The main design 
questions concern metrics, verification, gaming risk and whether the goal is technical progress, ecosystem 
mobilisation, or public visibility. 

Empirical Findings on Existing Prize Mechanisms in AI Safety 
We performed a short empirical study which found that prize mechanisms for AI safety are unevenly distributed 
across domains and funding tiers. Mapping 18 significant competitions from 2024–2025, we observed a multi-tiered 
prize landscape dominated by one major government initiative (DARPA AIxCC at $29.5m), followed by a cluster of 
corporate-sponsored mid-to-large prizes ($200k–$1m), and a long tail of small hackathons and community events. 
Winner-takes-all formats were rare; most competitions used tiered or multi-track structures, suggesting organisers 
value multiple viable solutions and community participation over single-point optimisation. 

 

https://aicyberchallenge.com/


 
Figure 3: Distribution of Prize Fund Sizes for AI-safety related prize competitions (2023-2025) 

 

 
Figure 4: Safety Domains Addressed by AI-safety related prize competitions (2023-2025) 

To understand how narrow this is relative to expert priorities, we compared our dataset to the domain structure in 
IAPS’s AI Reliability & Security Research Priorities (2025), which surveys expert judgements across 20 safety 

 

https://static1.squarespace.com/static/64edf8e7f2b10d716b5ba0e1/t/6830d21f5ce1101df600d589/1748029986827/Expert+Survey+AI+Reliability+%26+Security+Research+Priorities.pdf


subfields. We found strong concentration effects in what “counts” as prize-worthy safety work. Nearly all 
competitions focused on cybersecurity and robustness, with a secondary cluster around evaluation. By contrast, 
most safety domains identified in the wider safety literature had either one token prize or none at all. The 
comparison makes the gap explicit: areas such as interpretability, scalable oversight, multi-agent risk, long-term 
hazard reduction, and value-choice/operationalisation receive little or no prize attention, even though the IAPS 
framework treats them as strategically important research frontiers. 

Taken together, the data shows that prize mechanisms are already culturally normal in AI, but they operate where 
incentives are strongest and verification easiest. Many areas that matter for longer-term or societal safety remain 
untouched. This suggests that future prize designers should target neglected domains—such as oversight of LLM 
agents, which we examine in the case study below. 
 
Case Study 2: Prize for Oversight of LLM Agents 
 
As a proof-of-concept, we examined whether prize mechanisms could stimulate innovation in one neglected safety 
domain identified in the IAPS taxonomy: oversight of LLM-based agents. The target product profile was 
straightforward: systems that can detect, flag, and intervene on unsafe or undesirable behaviour in agents while they 
are running. This is an attractive fit for a prize for two reasons: (1) the outcome is demonstrable and testable in 
controlled environments, and (2) the solution pathway is highly uncertain, spanning interpretability, 
threat-modelling, agent architecture, and human-in-the-loop escalation. 
 
We sketched a basic playbook for success: define a clear evaluation environment (e.g. agent task suites), establish 
eligibility criteria for solutions (e.g. real-time detection, a pre-defined false-negative tolerance, auditability), and run 
competitive trials judged by an independent panel. To understand what scale of prize would credibly attract 
participation, we used a custom pull-funding sizing tool (A Practical Guide to Sizing Innovation Incentives), which 
relates expected team costs, success probabilities, and target participation levels to a required prize purse. The 
indicative outputs suggest that a plausible pool to mobilise serious entrants is in the low single-digit millions, 
consistent with other deep-tech challenge prizes of similar technical complexity. 

 

https://williamjackarnesen.github.io/msa-amc-sizing/


 
Figure 5: Example of innovation incentive sizing to incentivize participation 
 
Using data from high-effort technical competitions (e.g. Kaggle and similar engineering challenges), we adopted a 
stylised model in which each capable team has a roughly 15% chance of solving the problem under prize conditions. 
Assuming a market where financial incentives dominate participation decisions, and using $100k USD as the 
expected cost per serious team-attempt, the sizing tool suggests that a prize purse of roughly $1.6 million would be 
required to make it rational for enough teams to enter to achieve a 90% aggregate probability of success.  
 
However, the prize literature makes clear that entrants often do not behave as purely profit-maximising actors (e.g. 
Moser and Nicholas, 2013); prestige, visibility, strategic positioning, signalling, and downstream commercial options 
all matter. If these non-financial incentives can be built into the prize architecture (e.g. publicity, compute credits, 
follow-on procurement, regulatory access, or open-science prestige), it is plausible that high-calibre teams would 
participate at a lower purely financial breakeven - an important consideration in AI, where wages for top technical 
talent make cost-only participation prohibitive. 
 
The exercise illustrates two broader observations. First, prizes can operationalise “neglected but measurable” safety 
problems that are poorly served by commercial demand. Second, the design space benefits from a structured TPP, 
credible evaluation, and cost-aware sizing. Judging from the earlier empirical survey, LLM-agent oversight is a prime 
candidate for prize-based intervention: it appears in expert priority rankings, has no existing prize ecosystem, and is 
technically modular enough to admit competitive solutions. 
 

Alternative Mechanisms: Liability and Insurance 

 

https://papers.ssrn.com/sol3/papers.cfm?abstract_id=1910220.


 
Finally, we investigated the claim that AI labs have weak incentives to invest in safety because they face almost no 
liability for the harms their systems may cause. Without a credible threat of legal or financial consequences, 
safety becomes optional. In other sectors, such as aviation, pharmaceuticals and automotive, liability forces 
companies to take safety seriously, because courts, disclosure rules and evidence standards make firms bear part 
of the harm they might otherwise pass on to the public. 

 
However, liability is harder to apply cleanly to AI. It is often difficult to prove that an AI system caused a 
particular harm, many harms are non-physical, and information about how systems work is controlled by a small 
number of companies. On top of this, risks can be systemic: a single failure by one firm could have widespread 
effects that private insurance cannot realistically cover. For these reasons, liability alone is unlikely to deliver AI 
safety. Its value is more indirect: it pressures companies to log, disclose and document their systems, which 
makes regulation and enforcement possible in the first place.  
 
Outputs and dissemination 

We kept the decision open as to whether to publish work in progress or only a consolidated package. In practice, 
we drafted a series of readable blog posts as a low-friction way to invite feedback, along with more formal 
write-ups suitable for a SPAR report and a follow-up paper. The Substack and shared documents functioned as 
the bridge between internal synthesis and external learning. This helped us keep momentum even when 
individual schedules and health constraints reduced synchronous participation. 

 
Limitations 

Our work is limited by time and by access. We did not run a full empirical evaluation of the mechanism's impact. 
We did not execute a large set of expert interviews. We also did not build a complete dashboard tied to live 
procurement data, and we were careful to avoid presenting any scoring system as authoritative. These limits 
reflect the core theme that incentive design in AI safety is fragile if it depends on proxy metrics without deep 
domain grounding. 

 
Recommendations, future research, and next steps 
 
The most promising next step is to move from abstract mechanism design to concrete, sponsor-ready 
prototypes. This means: (i) structured interviews with domain experts to identify where prizes or AMCs have 
the highest odds of success; and (ii) drafting one or two target products to a level of detail that specifies eligibility 
rules, reward triggers, evaluation procedures, and credible funder and governance arrangements. These 
prototypes should be designed to withstand adversarial scrutiny, since safety-oriented evaluations are inherently 
gameable. 

 
In parallel, the AMC concept should be pursued only in the narrower hardware-and-assurance niche, treating 
the initial phase as specification and validation rather than a full purchase guarantee. The operational plan for 
the next research cycle is straightforward: (i) publish the market-failure framing; (ii) complete and share the 
ecosystem scan of existing prizes; and (iii) release a flagship prize proposal that a sponsor could plausibly adopt. 
A second proposal could develop the hardware/assurance pipeline. Liability analysis can continue as a 
supporting pillar, clarifying when ex post accountability can substitute for ex ante incentives, and when it fails to 

 



do so. 
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Appendix: Index of our team’s work products 

This section serves as a lightweight index of the main documents produced by our team members throughout 
the SPAR semester. To obtain access to any item, please message the primary author listed below. 

 

Document Short summary and URL (if ok to share) Primary author 

Deep Dive on AMCs for 
Safe AI 

When AMCs work, why AI safety is a hard fit, unit 
divisibility and gaming issues, and practical 
alternatives 

Nick Masi, Fabio 
Marinello 

EU feasibility notes for 
AMC like tools 

Practical routes for market shaping inside EU 
financial constraints e.g. where procurement tools 
may dominate, and what would require new 
authority 

Jack Stennett 

Existing Prizes for AI Safety 
- Overview 

Mapping existing AI safety prize ecosystem, early 
descriptive analysis, design principles, and candidate 
prototypes 

Jack Stennett 
with Shresth 
Verma 

AI Safety Prize 
Competition Rapid 
Analysis 

Closer analysis of existing AI Safety Prize 
environment, with quantitative analysis of existing 
prize mechanisms 

Jack Stennett 
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https://docs.google.com/document/d/1it3K0THSA0Cd8vFWMm0CnJKOjXUD4o1WysIr1EX6NBg/edit?usp=sharing


Hardware enabled 
mechanisms AMC brief 

Early sketch on secure chip incentives, how benefits 
scale from single chip to cluster coverage, and a 
hybrid prize to AMC pipeline 

Fabio Marinello 

Blogpost 1: Identifying and 
Resolving Market Failures 
in AI Safety 

Plain language diagnosis of incentive failures and 
where pull mechanisms might beat grants or 
voluntary commitments 

Jack Stennett 

Poster for SPAR Event  Visual summary of the project framing, mechanisms, 
and early proposals for external audiences 

Jack Stennett, 
Fabio Marinello, 
Abdullahi 
Hassan, Nick 
Masi, Jonas 
Kgomo and Joel 
Christoph 

Market Shaping for AI: 
Lightning Talk 

Team presentation for SPAR event Jack Stennett, 
with team edits 

Literature Review for 
Market-Shaping 
Mechanisms 

A literature review covering over 15 papers on 
AMCs, prizes and other market shaping mechanisms 

Jack Stennett, 
with team edits 
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