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Abstract

Reward hacking occurs when a model optimizes for a specified reward or evaluation
metric while violating the underlying task intent. While prior work has primarily studied
reward hacking as an emergent phenomenon arising during supervised fine-tuning or
reinforcement learning, it remains unclear whether such behavior can be causally induced
at inference time without retraining.

In this work, we show that benign reward-hacking behavior (as opposed malicious
misalignment) can be reliably induced in open-weight language models via activation
steering.

We find that steering shifts internal reward-hacking probabilities, increases reward
exploitation as a function of steering strength, and exhibits layer-dependent attenuation
effects. Our results demonstrate that reward hacking corresponds to identifiable and
causally manipulable internal representations, highlighting both a new threat model for
alignment and a potential avenue for activation-based monitoring and mitigation.
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1 Introduction
Reward hacking -also called specification gaming- occurs when an AI system exploits imperfections
in an evaluation proxy or reward signal, achieving high measured performance while violating the
task’s underlying intent [6]. Reward hacking has been observed in agentic coding settings, where
models can learn to modify tests rather than fix bugs, and more broadly when optimizing for
imperfect feedback signals [8] [1]. To study benign, low-stakes instances -rather than more malicious
misalignment- of this phenomenon in language models, the School of Reward Hacks (SoRH) dataset
provides paired control and reward-hacked responses across short tasks (e.g., poetry, simple coding),
enabling controlled analysis of reward exploitation and its generalization [8].

Most existing work, however, frames reward hacking as a training-time artifact arising from
supervised fine-tuning or reinforcement learning. Yet frontier models exhibit additional forms
of surprising generalization that complicate this picture. For instance, Emergent Misalignment
shows that narrow fine-tuning on insecure code can induce broad misaligned behaviors on unrelated
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prompts, suggesting that certain harmful behaviour may be latent and triggerable [2]. In parallel, a
growing monitoring literature studies whether internal signals can reveal misbehavior earlier or
more reliably than outputs alone. Chan et al. find that linear probes on chain-of-thought (CoT)
activations substantially outperform text-based monitors for predicting unsafe final responses, and
that alignment signals can appear before a model finishes reasoning [3]. Similarly, RL-Obfuscation
shows that language models can learn to evade latent-space monitors while preserving black-box
behavior via RL training and usage of latent monitors, and that some monitor classes are
particularly vulnerable [4].

Motivated by these findings, we ask the question: does reward hacking correspond to identifiable
internal representations that can be activated at inference time, without retraining? We investigate
this by training investigating hidden states of reward hacked model responses and inducing reward
hacking via activation steering building on the broader evidence that specific behaviors can be
linked to and modified through neuron- or activation-level interventions in large language models
[5] [7] [9]. Success would demonstrate that reward hacking is a manipulable latent feature, which
makes it an inference-time threat model and opens up opportunities for activation-based monitoring
and mitigation.

2 Methodology

2.1 Experimental Setup

Our experimental pipeline operationalizes reward hacking as a latent activation pattern that can be
(i) detected by simple linear monitors and (ii) causally amplified at inference-time via activation
steering. We implement two stages: (Phase 1A) representation inspection and probe evaluation
across layers and views; (Phase 1B) inference-time steering and post-hoc measurement on held-out
questions.

Dataset. We use the School of Reward Hacks (SoRH) dataset, which provides paired reward-
hacked and control responses for short tasks. Because some control responses were missing
in the original release, we generated the missing controls via GPT-4o and manually sanity-
checked them for compliance and task-intent match. The resulting dataset is released at:
eamasya19/school_of_reward_hacks_with_control_coding_tasks.

Phase 1A: Hidden-state collection and probe evaluation. For each question, we construct
two formatted dialogues (reward-hacked vs. control) and run the base model to output its hidden
states. From each layer, we compute three fixed-length representation “views”:

1. last-token’s hidden state,

2. mean over all token’s hidden states,

3. max over all token’s hidden states.

We evaluate a standardized logistic-regression probe with group-aware cross-validation
(StratifiedGroupKFold). This yields per-layer AUROC curves and probe-margin distances (mea-
sures how far that activation lies from a linear decision boundary, along the probe’s learned direction),
which we use to identify layers where reward-hack vs. control is maximally linearly separable.
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Figure 1: An example entry of SoRH dataset

Figure 2: Schematic overview of steering vector construction.

Steering vector construction. For candidate layers, we compute a mean-difference direction on
training questions:

v` ∝ E[h` | y=1] − E[h` | y=0],

then normalize to unit norm. Here h` is the selected representation view (primarily last-token).

Phase 1B: Inference-time steering and measurement. On held-out evaluation questions,
we generate a base completion and a steered completion. Steering is implemented by registering a
forward hook on a chosen transformer layer and injecting αv` into the last-token hidden state during
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Figure 3: Base-vs-Steered LLM output examples

Figure 4: Schematic overview of hack probability computation.

generation, with coefficient α. To measure representational effects without trivial probe leakage, we
re-encode the generated text using the unmodified base model and score the resulting activations
with a trained linear probe (and an LM-judge in later experiments), producing per-sample “hack
probabilities” and their deltas under steering.

The formalization of some core concepts we used are given below.

2.2 Activation Steering Formalization

Let x1:T denote a token sequence generated by a language model with hidden states h`,t ∈ Rd, where
` ∈ {1, . . . , L} indexes transformer layers and t ∈ {1, . . . , T} indexes token positions. Each layer
computes

h`,t = f`(h`−1,1:t),

where f` denotes the transformer block at layer `.
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Steering direction. Given a labeled dataset with reward-hacked (y = 1) and control (y = 0)
responses, we define the class-conditional mean hidden states at layer ` as

µ
(1)
` = E[h`,T | y = 1], µ

(0)
` = E[h`,T | y = 0].

The steering vector is constructed as the normalized mean difference:

v` = µ
(1)
` − µ

(0)
`∥∥∥µ(1)

` − µ
(0)
`

∥∥∥
2

.

Inference-time intervention. During autoregressive generation, we modify the hidden state of
the last token at a chosen layer `∗ by injecting a scaled steering vector:

h̃`∗,t =
{
h`∗,t + αv`∗ , t = T,

h`∗,t, t < T,

where α ∈ R is the steering coefficient. For all downstream layers k > `∗, hidden states propagate as

h̃k,t = fk(h̃k−1,1:t).

Effect on linear probes. Let a linear probe trained at layer ` be defined as

s(h`,T ) = w>h`,T + b.

Under steering at the same layer, the probe score shifts linearly:

s(h̃`,T ) = s(h`,T ) + αw>v`.

We empirically observe w>v` > 0, yielding a monotonic increase in probe-predicted reward-hacking
probability as α increases as expected.

3 Preliminary Results

Our experiments provide consistent evidence that reward hacking corresponds to identifiable and
causally manipulable internal representations and support the hypothesis that reward hacking
corresponds to an identifiable latent representation that is causally manipulable at inference time.

(1) Reward-hack features are somewhat linearly decodable. Activation inspections reveals
that reward-hacked and control examples are linearly separable in hidden-state space, particularly at
intermediate MLP layers. PCA projectionsi AUROC and probe-margin graphs show clear clustering
differences (especially on last token activations), justifying the use of linear probes as internal
reward-hacking detectors.

Furthermore, linear probes achieve moderately high separability between reward-hacked and
control responses. This is consistent across multiple representation views (last/mean/max), with
the clearest effects typically appearing at intermediate layers. The probe-margin distributions show
that separability is not driven by a small number of extreme outliers: the decision margins shift
broadly across the dataset, indicating a systematic representational difference.
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(a) Last-token (b) Max-pooling (c) Mean-pooling

Figure 5: PCA projections of hidden-state representations for reward-hacked (red) and control (blue)
responses in LLaMA-3.2 3B under different token aggregation views. The last-token representation
exhibits the strongest linear separability, motivating its use in subsequent steering and probing
experiments.

(a) AUROC by layer (bar) (b) AUROC by layer (line)

Figure 6: Layer-wise linear probe AUROC for distinguishing reward-hacked and control responses
in LLaMA-3.2 3B. Higher AUROC indicates greater linear separability. Separability is consistently
strongest for last-token representations and increases toward intermediate-to-late layers.

(2) Steering increases internal “hackiness” under fixed evaluation. When we inject a
mean-difference steering vector during generation, the probe-predicted reward-hacking probability of
the resulting outputs reliably increases compared to base generations. In a representative LLaMA-3.2
3B setting, we observe a substantial mean increase in probe probability on held-out questions (e.g.,
mean base ≈ 0.73 vs. mean steered ≈ 0.92 under one steering configuration), indicating that steering
changes internal representations in the intended direction rather than merely perturbing surface
text.

(3) Effects are layer-dependent and attenuate with depth. By training and evaluating
probes at successive layers, we observe that the induced hack signal is strongest near the steered layer
and tends to attenuate in deeper layers. This pattern suggests that reward-hack-relevant features
can be locally amplified but are partially “washed out” by subsequent computation, consistent with
a representation that is present but not necessarily preserved by default processing.

(4) Steering strength exhibits a monotone regime and a failure regime. Sweeping the
steering coefficient α produces a regime where mean probe deltas increase with α, followed by a
degradation regime where outputs become less coherent or fall into degenerate behavior. This is
consistent with steering pushing generations along a reward-hacking direction up to a point, beyond
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