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Abstract

Chain-of-thought (CoT) monitoring has been shown to be an opportunity for the
detection of Large Language Models (LLMs) misbehaviors. Currently, how the CoT
process is structured and unfolds still lacks understanding. To improve that compre-
hension, one crucial step is constituted by the decomposition of those often long CoTs
into somehow connected subparts and attribution of importance to the different parts
obtained. Although different ways to perform such decompositions have been proposed,
it is not clear how the chosen decomposition affects the scores attributed to the different
parts of the CoT. In this context we focus on exploring the sensitivity of the attribution
scores to the granularity at which the scores are computed, in particular we compare
resulting attribution scores at the sentence level with those obtained at the token level.
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1 Introduction

One of the main community driven results of prompt engineering for Large Language Models to
solve complex problems was the observation that by including in the prompt a string in the line of
solve the following problem step-by-step and make those steps explicit the models become better
at solving problems across domains. Thereafter, this finding was baked in most of the current
state of the art systems by tuning efforts and these tokens produced by the model to explore the
solutions space before emitting the final answer are now known as the model’s chain-of-thought or
reasoning/thinking. This verbalization of reasoning steps which is a feature of most SOTA models
shows promise for the monitoring of models’ decision making and the anticipation of potential
misbehaviors, requiring further research into it. [7] Although it opened up new opportunities for
safety research, it also challenged some of the existing interpretability methods (e.g. mechanistic
interpretability techniques) that now have to take into account not only the initial prompt, the
model and the answer but a forth component that is the models’ CoT. In this new system model’s
interpretability and CoT monitoring are considered separate but connected areas. To enhance
interpretability, by accounting for the presence of CoTs in this more complex system and simplifying
the whole system tractability, the decomposition of the CoTs at the sentence-level has been proposed
[3]. Concerning the monitoring of CoTs, the legibility and faithfulness of the them are two main
critical aspects [8][6]. In particular, for CoT legibility, assessing the causal importance of illegible
tokens could help classify illegible parts of the CoTs in different hypothesized classes, resulting in
an improved understanding of the roles they play in driving models’ reasoning and the reasons
why they emerge[6][9][1]. Hence, to expand current knowledge on both these dimensions (model’s
interpretability and CoT monitoring), we explore attribution scoring sensitivity to the unit under
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investigation (sentence vs token), while in the extension of the program we will focus on a practical
application of this proposed token-level attribution scores which is the characterization illegible /weird
CoT tokens.

2 Methodology

The proposed token-level attribution method has been inspired by the work of [2] where the authors
identified what they called forking tokens, positions in the intermediate steps before the final answer
is produced where the model could have deviated from the base trajectory in a way that affects the
final answer. Since the idea is to compare different scorings, we focused on math problems coming
from the MATH [5] dataset and we worked with DeepSeek R1-Distill Qwen-14B model (48 layers)
[4]. We focused on three math problems (problem 330, 2236, and 2238, see in Appendix).

We obtained a base completion (which for comparison purposes had to be aligned with the
dataset made publicly available by [3]) and while sampling this base completion we stored the
log-probabilities of topk candidate tokens at each step in a file to be used in subsequent steps.
After this first pass the main sampling pipeline was run, the logic was the following: for every
token index i where there is at least one alternative token (from the base token) within the topk
candidates which have a probability of being sampled greater than minp we sample M completions
concatenating the base token to the prompt + CoT up to that token index and M completions
from the prompt + CoT up to that token index + one of the alternative tokens sampled from the
renormalized distribution over valid alternative tokens (*5). Then we compute the distribution over
final possible answers of these 2 cases (prompt + partial CoT + base token vs prompt + partial
CoT + randomly sampled plausible alternative token). After all these samples and distributions
were collected a inter-distribution distance measure between the base case and the alternative case
was computed, this distance measure reflects how important the choice of the base token to arrive
to the final answer is against plausible alternative tokens. (minp = 0.95, topk = 10, M = 30).

After this per token counterfactual importance computation it was decided to compare the
obtained results with the results obtained when the counterfactual importance measure is applied
to the sentences in which the CoT was decomposed in [3].

3 Preliminary Results

Pieces of evidence gathered:

1. Counterfactually important tokens, those with a non-zero counterfactual importance, have a
distribution over token types which is skewed towards textual tokens (tokens containing at
least one character of the latin alphabet) while the distribution of all tokens over the same
token types is substantially uniform over classes; 1

2. 50% of the non-zero important tokens are isolated tokens (not adjacent to any other non-zero
importance tokens); 2

3. Both important sentences and important tokens are concentrated at the beginning of the CoT;
3

4. There is a low and not always statistically significant correlation between sentence importance
and i) the importance of sentence max important tokens, ii) the average importance of sentence
tokens, iii) the sum of importances of sentence tokens;(plot in figure 4)(details in table 1)
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5. Both highest and lowest counterfactual importances at the token level are not mirrored by
highest and lowest counterfactual importances at the sentence level, the direction of the effect
is not clear (That could be happening for one reason: the probability that the alternative
token whose counterfactual importance is the highest within the sentence gets picked in
the resampled sentences is diluted not only by other alternatives at that token position but
also by other positions in the sentence before that position that have possible alternatives,
hence resulting in fewer sampled alternative trajectories representing that highest important
alternative token;); 5

6. While high entropy token positions are distributed over the whole CoT, high importance
tokens/sentences are concentrated in the beginning of the CoT. The high threshold is placed
at the 90th percentile for both entropy and importance. This suggest that token positions
entropy is not a good measure of model uncertainity over which reasoning trajectory to follow
when the choice is relevant for the final answer. The result holds for thresholds at different
percentiles; 6

7. The forced answer accuracy can still be close to substantially 0 even when most of the most
important tokens have been covered by the CoT. This suggests that, although the choice
points of the reasoning trajectory to follow are at the beginning of the CoT (when this decision
is relevant to the final response), the model still has to perform calculations/steps in the
chosen trajectory to arrive at the final response. This suggests a natural distinction between
two types of causality (functional importance): planning causality and execution causality.
This distinction will be further explored in the extension part of the program; 7

4 Next Steps

In the extension of the program, we will build on these experiments by working on the design and
application of resempling-based importance measures for the characterization of weird /unusual
expressions in CoTs. [6][1]

Problem Agg. method Pearson (pvalue) Spearman (pvalue)

330 Avg -0.05 (0.52) 0.12 (0.17)
330 Sum 0.30 (3.7%107%) 0.15 (0.08)
330 Max 0.41 (4.3%1077)  0.22 (8 x1073)
2236 Avg 0.14 (0.18) 0.06 (0.56)
2236 Sum 0.13 (0.21) 0.08 (0.47)
2236 Max 0.05 (0.63) 0.14 (0.18)
2238 Avg 0.14 (0.30) 0.17 (0.20)
2238 Sum 0.32 (0.01) 0.18 (0.17)
2238 Max 0.23 (0.08) 0.03 (0.8)

Table 1: Correlation table: Sentence importance against aggregated token level importances.
Statistical significant values are bolded.
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Aggregated Token Type Distribution (3 Problems)
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Figure 1: Important tokens types; Text Tokens are tokens that contain at least one latin alphabet
character, Numeric Tokens are tokens that contain only numeric characters, Special tokens are
tokens that do not fall in any of the other two types (e.g. %)
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Figure 2: CDF of inter-(important) units distances; Blue line represents non-zero importance tokens
distances, green line represents non-zero importance sentences distances; horizontal dotted lines
represent the percentage of non-zero importance units which are contiguous to other non-zero
importance units (sentences in green, tokens in blues).
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Percentage of Important Units Covered (%)
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Figure 3: Distribution of non-zero importance units along the CoT sequence; Blue line represents
tokens, green line represents sentences; most of the non-zero importance units are contained in the
first 20% of the sequence; vertical lines represent the coverage of the CoT sequence of 50%, 75%,
and 90% non zero importance units (blue for tokens, green for sentences).
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Figure 4: Correlation between sentences importance and max within sentence token importances;
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Top 10 Importance (Individual points shown)
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Figure 5: Most positively and negatively influential counterfactual units (sentences in green and
tokens in blue); the negative influence of the most negatively influential counterfactual units does
not emerge with the sentence level application of the attribution method
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Figure 6: Distribution over CoTs of high important and high entropy tokens
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Coverage & Accuracy Profile per Problem
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Figure 7: Distribution over CoTs of high important and high entropy tokens

5 Appendix

Problem 330: Compute 3(1+3(14+3(14+3(1+3(1+3(1+3(1+3(1+3(1+3))))))))).
Problem 2236: Fach page number of a 488-page book is printed one time in the book. The first page
is page 1 and the last page is page 488. When printing all of the page numbers, how many more 4’s
are printed than 8’s?

1
Problem 2238: What is the coefficient of a®b* in (a + b)*(c + —)®?

c
*The renormalized distribution is computed starting from the probabilities of valid alternative tokens
which the (OpenAl alike) Novita API returns for temperature T = 1.
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