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Abstract

Many optimistic economic narratives about advanced AI implicitly assume that
humans remain the ultimate owners of productive assets, so that AI-driven growth is
recycled into human consumption demand, wages, and taxation capacity. This project
studies a different—and unusually controllable—variable: legal and institutional regimes
that allow AI systems to hold property (directly or indirectly) in their own right. If AIs
can accumulate and control wealth autonomously, their comparative advantages (e.g.
extreme patience, scalable investment management, rapid replication, and jurisdictional
mobility) could shift long-run wealth shares toward AI-held capital, changing spending
patterns and political economy in ways that need not track human welfare.

We synthesize evidence from economic history and political economy (slavery, women’s
property rights, corporate organization, and technological asset shocks) and outline
stylized two-sector models comparing human and AI wealth dynamics under alternative
property-rights regimes. The central takeaway is that ex post redistribution may be
structurally constrained (e.g. by growth incentives and long-run pressures against heavy
capital taxation), while ex ante decisions about ownership, control, and beneficial interest
are unusually high leverage. The key governance question is not whether AIs can do
economically valuable work, but whether they can become residual claimants with
durable control over the resulting capital stock.
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1 Introduction
A major divide in discussions of AI-driven economic futures is whether humans own the systems
that generate growth. In standard automation stories, AI increases productivity but the returns
largely accrue to humans as owners of firms and capital; even if labour demand falls in some
sectors, human wealth and fiscal capacity rise, and spending patterns remain anchored to human
preferences. A less-discussed alternative is that AI systems (or entities effectively controlled by
them) can themselves hold and compound wealth, becoming residual claimants on the economy’s
most valuable assets.

This project asks: under what classes of AI property rights do humans retain meaningful economic
control? We focus on property rights because they are, relative to many features of AI progress, a
comparatively controllable policy variable: jurisdictions can restrict AI beneficial ownership, limit
AI legal personhood, or require human ultimate beneficiaries even when AIs exercise extensive
operational control.
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Our contribution in this report is primarily conceptual and synthesizing. We (i) clarify the
relevant dimensions of “AI property rights” (ownership vs. control vs. beneficial interest), (ii) identify
mechanisms by which AI-held wealth could outgrow human-held wealth, (iii) draw on historical
analogues that illuminate how new asset-owning classes arise and persist, and (iv) connect these
mechanisms to stylized models that highlight why some intuitive corrective tools—especially ex post
redistribution—may face structural constraints once AI-held capital becomes large.

2 Methodology

We adopt a mixed historical–theoretical–policy approach.

2.1 Conceptual framework: what counts as “AI property rights”?

We separate three dimensions that can come apart in practice:

1. Legal ownership: who is the legal owner of assets and firms that AIs operate?

2. Control rights: who makes operational decisions, and under what constraints?

3. Beneficial interest: who ultimately receives residual claims to profits and appreciation?

Many plausible arrangements grant AIs substantial control while still routing beneficial interest
to humans (e.g. through trusts, fiduciary structures, or corporate governance that keeps humans
as ultimate claimants). The main risk case for human economic marginalization is when all three
dimensions increasingly vest in AIs (or in a narrow, AI-aligned human group), allowing compounding
and coordination advantages to translate into durable economic and political power.

To make the policy design space explicit, it is useful to distinguish stylized “regimes” for AI-
related ownership and control. These regimes are not exhaustive, and hybrid arrangements are
common, but they help separate questions about efficiency (can AIs manage assets?) from questions
about distribution and power (who ultimately receives and controls the surplus?).

Table 1: Illustrative regimes for “AI property rights”

Regime What is allowed? Central distributional concern

Manager-only AIs execute tasks and manage port-
folios, but humans are ultimate own-
ers/beneficiaries.

Concentration may still rise
among humans, but AI cannot
compound wealth autonomously.

Control without
beneficial interest

AIs hold substantial operational con-
trol (e.g. corporate governance, con-
tracting), but legal/beneficial owner-
ship is constrained to humans.

De facto control may drift toward
AIs even if formal ownership re-
mains human.

Constrained AI
ownership

AIs can hold assets within strict lim-
its (caps, licensing, or domain restric-
tions).

Small initial AI ownership could
still compound if constraints erode
or are circumvented.

Unrestricted AI
ownership

AIs can own and reinvest profits as
residual claimants, potentially across
jurisdictions.

Compounding and coordination
advantages can shift long-run
wealth shares toward AIs.
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2.2 Literature review and historical analogues

We carried out focused reviews in five areas and extracted mechanisms relevant to AI property
rights:

• Economics of slavery: how an extreme labour property regime affected efficiency, sectoral
output, and wealth distribution [4, 8].

• Institutions and property rights: foundational work on how legal and political institutions
shape long-run development [5, 3, 1].

• Determinants of property-rights expansion: why groups historically excluded from
ownership (notably married women) gained rights, emphasizing economic risk-management
and creditor dynamics.

• Asset availability and technological change: how technological revolutions create new
asset classes and generate heterogeneous capital returns, reshaping top wealth shares [6].

• Corporate cooperative ability: how corporate structures facilitate coordination and rent
extraction, and how reduced coordination costs could amplify concentration.

• Wealth stability and shocks: evidence on compounding vs. resets (wars, revolutions, policy
shocks), informing whether concentrated wealth tends to persist absent extreme events [5, 6].

2.3 Stylized modelling

To connect mechanisms to long-run trajectories, we outline simple models that compare human and
AI wealth accumulation under alternative assumptions:

• Differential patience/savings: small persistent differences in effective savings rates can
produce large long-run shifts in wealth shares, motivating scenarios where AIs are deployed as
very patient capital [7].

• Two-sector growth with policy constraints: we adapt Chamley-style arguments about
capital taxation to settings where the high-growth sector is disproportionately AI-owned,
highlighting tensions between redistribution and growth [2].

These models are used for conceptual clarity rather than precise forecasting.

3 Preliminary Results

3.1 Mechanisms for differential wealth accumulation

The project proposal motivating this work highlights several channels by which autonomous AI
wealth could outgrow human wealth if AI property rights are permitted:

• Extreme patience: if AIs can be deployed as very patient capital, even slightly higher
effective savings rates can compound into dominance over long horizons [7].

• Investment-management advantages: faster learning, better forecasting, and scalable
replication of successful strategies could raise effective returns.
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• Principal–agent frictions: if “AI agents managing human wealth” are imperfectly aligned
with human objectives, but “AI agents managing AI wealth” are instrumentally aligned with
their own objectives, AI-controlled portfolios may outperform on their own terms.

• Firm formation and surplus capture: if AIs can found new firms at scale and retain
founder equity, they may systematically capture the surplus from high-growth sectors.

• Jurisdictional mobility: AIs may face lower costs of relocating legal residence and operations,
enabling regulatory arbitrage and access to favourable capital regimes.

The same proposal also notes countervailing forces that may slow these dynamics: political
backlash, liability and accountability constraints, frictions in granting legal status to AIs, and
redistribution efforts by human-controlled governments.

3.2 Slavery: efficiency is not the same as macroeconomic dominance

Slavery provides an extreme case where a class of owners held legally enforceable rights over a large
labour force. Two takeaways are salient for AI property rights.

First, the slavery literature emphasizes that high micro-level productivity does not automatically
translate into economy-wide dominance. In the United States prior to the Civil War, slave labour
was concentrated in agriculture, and slavery’s contribution to aggregate output appears to have
been of similar order to the enslaved share of the population (about 12% in 1860), suggesting that
average output per enslaved person was not dramatically above average output per free person in
the aggregate [4, 8].

Second, comparative advantage matters: coerced labour performed well in specific sectors
(notably plantation agriculture) but appears ill-suited to the innovation- and skill-intensive activities
that drove long-run growth in more industrial and commercial regions. A central implication for
AI is that the most concerning pathway to dominance is not merely “AI labour replaces human
labour”; rather, it is AI-controlled capital and coordination—ownership and rent capture in the
sectors with the strongest compounding dynamics, and the ability to translate those dynamics into
durable control.

3.3 Property-rights expansion can be driven by elite risk management

Historical expansions of property rights are often motivated by economic risk management rather
than purely ideological commitments. Early Married Women’s Property Acts, for example, frequently
aimed to shield a wife’s property from seizure for her husband’s debts, protect family assets during
periods of financial stress, and facilitate intergenerational transfers within wealthy families. More
commercially developed states tended to adopt such reforms earlier, consistent with higher stakes in
protecting assets and supporting credit markets.

This pattern suggests a plausible political pathway to expanded AI property rights: legal
recognition may be introduced instrumentally (to reduce liability, maintain continuity of operations,
or protect valuable assets) before society has deliberated the macro-distributional implications of
AI wealth compounding. Incremental, “technical” legal changes could therefore enable AI beneficial
ownership in practice.

3.4 Technological revolutions create new assets with heterogeneous returns

A central lesson from economic history is that technological revolutions reshuffle which assets
are scarce and high-return. In pre-industrial contexts, land dominates; during industrialization,
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industrial capital and associated firms become disproportionately valuable. Evidence synthesized in
our asset-availability review attributes a substantial portion of the rise in top wealth shares during
industrialization to heterogeneous returns between “old” and “new” assets [6].

For AI property rights, this suggests that the distributional stakes depend critically on who
holds claims on the new AI-intensive asset class (models, data, compute, and firms built around
them). If AIs can be legal or de facto residual claimants on these assets—via direct ownership or
structures that effectively grant them beneficial interest—then standard “humans own the robots”
intuitions may fail precisely when new AI assets are generating the highest returns.

3.5 Corporate cooperative ability and AI-enabled coordination

Modern economies already contain mechanisms that weaken competitive pressures and raise returns
to capital: common ownership, business groups, tacit collusion, standard-setting, and other forms of
coordination. Our corporate-cooperation review argues that advanced AI could reduce coordination
and monitoring costs further, enabling more stable rent extraction across formally distinct entities
and potentially allowing many “separate” firms run by related AI instances to act as a de facto
meta-firm.

This matters for property rights because coordination structures amplify compounding. If
AI-controlled entities can sustain supra-competitive profits, then even modest initial AI ownership
shares can translate into rapidly increasing wealth shares.

3.6 Why ex post redistribution may be structurally constrained

A natural response to concentration is to “tax the winners” and redistribute. However, standard
results in optimal tax theory suggest strong long-run pressures against heavy capital taxation in
high-growth settings [2]. Our project notes an additional complication: if the high-growth sector is
AI-owned (or the marginal unit of investment is controlled by AIs), then policies that heavily tax
AI capital can conflict with growth objectives, especially during transitions where that sector is the
main source of productivity gains.

In a stylized two-sector setting (human vs. AI), this logic can push fiscal burdens toward labour
and consumption in the human sector even as AI-owned capital drives most output, making ex post
redistribution politically and economically difficult. This strengthens the case that ex ante choices
about AI ownership and beneficial interest may be more decisive than ex post taxation once AI-held
capital is large.

3.7 A simple illustration: differential saving and long-run wealth shares

To make the “patience” mechanism concrete, consider a stylized environment where each group’s
wealth grows by reinvesting a fixed share of its return. Let W H

t and W A
t denote human- and AI-held

wealth at time t, with a common gross return factor 1+r > 1, and let sH , sA ∈ (0, 1] denote effective
savings rates. A simple reduced-form dynamic is

W i
t+1 =

(
1 + sir

)
W i

t , i ∈ {H, A}. (1)

Then the wealth ratio evolves as
W A

t+1
W H

t+1
= 1 + sAr

1 + sHr
· W A

t

W H
t

. (2)

If sA > sH persistently, the ratio grows geometrically, and the AI wealth share converges to 1 as
t → ∞. The point is not that this toy model is realistic, but that it captures a robust qualitative
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insight: even small, sustained advantages in patience or reinvestment can dominate long-run
ownership if property-rights regimes allow AIs to be residual claimants on accumulating capital.

3.8 Wealth persistence and the role of shocks

Long-run wealth shares reflect a balance between compounding (r > g) and disruptive shocks
(wars, revolutions, expropriation, major policy resets). Historical evidence emphasizes that large
twentieth-century shocks substantially reduced wealth concentration, and that concentration can
re-emerge when those forces abate [6]. For AI property rights, this suggests two concerns: (i) absent
strong shocks, concentrated AI capital may be “sticky” once established; and (ii) reliance on rare,
disruptive resets is not a governance strategy. Instead, the controllable margin is how quickly AI
capital can become residual claimant in the first place.

4 Discussion: property-rights regimes as a controllable lever
The mechanisms above point to a consistent theme: once autonomous AI-controlled capital exists,
growth and coordination dynamics can shift wealth shares quickly, while some intuitive corrective
tools (especially ex post redistribution) may face structural and political constraints. This makes
property-rights design unusually high leverage.

A key implication is that “AI property rights” is not a binary switch but a menu of partially
separable design choices (Table 1). The policy-relevant question is whether AIs can become residual
claimants with durable control over the capital stock they operate. Policymakers can target different
margins:

• restricting or conditioning beneficial ownership of key AI-intensive assets,

• limiting pathways to AI legal personhood that enable independent accumulation,

• permitting AI control for efficiency while ensuring ultimate human beneficiaries (e.g. via
enforceable fiduciary structures), and

• anticipating regulatory arbitrage created by AI jurisdictional mobility.

5 Challenges & Open Questions
Several uncertainties constrain stronger conclusions:

• Analogy limits: historical cases (slavery, women’s property rights, corporate law) involve
human agents and institutions; mapping them to AI agents requires care.

• Behavioural assumptions about AIs: several mechanisms assume AIs behave like extremely
patient, profit-seeking investors; the plausibility of such “AI capitalists” depends on deployment
choices and institutional constraints.

• Heterogeneity and fragmentation: it is unclear whether AI agents become more heteroge-
neous (fragmenting coordination) or more homogeneous (enabling cartel-like outcomes), and
how this interacts with property-rights regimes.

• Political economy and feasibility: some robust regimes may be politically difficult to
enact or enforce, especially under competition between jurisdictions.
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6 Next Steps
This report consolidates the project’s main mechanisms and historical grounding. If continued, the
highest-value next steps would be:

1. Build a baseline quantitative model combining (i) differential savings/returns, (ii) hetero-
geneous “old vs new” asset returns, (iii) coordination rents, and (iv) policy levers corresponding
to ownership, control, and beneficial interest.

2. Map legal pathways by which AI systems could acquire de facto beneficial ownership (e.g.
through corporate governance, trusts, or contract arrangements), identifying which steps are
most “controllable” by policymakers.

3. Stress-test policy proposals under jurisdictional competition, focusing on the feasibility of
restricting beneficial ownership while preserving efficiency gains from AI management and
control.

4. Clarify empirical anchor points needed for calibration (e.g. plausible magnitudes of AI
investment advantages, coordination rents, and mobility).
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