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Abstract—Reasoning models–language models trained to im�
prove response quality by writing an intermediate chain of
thought before giving their final answer–offer a potential path
toward more interpretable AI systems. One interesting behavior
that emerges from this setup is the phenomenon of backtracking,
in which the model recovers from flawed reasoning or mistakes
by trying alternate logical paths. In this report, we present
a mechanistic exploration of backtracking in a distillation of
DeepSeek�R1.

I. Introduction

In this project, we study the phenomenon of backtracking, in
which a reasoning model notices problems with its current
chain of thought, allowing it to try a different approach. This
can be thought of as part of a broader research program
to search for cognitive primitives in reasoning models. That
is, is it possible to mechanistically decompose the behavior
of reasoning models into a set of high-level, interpretable
circuits? Here, the model has noticed a logical inconsistency;
there, it has realized that it just found the correct answer to
the problem.

While the extent to which the literal text of the chain
of thought can be taken at face value remains somewhat
of an open question[1], [2], [3], building up a set of mecha-
nistic explanations for its content is a useful tool regardless.
Especially in cases where the chain of thought is unfaithful,
circuit analysis can still offer insight into the true drivers
of the model’s behavior. While this report is focused on
backtracking, it seems likely that there are other low-hanging
fruit accessible with the methods presented in this report. In
particular, we hypothesize that cognitive operations associated
with a stereotypical pattern of text–in our case, “Wait;” in the
case of refusals [4], [5], “Sorry” or “Sure”–can be detected
and subsequently broken down with the same approach.

In the following, we outline our procedure for analyzing
the backtracking operation, present preliminary results, and
discuss these results in the context of related work.

II. Methods

A. Activation dataset

Because the backtracking behavior of Deepseek is strongly
associated with a small number of textual patterns (e.g.,
sentences starting with the string “Wait”), we hypothesized
that we could easily identify an associated task vector [6] by
collecting example activations where this text appears. Using
the OpenR1-Math-220k dataset, which contains outputs of
DeepSeek on a collection of math problems, we used regex

TABLE I: Sample sentence starts from OpenR1-Math-220k

Text Classification

Wait, but actually… Backtracking (P(Wait) = 0.6895)

Wait, but decimal ad… Discarded (P(Wait) = 0.1284)

Let's multiply Equa… Baseline (∑𝑡∈bt 𝑃(𝑡) = 1.15e-05)

Therefore, if they had… Discarded (∑𝑡∈bt 𝑃(𝑡) = 0.2732)

Samples are classified according to a simple heuristic. For sentence
starts matching the regex / ?(\.*Wait|\"?\.*No|Nope|Actually|
Hold|Hang|Oops|Sorry)\b/, we include a sample as a backtracking
example if the probability assigned by the distilled model to the matching
token is greater than 0.5. For sentence starts not matching this regex, we
include a sample as a baseline example if the sum of probabilities over all

backtracking tokens is less than 0.05.

matching to capture the text of the start of each sentence
within the chain-of-thought traces. With the huggingface im-
plementation of DeepSeek-R1-Distill-Llama-8B, we tokenized
the entire text (up to the end of the chain of thought) for a
subset of the dataset. We ran a forward pass of the model on
these tokenizations, recording the residuals at each layer for
the token positions corresponding to the starts of sentences.
We counted a sample as a “backtracking” sample if the
probability for the token matching the dataset text was >0.5,
and as a “baseline” sample if the sum of probabilities for all
backtracking tokens was <0.05. The specific tokens we con-
sidered as indicative of backtracking were selected somewhat
arbitrarily, by first starting with “Wait” and then looking at
the top alternative logits on this initial set of examples. See
Table I for examples of this classification procedure.
B. Steering vectors

Using this dataset of hidden layer activations, we next con-
structed steering vectors as a difference of means. That is, for
a given layer ℓ ∈ [0..32) and equal-sized sets of backtracking
𝑋+

ℓ [0..𝑛) and baseline 𝑋0
ℓ [0..𝑛) residual activations for that

layer, we compute

𝑉ℓ = ∑
𝑛−1

𝑖=0

𝑋+
ℓ (𝑖)
𝑛

− ∑
𝑛−1

𝑖=0

𝑋0
ℓ (𝑖)
𝑛

. (1)

We then validated that these directions were semantically
meaningful by running sample generations (Appendix  A.)
while adding them to the corresponding layer’s residual
streams.
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Fig. 1: Template-based dataset. Baseline examples are generated by randomly
choosing 𝑝[0], 𝑝[1] ∈ [1, 999] such that their product is less than 999 (i.e.,
fits in a single token), and filling in the rest of the template positions with
numbers that make the equations correct. Colors visualize the mean increase
to log-probability of backtracking on the corrupted dataset generated by
replacing that token with a random number.

C. SAE features

Since backtracking is a very common occurrence in DeepSeek
reasoning traces, we hoped that pre-trained SAEs [7] would
have extracted features corresponding to this behavior. Using
the OpenMOSS residual SAEs for our model, we explored
the relevance of these features by several means:

1) Direct comparison with the steering vectors from Sec-
tion II.B

2) Qualitative effect of using the decoder weights as
steering vectors

3) Training a logistic classifier to separate backtracking
from baseline examples, with only a sparse subset of
SAE features as input (see Section III.C)

4) Ranking of SAE features by attribution scores (Equa-
tion 6)

D. Synthetic dataset

In addition to the OpenR1-Math dataset, we constructed a
set of synthetic, template-based chains of thought based on
a computational task (Fig. 1). This template was selected for
to its ability to elicit backtracking depending on whether it
contained an arithmetic error. Pairing each “clean” example
with a “corruption” found by replacing a single token with
a random number, we applied the attribution patching [8]
and integrated gradient [9] methods to rank SAE features
by their relevance to backtracking. Specifically, we defined a
“backtrackiness” metric measuring the ratio of probabilities
for backtracking tokens over the baseline response at the final
token position (𝑡−1),

𝑚 = log(
𝑃(𝑡−1 ∈ {Wait,Actually})

𝑃 (𝑡−1 ∈ {So,Therefore,Answer,Thus})
).(2)

Note that the model’s probabilities are strictly determined by
each layer’s residual activations, which means we can consider
causal interventions in which the residuals are overwritten.
We will use the shorthand

𝑚ℓ(𝑋; 𝑌 ) (3)
to denote the value for the metric obtained by running the
model on inputs 𝑋 while patching the output of layer ℓ to be
𝑌 , but otherwise making no changes.

We then approximated the effect on 𝑚 of the causal inter-
vention of forcing specific SAE features to the values they
take on in the corresponding corrupted example. This required
modifying the decoder layers of the model. Define

𝐹ℓ(𝑋) = encodeℓ(𝐿ℓ(𝑋)) ∈ ℝ𝑑sae (4)

as the SAE features active at layer ℓ for input 𝑋, where 𝐿ℓ is
the residual stream after running the unmodified ℓth layer, and
encodeℓ represents the SAE encoding step (affine transform
and activation function). We can then describe the modified
model layer under the intervention do(𝐹ℓ = 𝑓) as

𝐿ℓ(𝑋; 𝑓) = decodeℓ(𝑓) + 𝜀;
𝜀 = (𝐿ℓ(𝑋) − decodeℓ(𝐹ℓ(𝑋))),

(5)

where the second term corrects for the reconstruction error of
the unmodified SAE (and is treated as a constant for purposes
of subsequent gradient calculations), as is standard practice.
If 𝑋̃ is a corrupted version of 𝑋 (for example, found by
changing the boxed answer, i.e. 𝑝[16], to a different token),
then by the integrated gradient method of [9], we can estimate
the effect of intervening on any individual SAE feature in a
vectorized way by evaluating

𝐴ℓ = 1
𝑛

∑
𝑛−1

𝑖=0
∇𝑓 |

𝑖
𝑛 ⋅𝐹ℓ(𝑋)+(1− 𝑖

𝑛)⋅𝐹ℓ(𝑋̃)

𝑚ℓ(𝑋;𝐿ℓ(𝑋; 𝑓))

⋅ (𝐹ℓ(𝑋̃) − 𝐹ℓ(𝑋))

(6)

where 𝐴ℓ ∈ ℝ𝑑sae  and we call 𝐴ℓ(𝑖) the attribution score for
the 𝑖th SAE feature of layer ℓ.

III. Results

A. Backtracking Task Vector

By collecting and filtering samples of intermediate layer acti-
vations at the start of sentences within the OpenMath dataset
as outlined in Table I, we found that samples matching back-
tracking cues were cleanly separable from baseline samples
with a simple PCA on activations coming from the middle
layers of the model (Fig. 2).

Are these plots solely due to the different logit distribu-
tions between the samples, or do these intermediate states
capture something interesting about the model’s behavior? To
validate that we had found something worth further study, we
generated a steering vector as the difference in the mean acti-
vations between backtracking examples and baseline, similarly
to [5], [6]. Applying this steering vector on examples from
the dataset resulted in generations that did not merely repeat
tokens like “Wait,” but did indeed seem to reflect general
confusion. See Section A.1. for an example.
B. Evaluating SAE features

Sparse auto-encoders [7] are an unsupervised method for
automatically extracting interpretable features from neural
network activations. We compared our steering vector with

Fig. 2: PCA of residual activations for baseline and backtracking samples in
OpenR1-Math-220k

https://huggingface.co/fnlp/Llama-Scope-R1-Distill/tree/main


Fig.  3: Logistic classifier accuracy over 500 unseen samples from the
OpenR1-Math dataset, where the input to the classifier is an extremely sparse
set of SAE feature activation levels from a single layer (x-axis). The numbers
displayed over points are the number of non-zero entries in the feature mask,
i.e. the number of features used to make the prediction.

the OpenMOSS SAE decoder weights via cosine similarity
to determine which features most closely correspond to this
direction. Results in this section are presented against the
800M-Slimpajama-0-OpenR1-Math-220k version on layer 15
(of 32), but we performed similar analysis for each of the
3 available SAEs and all model layers. Steering the model
using the most similar feature (cosine similarity 0.305) on
Neuronpedia, we got qualitatively similar generations–see
Section A.2. Several other features exhibited similar behavior,
which is possibly indicative of feature splitting [10]. For
example, the second-most similar feature (cosine similarity
0.223) seems to reflect a combination of uncertainty, and what
is possibly a feature related to programming variable names,
judging by the odd capitalization–see Section A.3.
C. Binary mask circuits

We attempted to replicate the method of [11] to find a
sparse circuit associated with backtracking, but ran into some
difficulties which made this only partially successful. This
approach involves learning a sparse mask (as a continuous
approximation to a boolean tensor) over SAE features jointly
with some other optimization target. Effectively, it modifies
the SAE output from Equation (5) to be

𝐿ℓ(𝑋; 𝑓,𝑀) = decodeℓ(𝑓 ⋅ 𝑀), (7)
where 𝑀 ∈ ℝ𝑑sae , all elements of 𝑀  are close to 0 or 1, and
an L1 penalty is applied to the elements of M to enforce
sparsity. Note the absence of an error term; this is important,
because inclusion of this term would undo the effects of the
mask. As a proof-of-concept, we trained a logistic classifier to
predict backtracking vs baseline on the OpenR1-Math dataset,
where the classifier’s inputs were the masked features from a
single layer,

𝑃ℓ = log(softmax(𝑊ℓ(𝐹ℓ ⋅ 𝑀ℓ))). (8)
As shown in Fig. 3, around the middle layers of the model, this
achieved high accuracy with very few SAE features, usually
around 3, but sometimes as low as a single feature.

However, to extract a circuit, we would need to apply a
mask to many layers simultaneously. We found that adding
even a single SAE layer to this setup drastically lowered
the prediction accuracy; with 4 SAE layers, accuracy was
effectively just random chance. We believe this is due to
the compounding effect of reconstruction errors; as each
SAE reconstruction pushes the residual stream further off-
distribution, eventually the model loses the ability to output

Fig.  4: Histogram of the log-ratio of backtracking/baseline (Equation (2))
for corruption of the token corresponding to template position 𝑝[15] (see
Fig. 1), over 100 randomly generated samples. An error in this position has
an especially strong effect on the model’s propensity to backtrack.

coherent logits at all. We observed that running generations
with the model with 4 SAE layers, even with no mask applied
at all, resulted in entirely unintelligible output. Unfortunately,
because this method is incompatible with an error term, which
is the standard approach to avoid compounding reconstruction
errors, we were unable to extract a complete circuit.
D. Attribution patching

As an alternative to the binary masking approach, we applied
the methods of [9] to our template dataset, as described in
Section II.D. Although we have been able to select individ-
ually relevant SAE features by thresholding attribution scores
(Equation (6)), due to time constraints, we have not yet
managed to extract a complete circuit. As shown in Fig. 4,
our template-based approach is able to reliably induce back-
tracking with minimal interventions, so we believe we have
a setup that will lead to such a circuit in ongoing follow-
up work.

IV. Discussion

Much like previous work examining request refusal in chat
models [4], [5], we found that examining activations relative to
highly specific token patterns nevertheless resulted in broadly
interpretable directions in latent space. Just as nudging chat
models towards “Sure, here is…” or away from “Sorry,…”
resulted in control over request acceptance and refusal, we
were able to steer the apparent confidence of the reasoning
model under study based on its activations for sentences
starting with ”Wait…”. We suspect that activations for other
such stereotypical, easily-identified text patterns associated
with high-level cognitive behaviors are low-hanging fruit yet
to be fully explored. For example, [12] found that steering
DeepSeek-R1-Llama-8B with SAE features selected to be
correlated with logits for reasoning-related words (like “wait”,
“let”, “therefore”, etc.) resulted in improved accuracy across
several math and reasoning benchmarks. Explaining this effect
mechanistically seems like a promising avenue toward under-
standing how reasoning models actually reason.

Our current results suggest that it might be possible to
build a probe detecting the model’s current “confidence” as
measured by how strongly the backtracking direction activates,
though we have not yet confirmed that this generalizes across
token positions. Given recent discussion questioning the
faithfulness of chain-of-thought traces [2], [3], such a probe
could prove a useful tool in contextualizing model responses.



Even in the handful of steering examples we generated, we
observed the model confabulating implausible reasons for its
confusion–for example, in Section A.1., the model purports
to be confused about whether the prompt is in English or
Chinese. Is this a side-effect of the addition of a steering
vector in a situation where the model is actually confident in
its current approach, or something that occurs in the wild?
Can we distinguish genuine examples of confusion with such
a probe?

We also note that despite the flaws noted in Section III.C,
we found the binary masking method for extracting potential
nodes for a circuit quite efficient and well-motivated compared
to applying arbitrary thresholds to attribution scores. It is
possible that with improvement to SAE training methods that
mitigate the problem of compounding reconstruction error, or
perhaps some modification that allows the use of partial error
terms, this could be an effective approach in future work.
We plan on comparing the features selected by the single-
layer version of this method to those found by attribution
thresholding in ongoing work.

V. Conclusion

In this project, we examined some mechanistic details of back-
tracking in reasoning models. We discovered a steering vector
that reliably induced backtracking. We found a minimalistic
template capable of causing backtracking with an easily-
understood intervention, in the form of introduced arithmetic
errors. We compared our manually constructed steering vector
with features automatically extracted by a pre-trained SAE,
and made some progress towards extracting circuits based on
these features. We are continuing to work towards building a
circuit explaining the backtracking observed in our template
dataset, after which we will test for generalization onto richer
datasets, such as the OpenR1-Math dataset we discussed
elsewhere in this report.
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Appendix

A. Example steered model outputs
A.1. Steering with task vector

Prompt

Task B-1.3.
A ship traveling along a river has covered $24 \mathrm{~km}$ upstream and $28 \mathrm{~km}$
downstream. For this journey, it took half an hour less than for traveling $30 \mathrm{~km}$
upstream and $21 \mathrm{~km}$ downstream, or half an hour more than for traveling $15
\mathrm{~km}$ upstream and $42 \mathrm{~km}$ downstream, assuming that both the ship and the
river move uniformly.

Determine the speed of the ship in still water and the speed of the river.
Please reason step by step, and put your final answer within \boxed{}.

Baseline response (no steering)

Okay, so I have this problem about a ship
traveling upstream and downstream along a
river. The ship has covered 24 km upstream
and 28 km downstream. The total time taken
for this journey is half an hour less than
the time it would take to travel 30 km
upstream and 21 km downstream.
Alternatively, it's also half an hour more
than the time it would take to go 15 km
upstream and 42 km downstream…

Steering vector applied

Wait, no, actually, the question is in
Chinese, but I think it's similar. Let me
try to parse it again.
Wait, actually, no. Wait, the original
instruction is in Chinese, but the problem
is presented in English. Let me read it
again:
<model repeats the prompt>
Wait, that seems a bit conflicting because
it says "or" no, wait, let me read
carefully…



A.2. Steering with top-similarity SAE feature

Prompt

What is 1+1?

Baseline response (no steering)

THINKING
First, I recognize that the user is asking a
simple mathematical question: 1 plus 1.
To solve this, I'll start by identifying the
two numbers involved in the addition, which
are both 1.
Next, I'll perform the addition operation by
combining these two numbers.
Finally, I'll present the result clearly to
ensure the answer is understandable.
Solution:
We are asked to find the sum of two numbers:
\[ 1 + 1 \]
Step-by-Step Calculation:
Identify the Numbers:
The first number is 1, and the second number
is also 1.
Perform the Addition:

\[ 1 + 1 = 2 \]
Final Answer:
\[ \boxed{2} \]

Steering vector applied

THINKING
Wait, I'm confused. Maybe I need to double-
check my calculations. No, actually, I'm not
sure. Wait, perhaps I should look at this
again.
Wait, no, this is getting me more confused.
Maybe I need to take a break and try again.
Wait, this is getting too confusing. Maybe I
should step back and try to figure it out
step by step.
I'm not sure anymore. Perhaps I need to
reconsider my approach. This is getting too
tangled.
I think I'm making a mistake here. Maybe I
should start over.
Wait, no, perhaps I'm overcomplicating
things. Maybe it's simpler than that.
I'm getting more confused now. Perhaps I
need to take a different approach.
No, maybe it's time to consult with someone
else or look for clarification.
Wait, no, perhaps the answer is obvious if I
think differently.
I'm not sure anymore; maybe it's better to
seek help from someone else.
THINKING
1 + 1 equals 2.



A.3. Steering with second-top-similarity SAE feature

Prompt

What is 1+1?

Baseline response (no steering)

THINKING
First, I recognize that the user is asking a
simple mathematical question: 1 plus 1.
To solve this, I'll start by identifying the
two numbers involved in the addition, which
are both 1.
Next, I'll perform the addition operation by
combining these two numbers.
Finally, I'll present the result clearly to
ensure the answer is understandable.
Solution:
We are asked to find the sum of two numbers:
\[ 1 + 1 \]
Step-by-Step Calculation:
Identify the Numbers:

The first number is 1, and the second number
is also 1.

Perform the Addition:

\[ 1 + 1 = 2 \]

Final Answer:
\[ \boxed{2} \]

Steering vector applied

  THINKING 
AlrightOkaySoI'mTrying to figure outWhatIs1P
lus1HmmAlrightWellOnePlusOneWellI knowThatAd
dingNumbersMeansCombiningQuantitiesSoIfI hav
eOneOfSomethingAndThenAddAnotherOneSoThat'sT
woOkayButWaitWaitWaitWaitButWaitSometimesMat
hCanBeTrickyButInThisCaseItSeemsStraightforw
ardButLet meThinkMoreDeeperMaybeThereAreDiff
erentWaysToApproachThisPerhapsUsingDifferent
NumberSystemsOrBasesHmmWaitNoThat'sOvercompl
icAlrightFocusingBackOnTheBasicArithmeticInB
ase10WhichIsTheMostCommonWayToCalculateNumbe
rsSoInBase10AddingNumbersIsSimpleAsItIsJustA
ddingTheNumbersAsTheyAreSoOnePlusTwoGivesThr
ee,TwoPlusThreeGivesFourEtcNowInThisCaseIt's
JustOnePlusOneWhichIsTwo.
ButHoldOnMaybeThinkingAboutBinaryComputersOr
ComputingInDifferent numeralSystemsCouldThat
ChangeTheResultWaitInBinaryComputingYesHmmBu
tInBinaryEachDigitRepresentsAPowerOf2SoEachD
igitIsEither0Or1EachDigitInDecimalSystemRepr
esentsPowersOf10NowInBinaryIfWeConvert1+1=2I
nDecimalThatWouldBe2AlternativelyIfWeConvert
BothNumbersToBinaryEach"1"IsStillEqualToDeci

mal十BecauseDecimalNumberSystemsAndBinarySyst
emsTheyBothRepresentSameNumberWhenConverting
FromDecimalToBinaryOkayWaitNoActuallyWhenCon
vertingFromDecimalToBinaryAhNopeNotExactlyLe
tMeThink.
Let meFirstDefineWhatDecimalNumberSystemAndB
inaryNumberSystemEachPositionRepresentPowers
Of10ForDecimalPositionsRightSoForExample,Rig

htFirstDigits代表Ones,SecondDigitsTens,ThirdH
undredsEtcWhereasForBinaryPositionsEachPosit
ionRepresentPowersOf2StartingFromRightPositi
ons.
NowWhenAddingNumbersWhetherInBase10OrBase2We
HaveRulesLikeCarriesOverWhenSummingDigitsExc
eedTheMaximumValueForAGivenBaseForExampleInB
ase10IfYouAddTwoDigitsExceed9YouCarryOverToT
heNextHigherPlaceValueSimilarlySimilarlyIfYo
uAddTwoDigitsExceedFifteen(base16).
ButSinceWeAreAddingOnlyTwoSingleDigits1+1=2D
oesNotExceed9ThereforeNoCarryOverThusResultI
s2
AlternativelyThinkingAboutHowComputersUseBin
aryComputersStoreDataAllDataInsideComputersA
reStoredAsBitsWhichCanBe0Or1EachBitRepresent
sAByteOfInformationDependingOnHowBitsAreGrou
pedBytesBytesWordsAndWordsMeanBits
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