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Abstract

We investigate whether large language models (LLMs) employ world model-like
representations during inference. Specifically, we evaluate the ability of recent LLMs to
navigate grid environments and analyze their activations during action generation. We
train linear, MLP, and transformer-based probes to decode environment states, goals,
and progress from activations. More complex probes achieve higher accuracy, which
indicates a nonlinear structure. Furthermore, we reveal a difference in representational
focus across models. For Qwen3, our probes achieve higher accuracy for goals, but lower
accuracy for state prediction, suggesting a goal-oriented focus. In contrast, we achieve
higher state prediction accuracy for Phi-4 models, suggesting a more world model-like
encoding of state-action pairs. Notably, the world model-like representations of Phi-4
correlate with higher success rates in our task. Overall, our results suggest that LLMs
incorporate approximate world models that enhance performance in navigation tasks.
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1 Introduction

Reasoning is a defining feature of human cognition and a long-standing aspiration for artificial
intelligence [23, 13, 25, 34]. It is typically understood as the process of drawing conclusions from
premises or evidence and assessing the validity or strength of the connections between steps [22, 25].
It spans a variety of areas, from logical and mathematical reasoning to common sense reasoning
[22, 25].

Large language models (LLMs) now display reasoning-like behaviour: they can generate multi-
step solutions, follow chains of thought, and solve tasks that appear to demand structured inference
[14, 10, 29, 5, 30, 6, 36]. Modern reasoning language models, with enhanced test-time compute
capabilities, have demonstrated increased reasoning skills, yielding state-of-the-art results on
benchmarks [12, 6, 5]. Yet these models exhibit clear limitations, often failing on seemingly
simple reasoning tasks—both due to shortcomings in the reasoning process itself and in their ability
to represent the underlying structure of beliefs [31, 30].

We investigate whether LLMs employ world model-like representations during inference by
studying their behavior in grid-based navigation tasks. Concretely, we evaluate recent LLMs on
MiniGrid navigation and analyze their activations while they generate actions. We train probes
of varying complexity to decode environment states, goals, and progress from these activations.
Our central questions are: (1) whether environment structure is embedded in LLM activations,
(2) whether this structure is linear or nonlinear, and (3) how different representational focuses
(goal-oriented vs. world model-like) relate to downstream performance.
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2 Related work

Early Al research characterizes reasoning as operating over explicit symbolic or probabilistic models
of the world [22], as in formal logic and Bayesian networks. Modern LLMs [1, 12, 33|, trained
on large-scale text corpora, exhibit emergent reasoning-like behavior, including chain-of-thought
explanations, mathematical problem solving, and multi-step decision making, especially when
augmented with test-time search or verification mechanisms [15, 26, 35].

However, systematic evaluations show persistent deficits. Performance gaps have been doc-
umented in various domains: formal logic [21, 17|, causal and counterfactual reasoning [28, 7],
inductive generalization [18], mathematical reasoning [11, 2, 32, 19], long-horizon reasoning [16],
and mixtures of reasoning tasks [9, 24]. A common thread across these failures is misrepresentation
of reasoning: LLMs often produce surface-level approximations rather than correct intermediate
steps, which can prevent them from generalizing beyond the distribution of their training data
[4, 30, 6, 36].

3 Methods

3.1 Environments and task

We study LLM behavior in MiniGrid [8], a grid-based navigation environment. The agent moves
in a discrete 10x10 grid toward a designated goal cell using actions such as “move up”, “move
down”, “move left”, and “move right”. The model receives a textual observation and a description
of available actions, and must output a sequence of actions to reach the goal in the shortest way
possible. Task success is defined as reaching the goal using the shortest path.

This setup provides a clean mapping from model activations to environment state. For each time
step (i.e., after each action), we record the true state (agent position, goal position, and distance to
goal) and the corresponding internal activations while the model generates the action. This enables
us to probe whether and how environment structure is represented in the model.

3.2 Models

We evaluate three recent LLMs that differ in architecture and training objectives. Phi-4 15B
[1]: a base model without explicit reasoning-oriented optimization. Phi-4-Reasoning 15B [1]: a
reasoning-tuned variant of Phi-4 designed to enhance step-by-step inference. Qwen3-14B [33]: a
transformer model with strong general capabilities but distinct pretraining and alignment choices.

All models are used in a zero-shot configuration: they receive a structured prompt describing
the environment and actions, but no task-specific fine-tuning or examples on MiniGrid.

3.3 Activations and environment states

For each model, we roll out trajectories in MiniGrid using the textual interface and record activations
from a subset of layers while actions are generated. For each action step, we pair the hidden states
with the ground-truth environment labels:

1. State: the agent’s grid cell (one of 100 positions).
2. Goal: the goal cell position.

3. Progress: Manhattan distance to the goal.
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We probe multiple layers (e.g., early, middle, late) to study how probing accuracy evolves
through the network depth.

3.4 Probing models

To analyze the structure and focus of latent representations, we train three families of probes on
activations of LLMs.

1. Linear probes [3]: single linear layers mapping activations to state or goal labels, or to distance
regression targets. These measure linearly accessible information.

2. MLP probes: shallow feed-forward networks with nonlinear activations. These capture curved
decision boundaries and modest nonlinear structure.

3. Transformer-based probes: multi-layer transformer probes operating on sequences of activa-
tions (e.g., across tokens or time steps), allowing them to model temporal and contextual
dependencies.

Each probe family is trained to solve three tasks: State prediction: classify the agent’s current grid
cell, goal prediction: classify the goal location, distance prediction: regress the Manhattan distance
to the goal. The probes are trained with standard supervised objectives and evaluated on held-out
trajectories.

4 Results

4.1 Zero-shot navigation performance

The three models display markedly different navigation performance in MiniGrid, see Table 1.
Reasoning-oriented training improves performance for Phi-4, while Qwen3-14B underperforms
despite its generality, often making orientation mistakes such as confusing left and right.

Table 1: Zero-shot navigation performance of recent LLMs.

Model Success rate
Phi-4 82%
Phi-4-Reasoning 88%
Qwen3-14B 64%

4.2 Probing accuracy and nonlinearity

Across models, linear probes perform above chance on state, goal, and distance prediction tasks,
demonstrating that environment information is present in activations (see Figure 1).

However, MLP and transformer-based probes consistently outperform linear probes. For example,
transformer-based probes on Qwen3 achieve high accuracy on state and goal prediction, substantially
exceeding linear baselines and revealing a pronounced nonlinear structure in the representation
(see Figure 2). Similarly, MLP probes bridge a large fraction of the gap between linear probes and
transformer probes, indicating that relatively mild nonlinearity reveals more of the latent structure.

These trends suggest that LLMs encode environment states, goals, and progress in a curved
manifold rather than in a simple linear subspace.
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Figure 1: STATE probe accuracy across layers. Accuracy rises in mid-late layers for Phi-4 and
Qwen3-14B, while remaining above chance for all models. This pattern indicates that models
maintain a latent world-state representation during action generation.
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STATE probe accuracy across layers of different probes for Qwen3. Nonlinear (MLP- and
transformer-based probes) consistently outperform linear probes.

4.3 Goal-oriented vs. world model-like representations

A central finding of our work is a qualitative difference in representational focus across models.
For Qwen3, probes achieve relatively higher accuracy on goal prediction (see Table 2) but lower
accuracy on state prediction (see Figure 1), especially when considering linear probes.

This indicates that Qwen3’s activations emphasize goal information more strongly than precise
current state information, corresponding to a goal-oriented representation.
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Table 2: Performance of GOAL and DISTANCE probes (averaged across layers). Goal accuracy
measures the accuracy in predicting the final goal position from activations and distance MAE gives
the mean average error in regressing the Manhattan distance of the current position to the goal.

Model Goal Accuracy (%) Distance MAE
Phi-4 3.17 1.812
Phi-4-Reasoning 2.21 2.701
Qwen3-14B 4.05 2.064
Random Baseline 0.87 5.36

In contrast, probes trained on Phi-4 and Phi-4-Reasoning achieve higher accuracy on state
prediction, while still decoding goals and distances effectively. This pattern suggests that Phi-
4 models maintain a more world model-like encoding of state-action pairs, where the current
environment state is represented more robustly alongside goals and progress.

Notably, these representational differences align with downstream performance, see Table 1.
Phi-4 and Phi-4-Reasoning, which exhibit more world model-like representations (stronger state
decoding), also achieve higher navigation success rates (82% and 88%). Qwen3, which appears more
goal-oriented but weaker on state representation, achieves the lowest success rate (64%).

This correlation indicates that in navigation tasks, world model-like representations are more
beneficial for downstream performance than goal-oriented representations that emphasize the
destination but underrepresent intermediate states.

5 Discussion

5.1 Approximate world models in LLMs

The combination of above-chance probing accuracy, strong performance of nonlinear probes, and
successful navigation behavior suggests that LLMs incorporate approximate world models. These
models track key aspects of the environment (agent position, goal position, and distance) while
generating actions, even though this structure is not directly visible in the output text.

The necessity of MLP and transformer probes to better decode this structure highlights that
these world models are implemented in a nonlinear manifold within the activation space. This is
consistent with broader interpretability findings that concepts and intermediate computations in
deep networks are not necessarily linearly separable (see e.g. the rank-one model in [20]).

5.2 Representational focus

The contrast between Qwen3d and Phi-4 models illustrates how different representational focus can
lead to different behavioral outcomes. Qwen3’s goal-oriented representation appears to capture the
desired outcome but does not robustly encode the precise current state, which may contribute to its
orientation mistakes and lower navigation success. Phi-4 models, by emphasizing state-action pairs
more strongly, possess world model-like representations that better support step-by-step control
and yield higher task success.

These observations suggest that, for control tasks like navigation, success depends not only
on representing goals but also on maintaining accurate, actionable state information throughout
the trajectory. World model-like representations that integrate both appear more effective than
goal-centric representations.
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5.3 Limitations and future work

This study focuses on a single class of environments (MiniGrid) and on a small set of models, which
limits the generality of the conclusions. Further work is needed to test whether similar patterns hold
in more complex, partially observable, or multi-step reasoning tasks. In addition, probing provides
correlational evidence about representations; causal interventions (e.g., activation steering [27] or
targeted ablations [20]) would be needed to show that specific latent structures are necessary for
successful behavior.

6 Conclusion

This work investigates whether LLMs employ world model-like representations during inference in
navigation tasks. By probing activations of recent LLMs in MiniGrid and comparing linear, MLP,
and transformer-based probes, we show that environment states, goals, and progress are encoded in
nonlinear latent manifolds.

We find that Qwen3 exhibits a goal-oriented focus with relatively stronger goal decoding but
weaker state decoding, while Phi-4 models display more world model-like state-action encodings.
These world model-like representations correlate with higher navigation success, suggesting that
accurately encoding state and dynamics is particularly beneficial for downstream control. Overall,
our results support the view that LLMs incorporate approximate world models during action
decoding and that the structure and focus of these representations critically shape their performance
in downstream applications.
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