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Abstract

This report investigates and quantifies the Al-relevant hardware resources currently
existing within the Chinese mainland, as well as the development of domestic
alternatives to export-controlled Al hardware technologies.

Our research found that, in the short term, the primary asset will likely continue to be NVIDIA's
GPUs, primarily of the Hopper and Ampere generations. This is expected to change with the
indigenization of key technologies. The key determining factors are the specifics of performance
density and cost effectiveness, as well as the capacity to source and produce key hardware
domestically at scale.

While insider knowledge was not available to the author, a survey of both existing analyses and
reports, as well as our own analyses using primary, publicly available sources from research
entities based in the Chinese mainland, provides an overview of the technology landscape as of
mid-2025.

We present our results in three parts:

Part | focuses on the imported NVIDIA hardware, quantifying estimates for specific GPU
numbers.

Part Il presents what we found out about China’s access to — and progress in — key
technologies required to produce accelerators and Al-capable facilities at scale.

Part 1l concludes with our estimates of the technological readiness of an indispensable
technology needed for continued, competitive leading-edge semiconductor manufacturing: EUV
lithography.
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Executive Summary

Part I: Current Al Compute Landscape (Present — EOY 2025)

Despite increasingly stringent U.S. export controls, China has accumulated significant Al
compute resources, primarily comprising NVIDIA's Hopper and Ampere generation GPUs. We
estimate substantial quantities of H800 (100,000-150,000), A800 (150,000-300,000), and A100
(300,000-550,000) GPUs are present, supplemented by a minimum of 1,000,000 H20 units,
acquired through legal channels prior to bans. We found sources reporting on large scale
smuggling operations of export controlled GPUs, estimating tens, or even hundreds of
thousands of smuggled Ampere and Hopper GPUs in 2024 alone. While current GPU
distribution within the country appears inefficient, a consolidation by major actors is anticipated.
The resources are sufficient for developing Al models at the current state-of-the-art (SOTA).
However, China's overall Al compute capacity remains an order of magnitude below that being
deployed by U.S. hyperscalers, a gap whose strategic impact depends on future Al scaling
dynamics and research breakthroughs.

Part II: Domestic System Development (Mid-Term: 2026 — 2028)

China is actively developing domestic Al hardware, with Huawei's Ascend series (notably the
910B and 910C NPUs) at the forefront. The Ascend 910C, particularly when coupled with
emerging domestic interconnect solutions like Huawei's CloudMatrix 384, demonstrates
performance approaching NVIDIA's H100, narrowing the capability gap. However, significant
challenges persist. Domestic logic die manufacturing (e.g., by SMIC) faces yield and advanced
node limitations. The supply and domestic production of High Bandwidth Memory (HBM) and
advanced packaging technologies are critical bottlenecks, though indigenization efforts are



showing progress, partly through loopholes and stockpiling. In the mid-term (2026-2028),
domestic Al systems are expected to gain relevance within China, supporting key Al
development, but will likely continue to trail international SOTA in performance density and
cost-effectiveness due to these manufacturing and supply chain dependencies.

Part lll: Long-Term Technological Horizons (Beyond 2028)

For long-term competitiveness in Al hardware, deploying Extreme Ultraviolet (EUV) lithography
is indispensable for leading-edge semiconductor manufacturing.

We estimate the technology readiness levels (TRL) of key EUV components, including light
sources, reflective optics, photomasks, photoresists, and metrology/inspection systems. While
progress is evident in areas like reflective optics (TRL 5-6), critical challenges remain,
particularly in developing a reliable high-power EUV light source (TRL 3-4) and the complex
photomask ecosystem (TRL 2), including blank manufacturing and defect inspection. Overall,
achieving commercially viable, fully domestic EUV lithography production before 2030 is
deemed unlikely. In the interim, advanced DUV multi-patterning will be stretched, but limitations
in logic density may be partially offset if memory bandwidth (the "Memory Wall") becomes the
primary performance constraint for Al accelerators.

Conclusion & Outlook

China possesses significant, albeit restricted, Al compute capabilities for the short term and is
making determined, state-supported strides in domestic hardware indigenization. While export
controls have created significant hurdles, they have also galvanized efforts to build a parallel
semiconductor ecosystem. In the mid-term, China is expected to maintain relevance in Al
research by leveraging existing imported hardware and progressively more capable domestic
alternatives. However, achieving true self-sufficiency in leading-edge semiconductor
manufacturing, particularly EUV lithography, is a formidable long-term challenge. The strategic
implications hinge on the pace of domestic replication and innovation, the evolution of
algorithmic and hardware paradigms, and the complex dynamics of technology-centered
geopolitics.

Introduction

This section explains the fundamentals of:

e Al accelerator hardware
e U.S.-led export controls as of May 2025
e China’s technology subsidies and initiatives relevant to Al development

This overview is designed for those unfamiliar with these fundamentals. Experts may wish
to skim or move directly to the main part of the report.



Al hardware basics

Advanced machine learning research, development and deployment have grown to become
reliant on dedicated hardware, in large numbers, often tightly interconnected to exchange data
between units. The smallest such units are broadly called accelerators. Depending on the
supplier, they are sometimes called GPUs (Graphics/General Processing Units; NVIDIA and
AMD), TPUs (Tensor Processing Units; Google) or NPUs (Neural Processing Units; Huawei).

As of 2025, the commercial market for accelerators is dominated by NVIDIA. The reasons can
be summarized as:

-_—

Google does not offer their TPUs for sale to external customers

2. AMD’s GPUs are not compatible with CUDA, a software stack that a majority of machine
learning researchers have broadly built on, turning it into an ecosystem with a lock-in
effect.

3. Smaller competitors have not reached the manufacturing scales of NVIDIA, and face the

same challenge of incompatibility with CUDA

For this reason, Al accelerators are commonly treated as synonymous with NVIDIA GPUs, and
Part | of this report focuses on only them, while the next parts investigate the relevance of
domestically-made NPUs.

Inference and training:
The two main workloads for accelerators are training and inference.

e Training is where a given algorithm learns from data or other training signals.
Parameters of an algorithm are updated in this stage in order to maximize the
performance on the training task.

e Inference is the usage of a trained algorithm, for example when interacting with a
chatbot. It can be strictly separated from training, meaning that parameters are not
immediately updated. In some training schemes, however, inference is a part of the
process, for example when outputs of an algorithm are used to compute training signals.

Key components for Al accelerators:
Simplifying parsimoniously, one can reduce Al accelerator technology into three basic
components:

e Specialized logic dies: This is the “computer chip” that performs the bulk of
calculations. In contrast to general-purpose CPUs or even GPUs, logic dies in
accelerators are typically optimized for calculations at low precision. They are built for a
large number of calculations in parallel, often specialised specifically for matrix
operations. Logic dies for Al workloads are typically very large in surface area, often
leading to production challenges. A recently introduced remedy are chiplets: Individual


https://semianalysis.com/2025/04/23/amd-2-0-new-sense-of-urgency-mi450x-chance-to-beat-nvidia-nvidias-new-moat/#what-makes-cuda-great
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logic dies tightly interconnected through silicon interposers with extreme data
bandwidths. This packaging allows multiple chiplets to function as a unified die.
Prominent examples for this are the NVIDIA H200 and the Huawei Ascend 910C.

e High-Bandwidth-Memory: Volatile (non-permanent) memory with extreme
communication bandwidths to and from the logic die, as well as hardware outside the
accelerator. The bandwidth requirement is in a different class compared to alternative
DRAM types. On modern Al accelerators, HBM typically makes up a majority of the cost.
The feature size of the smallest memory units has shrunk to the minimum possible size
long before limits will be reached for the features on logic units. This has made it
necessary to stack multiple layers of memory chips on each other, with expensive
technologies involved to make it possible for these layers to be connected to the logic
die. HBM is categorized in generations. The generations are loosely defined by the
number of memory layers.

HBM HBM2 HBM2E HBM3 HBM3E HBM4
Year
Introduced ~2013-2015 ~2016 ~2018-2019 ~2022 ~2024 ~2026+
Bandwidth/Sta Up to 307 Up to 460 Up to 819 Upto 1.2+ 2.0+ TB/s
ck 128 GB/s GB/s GB/s GB/s TB/s (TBC)
Max DRAM 12 (Standard = 12 (Standard
Dies 4 8 8 (or12) allows 16) allows 16) 16+ (TBC)
Max 16 GB/24 24 GB (Std: | 36 GB (Std:
Capacity/Stack 4 GB 8 GB/16 GB GB 32GB) 48GB) 48 GB+ (TBC)

e Interconnections:

o The aforementioned silicon interposers connect logic chiplets into unified dies.
HBM and logic dies are also connected via specialized silicon interposers.
Assembling all these components into a unified accelerator requires advanced
manufacturing techniques, commonly referred to as packaging.

o For large scale applications, accelerators are tightly interconnected with each
other, with extreme requirements on communication bandwidth and latency.
There are hierarchies of interconnection, with nodes containing individual
accelerators, pods containing nodes, and data centers being made up of pods.
Even above pods, there can be hierarchies of networking switches, which mainly
deal with communication, rather than computation workloads. These
interconnections are critical for multiple reasons: Firstly, many Al models are too
large to fit on the memory of a single accelerator. For both inference and training,
this means that the parameters of said model need to be spread across multiple
units, referred to as model parallelism, including both tensor parallelism and
pipeline parallelism. Secondly, scalable training requires so-called data
parallelism, where multiple copies of a model are trained on different
sub-datasets in parallel. At the end of each training step, all the updates for the


https://www.nvidia.com/en-us/data-center/h200/
https://www.reuters.com/world/china/huawei-readies-new-ai-chip-mass-shipment-china-seeks-nvidia-alternatives-sources-2025-04-21/
https://semianalysis.com/2024/09/03/the-memory-wall/#dram-primer-current-variants
https://semianalysis.com/2024/09/03/the-memory-wall/#dram-primer-current-variants

individual copies are aggregated and computed into an average, which in turn
updates the model weights of each copy. This means synchronised broadcasting
of a vast amount of data at high speed and low delay (latency).
Intercommunication limits can negatively impact the effective utilization of the
computation resources of individual accelerators. The key metric to measure
effective utilization is MFU - Model FLOP Utilization. It is the percentage of
computation resources effectively used for model-related computations within a
given timeframe. It is reduced by idling: Computation resources waiting for
instructions.

U.S. export controls

As a general-purpose-technology (GPT), artificial intelligence is commonly considered to be no

less transformative and versatile than previous GPTs, such as the wheel, the steam engine or

the internet.

As such, it has come to the attention of geopolitical actors in the context of rivalries and mutual

distrust.

And while guarding algorithmic secrets is difficult to enforce reliably, they also evolve at a pace
so quick that they are (more often than not) guickly rendered obsolete anyway.

In an attempt to slow down the progress of its perceived geopolitical rival in this key technology,
the Biden-administration of the US-government (USG) has imposed a cascade of increasingly
strict and limiting measures on hardware exports to China and a selection of other countries:

Rule (Federal Register / BIS)

Items Controlled

Enforcement
Date(s)
October 7 2022 | Implementation of Additional Advanced computing ICs meeting specific
Export Controls: Certain performance thresholds
Advanced Computing and Computer commodities containing such ICs
Semiconductor Manufacturing Certain semiconductor manufacturing equipment
Items ER 62186 (SME).
October 17 Export Controls on Updated parameters for advanced computing ICs
2023 Semiconductor Manufacturing Including new "performance density threshold"

Items (SME IFR) ER 73424 &
73458

Expanded restrictions on chips designed or marketed
for datacenters.



https://ideas.repec.org/p/wes/weswpa/2017-001.html#:~:text=%26%20Trajtenberg%2C%20M.%2C%201995,Timothy%20F.
https://www.oecd.org/en/publications/assessing-potential-future-artificial-intelligence-risks-benefits-and-policy-imperatives_3f4e3dfb-en.html
https://epoch.ai/trends#algorithms
https://www.federalregister.gov/documents/2022/10/13/2022-21658/implementation-of-additional-export-controls-certain-advanced-computing-and-semiconductor
https://www.federalregister.gov/documents/2023/12/15/2023-27588/export-controls-on-semiconductor-manufacturing-items-implementation-of-additional-export-controls
https://www.federalregister.gov/documents/2023/12/15/2023-27588/export-controls-on-semiconductor-manufacturing-items-implementation-of-additional-export-controls

December 2 Foreign-Produced Direct e All advanced computing ICs that meet

2024 Product Rule Additions, and training-performance thresholds (ECCN 3A090.a,b)
Refinements to Controls for e High-bandwidth memory stacks above the GB/s/mm?
Advanced Computing threshold (new ECCN 3A090.c)
FR 96790 e Foreign-produced direct-product (FDP) rule extended

to memory & Al-training hardware
e More SME restrictions

May-45.2025 | F forAsifioin]

il DiffsionFF
Revoked by o : ) '
the Trump Hmplementation-of-Additional et Tier2 " . .
administration | Pue-Diigerce-Measurestor vy : hard Tier3 .
. . ’
. Lo r FQF 5200 effectively-embargoed

China’s technology subsidies and initiatives relevant to Al
development

Building a robust semiconductor and integrated circuits (IC) industry has been a national priority
of the Chinese Communist Party (CCP) for decades. Earlier examples include:

2008 - “02%I1” “Turning Point 02”

Scope & Funding

e Launched April2008 as the “VLSI Manufacturing Equipment & Complete Process”
national S&T maijor project, it mobilized ¥199.06 billion in total funding, of which the
central government provided ¥85.63 billion and Beijing & Shanghai local governments
added ¥10.3 billion in matching funds gov.cn, Science Ministry China.

Talent Initiatives

e Attracted 195 overseas experts (22 via the “Thousand Talents” program) to strengthen
R&D teams gov.cn.

2014 - National IC Industry Outline & Big Fund |



https://www.federalregister.gov/documents/2024/12/05/2024-28270/foreign-produced-direct-product-rule-additions-and-refinements-to-controls-for-advanced-computing
https://www.federalregister.gov/documents/2025/01/15/2025-00636/framework-for-artificial-intelligence-diffusion
https://www.federalregister.gov/documents/2025/01/16/2025-00711/implementation-of-additional-due-diligence-measures-for-advanced-computing-integrated-circuits
https://www.gov.cn/gzdt/att/att/site1/20120428/001e3741a5581105963801.pdf
https://www.most.gov.cn/ztzl/zdzx/gzdt/201705/t20170526_5163.html
https://www.gov.cn/gzdt/att/att/site1/20120428/001e3741a5581105963801.pdf

Policy Framework

e OnJune 24,2014, the State Council issued the “National IC Industry Development
Outline,” creating a leadership group to coordinate top-level design and integrate
finance, tax, trade and talent measures. Chinadaily

Big Fund|

e Established in September2014 with a target scale of RMB 138.7 billion, the first
market-oriented government fund exclusively supported IC fabs, design, equipment,
materials and packaging/testing StcnPishu Database.

e Actual scale below target

Preferential Tax Policies

e The Ministry of Finance, State Taxation Administration and NDRC issued CIT
preferential measures allowing IC manufacturers grants up to 50 % of R&D costs and
multi-year tax exemptions for key production lines, and analogous breaks for
equipment/materials producers_Dxdz IC, Shanghai Tax office.

2015 — Made in China 2025

e Released May 19, 2015, the “Made in China 2025” plan’s “1+X” guides prioritized smart
manufacturing, IC equipment and domestic tool R&D, but allocated no standalone
budget—funding was drawn from existing special projects and Big Fund resources
gov.cn, Yangtze Silk Road Info.

2016-2020 - 13th Five-Year Plan & 02% Il Continuation

e The 13thFYP and the 2016 National Science & Technology Innovation Plan instructed
continued support for existing S&T major projects (including the 02% ) but did not

establish a distinct new funding line; project financing remained under MOST’s annual
budgets_gov.cn, Science Ministry China.

2019 - BigFundll

e Launched October2019 with registered capital ¥204.15 billion, Big Fund Il reinforced
SMIC’s 14 nm expansion, YMTC memory fabs and early equipment ventures; its 27


https://usa.chinadaily.com.cn/business/2014-06/25/content_17613997.htm
https://www.stcn.com/article/detail/1477857.html?utm_source=chatgpt.com
https://www.pishu.com.cn/skwx_ps/multimedia/ImageDetail?ContentType=MultimediaImageContentType&ID=11593145&SiteID=14&type=ImageTable&
https://www.semiconductors.org/wp-content/uploads/2021/07/Taking-Stock-of-China%E2%80%99s-Semiconductor-Industry_final.pdf
https://www.dxdz-ic.com/en/news_en/show-1.html
https://shanghai.chinatax.gov.cn/zcfw/zcfgk/qysds/201507/t417730.html
https://www.gov.cn/zhengce/content/2015-05/19/content_9784.htm?utm_source=chatgpt.com
https://www.gov.cn/zhengce/content/2015-05/19/content_9784.htm
https://yangtze.silkroadinfo.org.cn/2021/4/20210428130352516%E4%B8%AD%E5%9B%BD%E9%9B%86%E6%88%90%E7%94%B5%E8%B7%AF%E4%BA%A7%E4%B8%9A%E5%8F%91%E5%B1%95%E2%80%9C%E5%8D%81%E4%B8%89%E4%BA%94%E2%80%9D%E5%9B%9E%E9%A1%BE%E4%B8%8E%E2%80%9C%E5%8D%81%E5%9B%9B%E4%BA%94%E2%80%9D%E5%B1%95%E6%9C%9B.pdf
https://www.gov.cn/zhengce/content/2016-08/08/content_5098072.htm
https://www.most.gov.cn/ztzl/zdzx/gzdt/201705/t20170526_5163.html

shareholders included the Finance Ministry, China Development Bank Capital and China
Tobacco RISC-V MCU Community.

More recently, Al technologies started being mentioned as key priorities for industrial policy and
support. The exact effect of export controls on the scope and direction of these initiatives and
subsidies is difficult to quantify exactly, but they can be reasonably interpreted as at least
partially motivated by them.

2021 — 14th Five-Year Plan
Strategic Targets

e The “14th FYP Digital Economy Development Plan” (Jan 2022) elevated IC and Al as
strategic priorities, setting goals for 12-inch wafer capacity, domestically-built 5nm
etchers and in-house EDA tool completion by 2025 _China gov.cn.

Local/VC Support

e Shanghai launched a ¥100 billion 1C/biomedicine/Al fund in July 2024; Hangzhou and
Wuxi provinces offer R&D subsidies and IP-purchase grants (up to 30 % of cost)
Reuters, Hangzhou.

May 2024 — Big Fund Il

e Registered May 24, 2024 with capital ¥344 billion ($47.5 billion), Big Fund Ill is the largest
phase yet, explicitly targeting domestic DUV/EUV equipment and materials to close
“bottleneck” gaps Reuters, Sina Finance.

Jan 2025 - National Al Industry Fund (financed by Big Fund lll)

e Established January 2025 with ¥60.6 billion over 13 years (hosted in Shanghai), this new
equity-investment vehicle—seeded by Big Fund lll—focuses on Al compute hardware,
algorithms and data services Sina Finance.

March 2025 - National Venture Capital guidance fund


https://www.rvmcu.com/article-show-id-204.html?
https://www.gov.cn/zhengce/content/2022-01/12/content_5667817.htm
https://www.reuters.com/world/china/shanghai-launches-138-bln-funds-boost-integrated-circuit-biomedicine-ai-sectors-2024-07-26/
https://www.hangzhou.gov.cn/art/2018/8/8/art_1496071_4388.html?utm_source=chatgpt.com
https://www.reuters.com/technology/china-sets-up-475-bln-state-fund-boost-semiconductor-industry-2024-05-27/?utm_source=chatgpt.com
https://finance.sina.cn/2024-06-06/detail-inaxuysw4835879.d.html?from=wap&
https://finance.sina.com.cn/cj/2025-04-15/doc-inethcvq7663217.shtml

e BEIJING, March 6 (Reuters) - China will set up a government-backed fund in the near
future that will mobilize 1 trillion yuan ($138.01 billion) from social capital to support
technology startups, said Zheng Shanjie, the head of China's state planner.

In essence, “02%I” (Turning Point 02) initiated the development of domestic capabilities in
VLSI manufacturing equipment and complete processes, while Big Fund | established the first
comprehensive, market-oriented financial support system for the entire IC value chain, including
fabs, design, equipment, materials, and packaging/testing. Subsequently, Big Fund Il focused
on scaling up production for national champions like SMIC (to 14nm nodes) and YMTC
(memory), alongside supporting early equipment ventures. Strategic blueprints like Made in
China 2025 outlined key priorities such as domestic IC equipment and tool R&D, which were
further concretized by the 14th Five-Year Plan that elevated IC and Al to top strategic
importance and set specific targets, including the attempted development of domestically-built
5nm etchers and in-house EDA tools by 2025. Most recently, Big Fund lll represents a
massive, highly targeted investment aimed at achieving self-sufficiency in critical DUV/EUV
lithography equipment and materials to close "bottleneck" gaps. Alongside this, the National Al
Industry Fund (financed by Big Fund lll) directs significant capital specifically towards Al
compute hardware, algorithms, and data services, while the broader National Venture Capital
guidance fund signals a major commitment to cultivating the next generation of technology
startups across various sectors, including Al and semiconductors.

Overview of National IC Industry Investment Fund ("Big Fund") Phases

Big Fund | Big Fund Il Big Fund Ill

Establishment 2014 2019 May 2024

Reported Capital | ¥138.7 Billion (~$21B) | ¥204.15 Billion (~$29B) | ¥344 Billion (~$47.5B)

Leveraged Capital | ¥514.5 Billion ¥600 Billion Expected > ¥600B (Implied)

(Est.)

Primary Focus Manufacturing (67%), | Broader: Continued Critical Bottlenecks: Adv.
Design (17%), OSAT | Mfg, Increased Equipment (Litho), Materials,
(10%), Equip/Mat Equip/Mat, Design Adv. Memory/Al Chips

(6%)



https://www.reuters.com/world/china/china-set-up-national-venture-capital-guidance-fund-state-planner-says-2025-03-06/

Key Rationale Build domestic fab Address ecosystem Overcome critical tech
capacity, address weaknesses, respond to | dependencies exacerbated
funding gap initial US pressure by export controls

Shareholder Mix Central Finance, Central Finance, SOEs, | Dominated by Central
SOEs, Multiple Local | More Local Govts Finance/SOEs, Few Local
Govts Govts (BJ, SH, GD)

Sources for the table:
1. R REL & .
2. China's Quest for Semiconductor Self-Sufficiency | Centre for Emerging Technology and

Security
3. E-HARESHNIE S S FHRE- [T FTE- PUFSZEE-F AR

4. |IC industry fund investment layout Industry News TDG

While not all the support programs, initiatives and subsidies mentioned here are exclusively
directed towards Al hardware, it goes to show that hundreds of billions of RMB are flowing into
developing domestic semiconductor manufacturing equipment, with a steadily increasing priority
on Al. The conclusions here are:

1. Critical technologies are subsidized such that they do not necessarily need to compete
on cost with international offerings, or be immediately profitable even without
competition. This is typical for the initial phases of other industries where China has
eventually become cost-competitive: renewable energy, lithium-ion batteries, robotics,
mature semiconductor nodes and others

2. The strategic importance of Al hardware has not only been noticed, it is aggressively
supported by the government.

Part | Current Al Compute Landscape in China
(Present - EQY 2025)

Context: Why NVIDIA GPUs currently dominate the Chinese Al
hardware landscape

With the exception of the Pangu series of models, the vast majority of known Chinese
generative Al systems have been trained on NVIDIA's GPUs. In this section, we therefore
attempt to estimate the numbers of noteworthy variants that have made it into the country
through both legal and illegal pathways. This is most relevant for the short-medium term of Al
development in China: While a domestic technology stack is emerging with Huawei’'s NPUs and



https://www.cspengyuan.com/pengyuancmscn/credit-research/industry-research/subject/20241218224144829/%E9%9B%86%E6%88%90%E7%94%B5%E8%B7%AF%E5%9F%BA%E9%87%91%E5%AD%B5%E5%8C%96%E5%8A%9B%E7%AA%81%E5%87%BA%EF%BC%8C%E4%B8%89%E6%9C%9F%E5%A6%82%E4%BD%95%E5%8A%A9%E5%8A%9B%E7%AA%81%E7%A0%B4%E5%B0%81%E9%94%81%EF%BC%9F.pdf
https://cetas.turing.ac.uk/publications/chinas-quest-semiconductor-self-sufficiency
https://cetas.turing.ac.uk/publications/chinas-quest-semiconductor-self-sufficiency
http://www.cgsfund.com/site/2/2/article_32669.html
https://www.tdg-nissin.com/en/news/industry-news/ic-industry-fund-investment-layout-217.html
https://arxiv.org/abs/2504.07866
https://arxiv.org/abs/2303.10845
https://arxiv.org/abs/2505.04519

the Mindspore/CANN software base (a domestic alternative to Pytorch/Tensorflow and CUDA),
these software bases have had ecosystem lock-in effects, where ML researchers specialize in
and master the usage of the most commonly used stack. A recent example for this are the
numerous low-level optimizations done by the Deepseek team, writing new CUDA kernels to
optimize the efficiency of their infrastructure.

Transitioning away from the established, western ecosystems would mean a pivot away from a
mature, stable software stack and needing to re-build the tacit knowledge Chinese researchers
and engineers already have in NVIDIA's ecosystem, this time within a comparatively immature
and unpopular software environment. If and when domestic offerings outcompete existing
NVIDIA hardware resources, one can expect the majority of Chinese researchers to mainly
engage with domestic software stacks. The Pangu series of models prove that this can be done,
even when at first, the domestic systems will be comparatively inconvenient and cumbersome.

Today though, NVIDIA's GPUs are the most relevant Al hardware resource within China.

In our analysis, we consider the four most performant types of GPUs that were legally available
before restrictions, and the H100, which could and can only enter the nation through smuggling.

Compute Communication
Memory Bandwidth = (TFLOPS, FP16, Speed (NVLink
GPU Memory (GB) (GBIs) dense) GB/s)

NVIDIA H100 80 3350 990 900
NVIDIA H800 80 3350 990 400
NVIDIA A100 80 2040 312 600
NVIDIA A800 80 2039 312 400
NVIDIA H20 96 4096 148 900

The cascade of export controls aimed at China and other nations have effectively cut off
Chinese customer’s legal access to certain GPU models:

A100: Available from May 2020 — Banned in Q3, 2022.
A800 and H800: Introduced in November 2022 and March 2023 — Banned on
November 17, 2023.

e H20: Originally planned for late 2023 — Delayed — Orders open March 2024 until April
2025 ban

e Blackwell generation and above: No sales so far

Methodology

The availability timeframes explained in the previous section are critical for our analysis:
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e NVIDIA sales:
When compared to NVIDIA's revenue extracted from SEC filings, they allow for
estimates of (total) GPU sales by type to the Chinese market. One can also analyze
available information about corporate investments into Al infrastructure in China, and
correlate them with the availability of NVIDIA hardware at that time. Revenue numbers
specific to billing locations exist either directly in these documents, or they can be
calculated, as done by CSIS.

e Chinese purchases:
Combined with some speculative, but context-motivated assumptions, one can estimate
orders of magnitude of some GPU types acquired by some of the Chinese hyperscalers,
based on their capital expenditure. Of course, this does not account for re-sales within
the country or smuggling, so the numbers are to be seen as order-of-magnitude
estimates at best.

e Smuggling:
Here, we rely on existing analyses.

For each of the specific estimates presented in the next section, the detailed analysis can be
found in the appendix, where key assumptions are specified.

Results

Gathering concrete numbers of NVIDIA revenue (SEC filings, annual and quarterly reports)
specific to billing locations in China, and mapping these numbers to the GPU types legally
available at these times, we obtain:

H800 100,000 — 150,000

A800 150,000 — 300,000

A100 300,000 - 550,000

H20 min. 1,000,000

Note that these estimates are not confidence intervals, but rather plausible best guesses. They
are based on two key assumptions:



https://www.csis.org/analysis/deepseek-huawei-export-controls-and-future-us-china-ai-race

e NVIDIA data center revenue fraction of total revenue: 80%
o Fraction of of GPU sales in NVIDIA's data centre revenue: ~85%

Recent analyses suggest that the scale of chip smuggling is higher than previously anticipated,
with on the order of 10,000-100,000 GPUs (most likely A100 and H100) having entered the
country in 2024 alone. This is a substantial fraction of the overall Chinese resources, especially
if there are indeed on the order of 100,000 H100 GPUs within the country.

Discussion of GPU distribution within China

Multiple reports suggest that currently, accelerators are not effectively utilized in many cases,
and rather thinly spread over many clusters with sizes on the order of 10.000 GPUs. Commonly
named reasons are hype and government/private investment, not least motivated by
expectations of further chip embargoes and the resulting supply constraints.

However, this inefficient distribution can be expected to change with key companies announcing
their plans to invest into large-scale Al infrastructure.

For example, Alibaba Group announced their plans to invest over $52b into Al development
over the next three years. In January 2025, Bytedance expected a capital expenditure of $20b
in 2025, $12b of which on Al. Tencent has recently developed the communication infrastructure
technology needed for training runs using hundreds of thousands of GPUs.

All this demonstrates that consolidation of hardware resources within the country is almost
guaranteed: Supply finds demand.

A few more remarks on the hardware resources of a select few companies:
The most performant GPU that has been available to Chinese customers is the H800.

Omdia, a market analysis firm, estimated Hopper GPU sales as follows:
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H100 GPU orders expected to be fulfilled in 2023
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This graph seems to count H800 sales into “H100 GPU orders”, since the H100 was never
legally available to Chinese customers. The estimate of 25,000 Hopper GPUs (before H20 was
available, crucially) bought by Alibaba fits roughly with our own estimate range, calculated in the
appendix. Similar estimates were made for other companies with publicly available financial
data, such as Tencent. While the numbers are plausible for the year 2023, they should only be
seen as estimates applicable to that specific year. The total of all Hopper GPUs that, according
to Omdia, were ordered by the listed Chinese customers (Tencent, Baidu, Alibaba, Bytedance)
in 2023, adds up to 115,000 H800 GPUs, fitting to our estimate, with some room for additional
customers.

Other GPU types are less performant, but still relevant for Al development. We expect that
GPUs less performant than the H100, H800 and A100 are mostly used for inference, which is
less demanding for both communication speed and memory bandwidth and capacity.

We also want to discuss the elephant (or whale) in the room, Deepseek, and highlight claims
about their hardware resources:

Their V3 and R1 models have been among the most capable open-weights LLMs in the world
for almost half a year (May 2025), and have famously been trained using only 2,048 H800
GPUs.

HighFlyer, and through it Deepseek, has access to at least 10,000 additional A100 GPUs.
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SemiAnalysis is often quoted regarding their belief that Deepseek could be in possession of
tens of thousands of Hopper GPUs. In an interview hosted by Lex Friedman, however, the
authors elaborate on the speculative nature of this claim: They assumed an “industry standard”
of a quarter or less of a given company's resources used for their largest pre-training run.

This is to say that details about the real resources of the currently leading Al research lab in
China are unknown even among industry analysts.

We can only make educated guesses about orders of magnitude, for Deepseek as well as other
Chinese Al developers. Our impression is that the largest Al data centres in the country are
currently based on A100 GPUs, not exceeding the scale of 10,000 and 15,000 GPUs by an
order of magnitude or more.

The only practical reason to concentrate computing resources further is for workloads that
require synchronized, low latency and high bandwidth communication across all GPUs.
Currently, the only workload necessitating such resource concentration is pre-training large
language models on frontier scales. The following section discusses the necessity of
Colossus-scale facilities for frontier Al development.

Strategic implications

To put Chinese GPU resources into context: In 2025 alone, NVIDIA's global sales can be
estimated as 2M Hopper GPUs and 5m Blackwell GPUs (while the Chinese GPU numbers
discussed in the previous section are aggregated over multiple years). In 2025 alone, this would
mean an increase in millions of H100 equivalents. According to NVIDIA's CEO, Jensen Huang,
3.6 million Blackwell GPUs (18 mio. H100 equivalents) were ordered by just four of the biggest
cloud server providers.

This points to the strategic situation of Al hardware resources within China:

While the current nation-wide GPU computing resources enable the development of domestic
systems on the level of the current state-of-the-art (SOTA), for example with LLMs or video
generators, they are more than an order of magnitude below the capacity being deployed by
U.S. hyperscalers in this year alone. It is challenging to quantify how much of a disadvantage
this will be for progress in China vs. the rest of the world, since this depends on many factors:

e How will future machine learning paradigms benefit from computation scale?
Logarithmically? Or less? More?
How does the ability to experiment with new paradigms benefit from scale?
What is the relative importance of research talent vs. computational resources, and how
exactly does this change with increasingly automated Al research?
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While we can not predict industry-defining paradigm shifts in algorithms, we can extrapolate
trends within the currently leading Transformer-based developments. As a proxy, we consider
training FLOPS and benchmark performance for notable general-purpose LLMs:

Benchmark accuracy increases with training compute
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Image source: Epoch Al, May 2025

While graphs like these are often used to infer empirical scaling relations between performance
and compute scale, they often fit oversimplified linear regressions on highly noisy data. The
reader can explore Epoch Al's Al Benchmarking Dashboard, set the x-axis to Training compute
(FLOP), and observe the correlations (or lack thereof). We notice: While more knowledge-based
benchmarks (such as GPQA Diamond) show some relationship between compute scale and
benchmark performance, the correlation is weaker on practically any other task. Correlations
between measured performance and release date are more pronounced, implying that progress
in ML and data science have been the primary drivers of downstream task performance, when
comparing models with compute gaps of one to two orders of magnitude.

If two orders of magnitude of compute do not make a decisive difference for downstream task
performance, we do not expect that export controls have “choked off” China’s access to the
future of Al.

However, one key observation from previous developments is that benchmark records are
broken more often than not by the largest models of their time. And even if a paradigm that was
previously limited by computation scale is now limited by other factors, such as data volume and
quality, this does not negate the general principle of the bitter lesson.
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To summarize our assessment of the strategic situation of hardware resources:

1. Current paradigms of Transformer-based LLMs will likely not benefit from increased
computation scale as much as they did so far, even when considering new
inference-scaling techniques.

2. New paradigms could turn this situation around, and the scaling parameters (how much
improvement per order-of-magnitude compute increase) will make the difference
between Chinese NVIDIA GPU resources being sufficient for relevant progress in Al, or
not.

From the Chinese perspective, it would be unwise to bet against scaling in the long term, even if
current paradigms plateau in the short term.

This section has only investigated imported NVIDIA hardware. However, domestic options for Al
development are emerging, and have been demonstrated to be suitable for some of the
(currently) most challenging workloads, such as large scale dense and MoE LLM training.

But how significant will domestic hardware be in the coming years?

Part Il: Domestic System Development (Mid-Term:
2026 - 2028)

Huawei’s Ascend Series

Huawei accounts for more than three quarters of the overall output of Al chips in China. The
most prominent and recent versions are the Ascend (Shenteng, #f&) series, in particular the
910B and 910C.

Historically, Huawei has relied on foreign fabrication and supply from TSMC, Samsung and
others. The earlier Ascend 910 logic die was fabricated at TSMC, using their 7nm process node.
Export restrictions have made the supply chain and production of Huawei’s chips (and Chinese,
in general) turbulent and quickly changing from one supply route to another. Without going too
much into detail here, we refer to a variety of sources discussing the origins of the 910B and
910C chips.

The 910B is effectively a replacement of the 910, while the 910C is a fused die of two 910B
chips, packaging them into a unified NPU.

While the earliest reported appearance of the 910B was in August 2023, the 910C is set to
launch in May 2025.
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New generations of Huawei Al hardware, such as the rumored Ascend 920, are said to achieve
900 BF16 dense TFLOPS, while using HBM3. These rumors are difficult to confirm, especially
the question of how the memory chips are sourced.

Another rumored chip, the Ascend 910D, has been mentioned by Reuters, but no technical
performance data was included.

Accelerators

The microarchitecture, named DaVinci, is strikingly different from NVIDIA's or Google’s designs.
This suggests that rather than being a copy of western technology, the Ascend series is a
genuinely indigenous design. Instead of being interfaced via Tensorflow, Pytorch and
CUDA/CUDNN/PTX, the software stack is completely indigenous. The “user interface” of a
developer is a library called Mindspore, which in turn is interpreted by CANN, which interfaces
with the lower-level instructions. Only few developers outside of Huawei have so far built on this
software stack, but this might change when NPUs gain relevance on the Chinese market.

Here is how the Ascend 910B and 910C compare to the most widespread western Al
accelerator as of early 2025, the H100:

Specification Huawei Huawei NVIDIA H100 (SXM5)
Ascend 910B Ascend 910C
Dense FP16 | 280-400 (CSET) 780-800 (2 x 400) 989.5 (1979 +2)
peak (Reuters, (NVIDIA, NVIDIA
(TFLOPS) SemiAnalysis) Developer)
Memory 64 HBM2e (arXiv) 128 (2 x 64) 80 HBM3 (NVIDIA)
capacity (Reuters)
(GB)
Memory 1600 (1.6 TB/s) 3200 (3.2 TB/s) 3350 (3.35TB/s)
bandwidth (arXiv) (arXiv, Reuters) (NVIDIA)
(GB/s)
Process TSMC 7nm, SMIC TSMC 7nm, SMIC | TSMC 4N (custom)
technology 7nm (N+1) (Tom's | 7 nm (N+2) (NVIDIA Developer)
Hardware, (Reuters,
SemiAnalysis) SemiAnalysis)
Active Al 25 “New DaVinci” 50 DaVinci 528 4th-gen Tensor
cores Al cores (Arthur cores (2 x 25) Cores (132 SM x 4)
(Arthur Chiao, (NVIDIA Developer)
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Specification Huawei Huawei NVIDIA H100 (SXM5)

Ascend 910B Ascend 910C
Chiao, Tom's Tom's Hardware,
Hardware) Reuters)

Interconnect | HCCS: 7x56 GB/s HCCS: 7x56 GB/s | NVIDIA NVLink 4:

(one-to-one | (Arthur Chiao) (Arthur Chiao) 900 GB/s* (NVIDIA)
GPU—-GPU Woiclly siower than he conmectiy of
max BW) all GPUs in the node

While the 910B is more comparable to an A100 in performance, the 910C narrows the gap to an
H100. The most striking difference, however, is in the interconnections. HCCS stands for
Huawei’'s Cache Coherence System, a relatively slow, peer-to-peer, rather than full mesh
connectivity. In practice, this means a different, and potentially more complex handling of
distributed training and inference. However, this has been demonstrated to work in practice,
using older Atlas 800T A2 nodes with 4 910B NPUs each. The scale-out bandwidth provided by
the RoCE fabric interconnects between the 800T A2 nodes is 200 GB/s node-to-node.

The individual NPU-to-NPU communication bandwidth, together with the rather weak scale-out
bandwidth and small node size of only four 910B NPUs all make Huawei's hardware appear
uncompetitive compared to Hopper- or even Blackwell-based systems with 8 H100s or even 72
B200s per node.

Networking Infrastructure

A very recent announcement by Huawei could turn this situation around:

New, domestically made interconnect technology has made it possible to scale Al training much
further. The state-of-the-art NVL72 server rack by NVIDIA connects 72 Blackwell GPUs tightly
together (all-to-all, full mesh) via copper cables, forming a single unified GPU node. Huawei’s
CM384 connects 384 Ascend 910C NPUs all-to-all, using intra-node, 100% optical switches.
The table below compares the performance of the two architectures:
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Key Capabilities - Huawei Ascend 910C Cloud Matrix 384 vs Nvidia GB200 NVL72

BF16 dense TFLOPS TFLOPS 2,500 780 0.3x
HBM capacity GB 192 128 0.7x
HBM bandwidth TB/s 8.0 32 0.4x
Scale Up Bandwidth Gb/s uni-di 7,200 2,800 0 4x
Scale Out Bandwidth Gb/s uni-di 400 400 1.0x

BF16 dense PFLOPS PFLOPS 180 300 1.7x
HBM capacity B 138 492 3.6x
HBM bandwidth L) TB/s 576 1,229 21x
Scale Up Bandwidth | Gb/s uni-di 518,400 1,075,200 2 1x
Scale Up Domain Size GPUs 72 384 5.3x
Scale Out Bandwidth . Gbls uni-di 28,800 153,600 53x
All-In System Powert W 145,000 599,621 4 1x
All-in Power per BF16 dense FLOP W/TFLOP 0.81 2.00 2.5x
All-in Power per memory bandwidth W per TB/s 2517 4881 1.9x
All-in Power per memory capacity kWITB 105 122 1.2x

1. All-in System Power is lotal cluster power including scale-out nefworking, storage, efc.

Source: SemiAnalysis

CloudMatrix 384 sells for about Rmb 60mn ($8.2mn) a set. This compares with about $3mn for
Nvidia’s NVL72, according to analyst estimates.

Comparing only FLOPS/$, this means 60 PFLOPS/$m for NVIDIA and 37.4 PFLOPS/$m for
Huawei.

Comparing memory, this is 4.6 TB/$ for NVIDIA and 6 TB/m$ for Huawei.

Huawei may not be economically competitive with Blackwell on the international market, though
in a technology regime where FLOPS/$ increases rapidly, the gap appears rather close.
Strategically, this system (and successors built on newer microchip generations) can be
reasonably expected to keep China’s most well equipped developers at the rough order of
magnitude of frontier Al training, at least for the next 1-2 years. However, this would likely
require centralization to far fewer developers.

NOTE: This is assuming that imported, as well as domestically made logic dies can be
successfully packaged with imported HBM at scale. SemiAnalysis estimates:

While TSMC has provided 2.9 million dies which is enough for 800 thousand Ascend
910B’s and 1.05 million Ascend 910C’s across 2024 and 2025, the SMIC production has
the potential to massively grow the capacity if HBM, wafer fabrication tools, tool
servicing, and chemicals such as photoresist are not effectively controlled.

Similar numbers are reported by CSIS.
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All this should, in theory, enable facilities (almost) rivaling western ones:

1000 CM384 fully connected in one facility would mean 384,000 Ascend 910C NPUs
consuming 600MW of power. In theory, multiple such facilities, or even larger ones, may be
possible with the supposedly existing stockpiles alone. However, even one such facility would
cost around $8B, probably more.

The current worldwide-largest reported single facility for Al training is xAl's Colossus. 200,000
H100 (equivalent) GPUs fully interconnected, with the important caveat that the architecture is
built on 8-GPU nodes, each connected via Infiniband, which is known to be a bottleneck in
model- and expert-parallelism. A single, dense node with ~50TB HBM could significantly boost
compute utilization over current H100 setups for very large models. Housing the entire model
state (weights, activations, optimizer states) eliminates the need for inter-node model or expert
parallelism, omitting potential communication bottlenecks.

Manufacturing

Semiconductor manufacturing in China has a long history, most of which is out of the scope of
this report. In recent years, export controls have cut off Chinese companies such as SMIC
(Semiconductor Manufacturing International Corporation) from legal access to advanced
semiconductor manufacturing equipment (SME). The controls were implemented in succeeding,
increasingly strict and thorough stages. The details of all the technologies involved, and the
different workarounds by SMIC and others, circumventions, including smuggling, are out of the
scope of this report.

While the logic dies of the 910 were apparently universally fabricated at TSMC, the similarly
performing 910B die may have been fabricated at TSMC as well, with domestic production
ramping up in parallel. Initially, yields (fraction of useful dies on a wafer without catastrophic
defects) have been poor, with low figures such as 20% having been reported for SMIC’s
production. The process is being optimized as of May 2025 though, with newly reported yields
of 40%. (For comparison, TSMC production of A100 dies is said to have been at 60%).
According to the Financial Times, 100,000 910C processors and 300,000 910B chips are
planned to be produced this year. This compares with 200,000 910B and no mass production of
910C in 2024. This would be in addition to the ~2 million 910B dies delivered to Huawei (or
rather, its shell companies) by TSMC already, according to CSIS.

This is only the fabrication of logic dies, however. The production (or import) of high bandwidth
memory, as well as the packaging technology to assemble everything into a functional NPU are
worth their own investigation.
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High Bandwidth Memory (HBM)

Not all workloads require extreme memory bandwidths, but deep-learning based Al systems do.
To such an extent indeed, that memory makes up a sizable fraction of the cost of modern
accelerators.

HBM has become a direct target of export controls, specifically in order to prevent Huawei and
China in general from obtaining the HBM needed to assemble its Al hardware. For context,
while the H100 uses 80GB of HBM3, the Ascend 910C uses 128GB of HBM2E.

per Stack
Max data rate speed per pin
Type | Release (Gbit's) Stack Max capacity Max data rate
(Number of dies x Die capacity = GByte) (GBytels)
HBM 1 | Oct 2013 1 4x1 =4 128
8=
HBM 2 | Jan 2016 24 8x1=28 307
an 128 bit 8
HBM 2E | Aug 2019 36 12x2 = 24 461
HBM 3 | Jan 2022 6.4 16x 12x2 =24 819
HBM 3E | May 2023 9.8 64 bit 16x3 = 48 1229
J2x
HBM 4 2026 6.4 ) 16x4 = 64 1638
64 bit

The manufacturing process is complex and reliant on closely guarded technologies such as
Thermal Compression Bonding and for later generations such as HBM4, Hybrid Bonding. The
two dominant market leaders, SK Hynix and Samsung, are both based in Korea.

For the mid-and long term scalability of Al training in China, the ability of domestic companies to
produce and package HBM is the key question.

Indeed, the importance of this technology for Al can hardly be understated: The "Memory Wall"
is a term gaining popularity. It highlights a growing disparity: While logic components (transistors
for calculation) significantly benefit from manufacturing advances that shrink feature sizes,
memory components (capacitors for storage and retrieval) are proving much harder to
miniaturize further. If increasingly dense logic can not be effectively used for a lack of memory
density (and more importantly, bandwidth), then Al hardware will not proportionately benefit from
the same EUV lithography advances that China has been denied access to.

HBM is an expensive remedy that stacks layers of increasingly thin and numerous memory
chips on top of each other, with information and power supply channels (so called
Through-Silicon Via, TSV) to connect all layers to the logic die.

CSIS discusses the most recent export restrictions on semiconductor manufacturing
equipment:
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e China's most promising domestic HBM contender, Changxin Memory (CXMT), was not
added to the Entity List. This means it faces fewer restrictions on acquiring SME
compared to listed entities. The text suggests this omission was due to pressure
(potentially from Japan) related to CXMT's massive SME purchasing for DRAM
expansion, which could potentially include equipment usable for HBM. This is described

as a major gap.

e Wuhan Xinxin Semiconductor Manufacturing Company (XMC), reportedly Huawei's key
partner for HBM, was added to the Entity List but granted eligibility for the new
"Restricted Fabrication Facility (RFF)" license exception. This allows XMC to still receive
certain categories of SME (less advanced/node-agnostic tools). The report expresses
significant concern that XMC could acquire this equipment ostensibly for legacy
production and then repurpose it for HBM, calling the RFF status a "compromise" that

aids China's indigenization efforts.

After the enactment of these restrictions, SemiAnalysis estimated that CXMT would be able
to/planning to produce HMB2 in 2025, but achieve high volumes not before 2026. They also
report on loopholes through which HBM entered the country afterwards. According to them,
Huawei has stockpiled enough HBM to assemble 1.6 million Ascend 910C packages. Likewise,
Industry sources (possibly also SemiAnalysis) told CSIS that Huawei has stockpiled enough

HBM to meet their internal expectations for at least a full year’s worth of production.

Analysts make guesses on Chinatalk about CXMT’s HBM manufacturing roadmap:

Narrowing the Gap? CXMT Trails HBM Market Leader by 3-4 Years

CXMT is closing the gap with memory Leaders, but major challenges persist

Company 2020 2021 2022 2023 2024 2025

HBM4
(likely
1st)

HBMZ2E HBEM3 HBM3E

ST (1st) (1st) (1s1)

Samsung HBMZ2E HBEM3 HBM3E

Micron HBMZ2E HBM3E

* 1) 1si: The first in the industry to start massive production. 2) Samsung began mass production of HBM2 in 2016, followed by SK
Hynix in 2078.
1sung Electroni vicron, CXMT, Korea Economic Daily, U.S. and Korean industry reports, and the
uth Korea. - Created with
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There are uncertainties with such predictions. SemiAnalysis projected in January 2024 that
“CXMT’s HBMS3E for Al applications could begin shipping by mid-2025. This seems increasingly
unlikely, and may have been somewhat delayed by additional export restrictions/enforcements
thereof. There have also been rumors of mass production of HBM2 as early as Q32024, but
these are difficult to confirm/falsify.

It is rare for semiconductor manufacturing to be ahead of schedule, but if Tomshardware and
DigiTimes asia are to be believed, mass production of HBM2 has already begun.

Market analyses suggest that the key technologies, TSV, hybrid bonding, TCB and others are
quickly being indigenized. Key insights from the two analyses include:

e Lagging in HBM Chip Production: China is currently far behind in actual HBM chip
output (not a surprise).

e Building Blocks - DRAM: Has foundational DRAM (CXMT) but not at the leading edge
required for the latest HBM.

o Significant Strides in Equipment:

o China is making notable progress in developing and, in some cases,
commercializing the equipment needed for key HBM manufacturing steps.

o TSV process chain: Suppliers exist for most steps, though performance relative
to global leaders is not fully detailed.

o Hybrid Bonding: This is a key area where Chinese equipment makers (Piotech,
Maxwell, XHLink) are showing promising advancements, with some products
shipped and achieving useful precision.

o Temporary Bonding/Debonding: Kingsemi and Maxwell are active, with
Kingsemi already supplying HBM-related customers.

o TCB: Domestic firms are entering the market.

e Ecosystem Development: A domestic supply chain for various HBM manufacturing
tools and some materials is forming, driven by companies listed in both reports
(Huayuan, P3, P47; Soochow, P2).

e Experience Gap: Even where equipment is available, accumulating the necessary mass
production experience for HBM is a crucial next step (Huayuan, P2, P44).

A more detailed listing of emerging domestic manufacturers can be found in the appendix.

While export controls work to slow down Chinese progress, industrial espionage and information
leakage have the potential to accelerate it. There have been multiple leaks of key technologies
behind HBM production, in particular from Korean manufacturers, who dominate this niche.
There have been at least two reported leaks from SK Hynix to Huawei, transferring specific IP
related to atomic layer deposition and likely others, as well as a later leak of wafer-to-wafer
hybrid bonding technology. Both of these are highly relevant (even if not sufficient on their own)
to advanced DRAM, such as HBM4. The leaked documents spanned a larger scope than just
these two technologies, including more versatile IP such as CMOS image sensors.

There might be other, unknown leaks from this company or the other market leaders.
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One more comment to emphasize the strategic importance of memory even more:

If the “Memory Wall” is reached with HBM4, then the Chinese lack of access to advanced
lithography (such as EUVL) will be far less of a strategic pain point than otherwise, since the
bottleneck will not be in logic density.

Packaging
The technology base for general chip packaging technologies within China is solid:

Key Domestic Packaging Players

e JCET Group: China’s largest OSAT (outsourced semiconductor assembly and test)
provider, offering wire-bond and flip-chip stacked packages (FBGA-SD, FLGA-SD,
QFP-SD) as well as 2.5D/3D integration services and HBM testing lines jcetglobal.com
digitimes.com.

e Tianshui Huatian Microelectronics (Huatian): Specializes in fan-in/fan-out WLP, flip-chip,
and is building 3D stacking capabilities alongside TSV and hybrid-bond technologies CB
Insights semiconductors.org.

e Tongfu Microelectronics (TFME): Provides chip packaging from FC-BGA to FOWLP and
2.5D interposer integration, often collaborating with CXMT on HBM
modules imapsource.org.

As with other niches of the Chinese semiconductor industry, things are evolving and changing
almost weekly, with supply chains rapidly being reconfigured as a response to export controls
and domestic developments.

Some key technologies have not yet been fully replicated, such as state-of-the-art High Aspect
Ratio (HAR) etching tools from companies like Lam Research and advanced TCB bonds from
companies like ASMPT and Hanmi Semiconductor. Others, like silicon interposers between
logic dies, have either been successfully achieved domestically or imported, likely a chaotic mix
of the two.

Supply chain chaos and mid-term outlook

To conclude Part Il:

Export restrictions have evidently delayed and obstructed domestic Chinese Al hardware
development. At the same time, they have likely contributed to the radical strategic prioritization
of technology in China, and, in the more immediate present and future, to legal circumvention
and smuggling in order to gain access to necessary materials, products and tools.

The Ascend chips themselves, as well as the supporting infrastructure, are likely not profitable
and dependent on government subsidies, due to their low yield and expensive multi-patterning
production process, pushing SME beyond its intended limits. Where no domestic alternative is
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available (yet), loopholes are often exploited, and re-discovered when targeted by further
restrictions. This adds overhead to the semiconductor industry, sometimes outright disabling it
temporarily in some domains, until new workarounds are found.

Meanwhile, Al accelerator capacities outside of China continue to grow in both quality and
quantity.

Any prediction about when a specific technological milestone is achieved on the mainland is
almost guaranteed to be proven wrong one way or another. But after this analysis, extrapolating
current developments, the general expectation for the coming years is as follows:

A disadvantage in raw hardware numbers, and performance density will likely persist and
grow in the coming years. However, through strategic resource concentration, system
integration, and focused domestic development, Chinese R&D can be expected to have
access to the minimal resources needed to keep making significant contributions to
frontier Al research.

This is assuming that soon-to-be-discovered paradigms do not scale far better with computation
than current algorithms, such as the Transformer.

Part Ill.: Long-Term Technological Horizons (Beyond
2028)

Rather than attempting to predict future events, this section focuses on the current readiness of
a technology that is indispensable for staying relevant in Al technology development beyond the
next three years: EUV (extreme ultraviolet) lithography.

This is mostly relevant for shrinking the features on logic dies, where DUV lithography is
reaching practical limits. The shrinkage of logic (and until physical limits were reached, memory
as well) has been the main driver for increasing computing performance per chip and unit of
energy for the past decades. While techniques such as multi-patterning can stretch the limits of
what is possible to produce with DUV machines alone, as evidenced by Huawei's SMIC’s N+2
production node, they quickly run into practical limits for further shrinkage:

1. With the same lithography machine, more and more patterning steps become necessary
if one aims to shrink features further. This results in fewer wafers per hour of throughput,
and increasingly tighter tolerances on overlaying the layers precisely, each and every
time.

2. This affects not only throughput, but also yield: More repeated patterning steps mean
more failure possible failure points in each.


https://perma.cc/UP2R-XBZR
https://en.wikipedia.org/wiki/Multiple_patterning

So while some sources rightfully argue that shrinking down to 5nm or even 3nm nodes is
possible with DUV in principle, there are reasons why the world’s leading foundries, Samsung,
TSMC and Intel are all adopting EUV lithography: Scalability and profitability.

In 2025, TSMC is already ramping up production of its “2nm” node. And while the terms “5nm”
etc. have no connection to physical feature sizes, they do represent progress:

Process Gate pitch  Metal pitch  Year

{ nm 60 nm 40 nm 2018
5 nm 21 nm 30 nm 2020
3 nm 48 nm 24 nm 2022
2 nm 45 nm 20 nm 2025
1 nm 42 nm 16 nm 2027

The 2nm node already enables transistor densities of 313 MTr/mm?2.

This already outclasses the transistor density of the N4P process (~"5nm+ node”) (143.7
MTr/mm?) used to manufacture NVIDIA's Blackwell microarchitecture by far.

By 2028, the gap between DUV-only process nodes and the by-then SOTA will be immense.
This highlights the strategic importance of EUV for the Chinese semiconductor industry, as well
as the prospects of manufacturing competitive accelerators.

And while some technologies, such as chip design software (EDA), can evolve quickly, the
development of economically viable EUVL took a whole network of highly specialized
companies multiple decades to develop. This is due to the extreme technological requirements
in practically every part involved.

Therefore, replicating this technology domestically is a long-term endeavor for the Chinese
semiconductor industry, but one it has chosen to pursue.

Working principle of EUV lithography

To make the following section more accessible for readers not familiar with the lithography
production process of integrated circuits, here is a brief explanation:

1. Wafer Preparation: A silicon wafer is cleaned and often coated with an adhesion
promoter.

2. Photoresist Coating: A thin, uniform layer of photoresist is applied to the wafer,
usually by spin coating. This is then "soft-baked" to remove solvents.
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3. Exposure:

a. This is the most fundamental difference between EUV and DUV lithography.
b. A radiation source produces EUV radiation with a targeted wavelength of
13.5nm. Here is the path that the radiation takes through the device:
i. Light Collection and Spectral Purity Filtering:

1.

2.

A large, multi-layer collector mirror (often a near-normal incidence
ellipsoidal mirror) gathers the EUV light emitted from the source.
Specialized filters (e.g., spectral purity filters) are used to remove
unwanted out-of-band radiation (like DUV or infrared) that could
blur the image or heat the optics.

ii. lllumination Optics:

1.

2.

3.

Because EUV is absorbed by air, the entire optical path from the
source to the wafer must be in a high vacuum.

Because traditional refractive lenses absorb EUV, reflective
optics are used. These are highly specialized Mo/Si
(Molybdenum/Silicon) multi-layer Bragg reflectors.

The collected EUV light is directed through a series of precisely
shaped and coated mirrors (the illuminator) to shape the beam
and ensure uniform illumination across the slit that exposes the
mask.

ii. EUV Mask (Reticle):

1.
2.

3.

4.

EUV masks are also reflective, not transmissive like DUV masks.
They consist of a low thermal expansion material (LTEM)
substrate coated with the same Mo/Si multilayers to make it
reflective to EUV.

The circuit pattern is created by an absorber material patterned
on top of the reflective multi-layers.

EUV light reflects off the multi-layer surface where there is no
absorber, and is absorbed where the absorber pattern lies. As a
result, the reflected radiation’s cross section is an image of the
mask (or a part of the mask, scanned continuously).

iv. Projection Optics & Exposure:

1.

The light reflected from the patterned mask passes through
another set of Mo/Si multilayer mirrors (typically 6 to 8 of them)
in the Projection Optics Box (POB).

These mirrors reduce the image from the mask (usually by 4x) and
project it with extreme precision onto the photoresist-coated wafer.
The wafer and the mask are mounted on extremely precise,
synchronized stages. They move in opposite directions through
the illuminated slit, effectively "printing" the mask pattern strip by
strip across an exposure field on the wafer. The wafer then steps
to the next field, and the process repeats. This is why the tools are
often called "scanners."



v. Photoresist Interaction:
The EUV photons that reach the wafer interact with the specialized EUV
photoresist, causing chemical changes (breaking or forming bonds) that
will allow for selective removal during the development step.

4. Development: The wafer is immersed in or sprayed with a Developer solution.

a. For positive photoresist (most common), the exposed areas become soluble
and are washed away.

b. For negative photoresist, the exposed areas become insoluble, and the
unexposed areas are washed away.

c. This leaves a patterned photoresist layer on the wafer.

5. Etching: The patterned photoresist protects the underlying material in some areas while
exposing it in others. An Etchant (chemical or plasma) removes the underlying material
from the exposed areas.

6. Resist Stripping: The remaining photoresist is removed (e.g., with a solvent or plasma
ashing), leaving behind the patterned layer (e.g., silicon dioxide, metal) on the wafer.

This entire process is repeated many times (20-50+ layers) with different masks to build up the
complex 3D structures of integrated circuits. NOTE: This is distinct from the meaning of
“multi-patterning”, which refers to the practice of applying multiple exposures to the same layer,
in order to draw patterns smaller than otherwise possible with the same lithography machine.

Image source: ASML
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Technological readiness of a selection of key components

Our detailed analysis can be found in the appendix. There, we select the most critical
technologies by starting with identifying the key performance metrics of the semiconductor
manufacturing process, and which technologies they depend on.

Based on the dependencies of these key metrics, we can infer some of the key technologies:

1. EUV Light Source

2. Reflective Optics

3. Photomasks and the required infrastructure (Reticle,
Pellicle, Inspection,...)

4. Photoresist

5. Wafer Stage & Alignment Metrology Systems

6. Metrology & Diagnostic Inspection Systems (Integrated
& Standalone)

7. Successfully integrating, operating, supplying and
maintaining everything (Building a working foundry)

The multi-faceted dependency of many requirements makes it (in some cases) nontrivial to pin
down targets such as “this component must achieve x”. Oftentimes, errors and complications
compound in series. However, for each component, hard minima exist for what they must
achieve individually. These minima will be listed in the component-wise analysis, as well as what
we will have managed to find out about progress towards achieving them in mainland China.

We want to emphasize that the true complexity of the EUV manufacturing chain goes beyond
the performance metrics and components considered here. In fact, the business model of the
few fabs in the EUV market (TSMC, Intel, Samsung) proves this. They procure the components
listed above (with the possible exception of the vacuum environment & contamination control)
from highly specialised suppliers (ASML, LAM Research, Tokyo Electron, and many others),
instead of developing them in-house. And despite the fact that most of the individual tools are
commercially available, the entry barrier into getting reliable and economic manufacturing
operational is high enough that even some of the largest technology giants (NVIDIA, Apple,
AMD, ...) are “fabless” (i.e., outsource fabrication to other companies), despite their strategic
interest in supply chain diversification or even vertical integration.

However, tracking research progress in (some of) the individually required components can still
serve as a revealing proxy for the amount of resource expenditure, prioritization and partial
progress. They are indispensable and under sanctions. Tracking progress on these
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technologies enables estimates on China’s path towards a domestic EUV lithography supply
chain.

Methodology

For each of the selected technologies, we surveyed academic publications, industry analyses,
news reports, journals, press releases by industry and research organizations, and official
corporate announcements.

We examined academic papers, industry analyses, news articles, journals, press releases from
industry and research bodies, and official company statements for each chosen technology. In
some cases, detailed, quantifiable information on key performance metrics was available. This
was often the case when R&D was either driven by or in collaboration with academia, and
therefore accessible through platforms such as Opticsjournal. In those cases where public
information was scarce, we mostly resorted to second hand reports and analyses.

The general idea behind each evaluation is as follows:
1. ldentify the key performance metrics or qualities of the respective technology
2. Find the most recent and promising research detailing the achieved technical milestones

We quantify progress using NASA's Technology Readiness Scale (TRL), generalized to
technologies beyond spaceflight:

TRL 1 — basic principles observed

TRL 2 - technology concept formulated

TRL 3 — experimental proof of concept

TRL 4 - technology validated in lab environment

TRL 5 — technology validated in relevant environment (industrially relevant environment in the
case of key enabling technologies)

TRL 6 — system/subsystem model or prototype demonstration in a relevant environment
TRL 7 — system prototype demonstration in operational environment
TRL 8 — system complete and qualified

TRL 9 — actual system proven in operational environment (competitive manufacturing in the
case of key enabling technologies; or in space)


https://opticsjournal.net/Home
https://en.wikipedia.org/wiki/Technology_readiness_level

Results and discussion

Using these definitions, our analyses resulted in the following estimates:

More

Technology TRL 1-9 Rationale

EUV Radiation Source 3-4 Partial progress

Reflective Optics 5-6 Technology demonstrated
Key technologies missing,

Photomask Infrastructure 2 most notably metrology

Photoresist, Partial progress, tradeoff

Deposition,Etching 4-5 between key metrics

Wafer Stages 3-5 Partial progress

Wafer Inspection 2-3 Weak technology baseline

detailed explanations can be found in the appendix.

Overall, our main conclusion from this analysis is that functional, or even commercially viable
volume production using EUVL within China, using only domestically sourced technologies, is
unlikely to be achieved before 2030. The main limiting factors appear to be the precision tools
for metrology and inspection, though major challenges remain in materials science and tooling,

such

as mask writers. Considering only individual components also neglects the depth of tacit

knowledge international market leaders have built in their respective niches over decades, for
example how exactly to calibrate specific tools, how to avoid counter-intuitive error sources, etc.
And finally, even with all the individual tools available, assembling, supplying and operating a
foundry for high-yield production is a major challenge on its own.

Poss

1.

2
3.
4.
5

ible accelerators of progress in China include:

Smuggling of key hardware or exploitation of loopholes in export controls

IP theft and talent transfer

Revocation or laxation of export controls (unlikely)

Increased prioritization by industry and government

Secret or proprietary research already far ahead of publicly announced or know SOTA
(unlikely)



https://www.taipeitimes.com/News/biz/archives/2024/12/09/2003828162
https://en.wikipedia.org/wiki/Liang_Mong_Song

As a final check we can compare our own assessment with expectations from industry analysts:

China Domestic WFE Capo\bih‘tt/
For Advanced Logic (< Fnm)

SEM, E-Beam Ins(JECtion /
KrF Lith h
Optical Inspection / Metrology i Scﬂ;i:zp 4
wet Clean Metrology Isotropic Etch ArF Immersion
Litl«ograpl\y Scanners

cMp High Aspect Ratio Etch
Coater / Deve[oper EUV Mask Inspection
(Track)
Si, Dielectric, Metal S Ton Implant .
Etch &h ALD Epitaxial Growth Multi-Beam Mask Writer BUV Lithography
Scanners

-— e
Medium

May already exist 10+ years

Ease of Re p‘acement

Source: Semianalysis

Semianalysis goes as far as categorizing mask technology and complete EUV lithography
scanners as unlikely to be replicated within significantly less than 10 years. And while we refrain
from making such confident predictions of events past 2030, we see this as a confirmation of
our expectation that EUVL made in China is unlikely to be achieved until then. Their analysis
goes beyond EUVL and includes other key technologies for advanced logic, but we want to
highlight the agreement in both their and our analysis regarding which technologies are the
most challenging.

All this being said, partial progress in some technologies can be key enablers outside of EUV.
For example, faster and more precise wafer stages, combined with improved wafer inspection
systems, even if originally developed for EUV, could enable multi-patterning with domestic,
rather than imported DUV lithography tools.

And if the “Memory Wall” becomes the primary constraint for Al accelerators, rather than logic
density, a lack of EUV lithography may not be the limiting factor for Chinese Al hardware after
all.

Conclusion and author’s commentary

The acquired NVIDIA and TSMC-made Huawei hardware is, if consolidated and used effectively
within the country, a major asset for staying relevant in algorithmic paradigms that benefit only
logarithmically from (training) computation scale. However, inference is especially likely to face
constraints, with demand expected to skyrocket.

At Chinatalk, Lennart Heim argues that Chinese Al systems achieving the same individual
capabilities as U.S. systems does not necessarily imply strategic parity:


https://semianalysis.com/2024/10/28/fab-whack-a-mole-chinese-companies/#effects-on-wfe-suppliers
https://www.tomshardware.com/news/chinas-first-28nm-capable-scanner-to-be-delivered-by-end-of-2023
https://arxiv.org/pdf/2403.14123
https://aiproem.substack.com/p/chinas-chatgpt-doubao-shows-that-c3c
https://aiproem.substack.com/p/ai-at-the-speed-of-light-tencent
https://www.chinatalk.media/p/chinas-models-close-the-gap
https://www.rand.org/about/people/h/heim_lennart.html

With roughly 10 times more compute capacity than China, the U.S. can field proportionally more
Al employees across its economy, in sectors as diverse as drug discovery, logistics optimization,
industrial robotics, and Al research itself.

Regarding the domestic production of Al accelerators:

It is probably not avoidable to prevent the production of domestically made Chinese Al hardware
completely, especially in the long run. The scale and quality has been severely hampered by
export controls, but it would be naive to assume that China would just “give up” on Al. Instead,
we expect the push for indigenization to accelerate, creating a semiconductor supply chain
parallel to the rest of the world, sooner rather than later.

However, even if all the necessary technologies are indigenized, it would still be China against
the rest of the world (at least the vast majority of countries with leverage in semiconductors),
which can use superior tools in order to create new technologies. Of course, this hinges on
geopolitics and continued buy-in of international stakeholders in the U.S.-led export controls.

Personal opinion:

That being said, we think that it would be a grave mistake to assume that China could be
indefinitely “left in the dust” in Al, and see cooperation on global Al risks as a must.

Of course, one should keep in mind that cooperation is different from dictating demands and
attempting to engage in geopolitics with only coercive and restrictive measures.

The point is not to tolerate or enable authoritarianism. It is to ask:

e |f and when political and technological divides deepen further, how will responsible and
safe development of Al systems be ensured globally?

e Science and technology are not a zero-sum game, and when the “winner” of the
self-fulfilling prophecy of an “Al arms race” has achieved dominance and control through
means of restricting potential competitors, how much artificial scarcity and relative
disempowerment will the left-behind parts of the world accept, without the situation
turning even more hostile?

e Export controls are moderately low on the escalation ladder. But if rapid progress is
made _in_China and embargoes turn out to be increasingly less effective, will the U.S.
escalate further or start negotiating?

Division and hostility around high-stakes technologies have threatened humanity already once,
in the cold war. Luckily, catastrophe was avoided, so far.

But the situation with Al is not comparable. Not only are first strikes not disincentivized by
mutually assured destruction, but it also remains uncertain how increasingly capable and
hard-to-comprehend Al systems can remain controllable. Automated Al research is in its
infancy, but emerging.



https://metr.org/blog/2024-11-22-evaluating-r-d-capabilities-of-llms/
https://www.metaculus.com/questions/15531/china-acquires-domestic-euv/
https://www.metaculus.com/questions/20460/large-domestic-order-chinese-ai-chips/
https://deepmind.google/discover/blog/alphaevolve-a-gemini-powered-coding-agent-for-designing-advanced-algorithms/

At what point do we start distrusting these systems more than each other?
What principles will not be sacrificed in the pursuit of relative competitiveness? What risks will
not be taken in its name?

Arguing about when answers to these questions will be needed misses the point that there is no
better time than now to find consensus on them.

Appendix

Abbreviations, Acronyms, Shorthands

Al - Artificial Intelligence

AOE - Academy of Opto-electronics

ASIC - Application-Specific Integrated Circuit

ASML - (Manufacturer of photolithography systems, e.g., for EUV)
BF16 - Bfloat16 (16-bit floating-point format)

BIS - Bureau of Industry and Security

BIT - Beijing Institute of Technology

BOC - Bank of China (as in BOC International Securities)

CANN - Compute Architecture for Neural Networks (Huawei)
CAR - Chemically Amplified Resist

CAS - Chinese Academy of Sciences

CAST - China Association for Science and Technology

CCP - Chinese Communist Party

CD - Critical Dimension (in lithography)

CDU - Critical Dimension Uniformity (in lithography)

CIOMP - Changchun Institute of Optics, Fine Mechanics and Physics (Note: 'F' for Fine is
common in such institute names, even if not explicitly stated in the acronym derivation here)
CIT - Corporate Income Tax

CM384 - CloudMatrix 384 (Huawei's Ascend cluster configuration)
CUDA - Compute Unified Device Architecture (NVIDIA)

CUDNN - CUDA Deep Neural Network library (NVIDIA)

CXMT - Changxin Memory Technologies

DoF - Depth of Focus (in lithography)

DPP - Discharge-Produced Plasma

DRAM - Dynamic Random-Access Memory

DR-SEM - Defect Review Scanning Electron Microscope

DUV - Deep Ultraviolet (lithography)


https://ai-2027.com/race
https://ai-2027.com/race

EBL - Electron Beam Lithography

EBI - E-beam Inspection

ECCN - Export Control Classification Number

EDA - Electronic Design Automation

EPE - Edge Placement Error (in lithography)

EUV - Extreme Ultraviolet (lithography)

EUV-IL - EUV Interference Lithography

EUVL - Extreme Ultraviolet Lithography

FDP - Foreign-Produced Direct Product

FIB - Focused lon Beam

FLGA-SD - Fine Pitch Land Grid Array - Stacked Die
FLOP - Floating Point Operation

FLOPS - Floating Point Operations Per Second

FOWLP - Fan-Out Wafer-Level Packaging

FP16 - Floating Point 16-bit (precision format)

FY - Fiscal Year

GB - Gigabyte

GB/s - Gigabytes per second

GPT - General-Purpose Technology

GPU - Graphics/General Processing Unit

HAR - High Aspect Ratio

HBM - High Bandwidth Memory

HBM2 - High Bandwidth Memory, Generation 2

HBM2e - High Bandwidth Memory, Generation 2 extended
HBM3 - High Bandwidth Memory, Generation 3

HBM3e - High Bandwidth Memory, Generation 3 extended
HBM4 - High Bandwidth Memory, Generation 4

HCCS - Huawei's Cache Coherence System

HIT - Harbin Institute of Technology

HP - Half-Pitch (in lithography)

HSFR - High-Spatial Frequency Roughness (mirror optic specification)
HUST - Huazhong University of Science and Technology
HVM - High-Volume Manufacturing

IBF - lon Beam Figuring

IC - Integrated Circuit

IMECAS - Institute of Microelectronics of the Chinese Academy of Sciences
ISO - International Organization for Standardization

kHz - Kilohertz

kW - Kilowatt

A - Lambda (symbol for Wavelength)

LDP - Laser-Discharge Plasma

LER - Line Edge Roughness (in lithography)



LLM - Large Language Model

LPP - Laser-Produced Plasma

LTEM - Low Thermal Expansion Material

LWR - Line Width Roughness (in lithography)

M&I - Metrology & Inspection

MBMW - Multi-Beam Mask Writers

MCU - Microcontroller Unit

MFU - Model FLOP Utilization

MIIT - Ministry of Industry and Information Technology (China)
MoE - Mixture of Experts (Al model architecture)

MOR - Metal-Oxide Resist

Mo/Si - Molybdenum/Silicon (multilayer material)

MSFR - Mid-Spatial Frequency Roughness (mirror optic specification)
MTr/mm? - Million Transistors per square millimeter

MUSD - Million US Dollars

MW - Megawatt

NA - Numerical Aperture (in optics)

NDRC - National Development and Reform Commission (China)
NPU - Neural Processing Unit

NVL72 - NVLink configuration for 72 GPUs

NVLINK - NVIDA's high-speed GPU interconnect technology (NV is for NVIDIA)

OCD - Optical Critical Dimension

OIST - Okinawa Institute of Science and Technology
OSAT - Outsourced Semiconductor Assembly and Test
PFLOPS - Peta Floating Point Operations Per Second
POB - Projection Optics Box

PPE - Property, Plant, and Equipment

PTX - Parallel Thread Execution (NVIDIA)

PW - Process Window (in lithography)

Q - Quarter (of a fiscal year)

QFP-SD - Quad Flat Package - Stacked Die

R&D - Research & Development

RFF - Restricted Fabrication Facility

RMS - Root Mean Square

ROCE - RDMA over Converged Ethernet

S&T - Science & Technology

SEC - Securities and Exchange Commission

SIOM - Shanghai Institute of Optics and Fine Mechanics
SM - Streaming Multiprocessor (NVIDIA GPU component)
SME - Semiconductor Manufacturing Equipment

SMIC - Semiconductor Manufacturing International Corporation
SOTA - State Of The Art



e SPIE - (International society for optics and photonics) (This is the society name, not an
acronym from a phrase used in the text)

SSMB - Steady-State Microbunching

TB - Terabyte

TB/s - Terabytes per second

TBC - To Be Confirmed

TCB - Thermal Compression Bonding

TFME - Tongfu Microelectronics

TFLOPS - Tera Floating Point Operations Per Second

TJU - Tongji University

TPU - Tensor Processing Unit (Google)

TRL - Technology Readiness Level

TSMC - Taiwan Semiconductor Manufacturing Company

TSV - Through-Silicon Via

USG - US-Government

VLSI - Very-Large-Scale Integration

W - Watt

WLP - Wafer-Level Packaging

WPH - Wafers Per Hour

XMC - Wuhan Xinxin Semiconductor Manufacturing Company

NVIDIA GPU sales to China

Gathering concrete numbers of NVIDIA revenue specific to billing locations in China, and
mapping these numbers to GPU types and numbers legally available at these times, we obtain:

H800 100,000-150,000

A800 150,000-300,000

A100 300,000-550,000

H20 min. 1,000,000

To provide an example for our methodology, we demonstrate our calculation for the H800
and A800 below.

For training, this is the most capable Al-specialised GPU that was ever legally available to
Chinese customers. It is identical to the (until Q1 2025) state-of-the-art H100, except for its




reduced NVLINK bandwidth. The most popular Chinese large language models, Deepseek’s v3
and R1, were trained on this version.

Starting with numbers on NVIDIA's revenue from the Chinese market:

DeepSeek, Huawei, Export Controls, and the Future of the U.S.-China Al Race

FY 2022 FY 2023 FY 2024

Nvidia Fiscal QLFY Q2ZFY Q3 FY Q4 FY Q1FY Q2FY Q3FY Q4 FY Q1FY Q2FY Q3FY Q4 FY Q1FY Q

Year/Quarter 2022 2022 2022 2022 2023 2023 2023 2023 2024 2024 2024 2024 2025
Quarter 1' - . a0 o 31 o 2% 50 29-Jul 29-Oct 28-Ja 28-4 2
Ended May- Aug- Oct- Jan- May- J |J”'2 Oct- Jan- Apr- ;3 ;n 2”4 Z; :
nae 7 7n 2 22 22 e 22 23 23 =

United

States $768 §996 $1,126 $1,459 $1,932 $1,988 $2,148 $2,224 $2,385 $6,043 $6,302 $12,236 $13,496 $1.
Taiwan $1,784 $1,961 $2,187 $2,612 $2,777 $1,204 $1,153 $1,852 $1,796 $2,839 $4,333 $4,437 $4,373 $!
Singapore $529 $564 $546 $489 $454 $495 $536 $649 $762 $1,732 $2,702 $3,370 $4,037 $
China

(including $1,391 $1,720 $2,017 $1,983 $2,081 $1,602 $1,148 $954 $1,590 $2,740 $4,030 $1,946 $2,491 $
Hong Kong)

Other

countries

(ex r| $1,189 $1,266 $1,227 $1,100 $1,044 $1,415 $946 $372 $659 $153 $753 $115 $1,647 %
Singapore)

Other

include $1,718 $1,830 $1,773 $1,589 $1,498 $1,910 $1,482 $1,021 $1,421 $1,885 $3,455 $3,484 $5,684 $
Singapore

Total (Given) $5,661 $6,507 $7,103 $7,643 $8,288 $6,704 $5,931 $6,051 $7,192 $13,507 $18,120 $22,103 $26,044 $31
Total

(Calculated) $5,661 $6,507 $7,103 $7.643 $8,288 $6,704 $5,931 $6,051 $7,192 $13,507 $18,120 $22,103 $26,044 $31
4 »
Source: Nvidia Quarterly and Annual SEC Filings; CSIS analysis. CSIS

Summing up the China-specific revenue in the quarters where H800 could be ordered and
fulfilled (Q1 FY2024 until Q3 FY2024) yields $8,360M.

The fraction of data centre revenue to total revenue can be estimated at almost 80%.
In the relevant time period, A800 and H800 were both legally available to Chinese customers,
H20 was not yet on the market.

The opening summary in CEO Commentary on First Quarter Fiscal 2025 Results implies a

typical fraction of ~85% of GPU sales in NVIDIA's data centre revenue (total data centre
$22,563M; of which compute $19,392M and networking $3,171M).

More uncertainty lies in the fraction of H800 vs. A800 sales. Assuming that the more capable
H800 was preferred is reasonable, given that anticipated further restrictions prompted a rush to
stockpile large amounts of maximally capable hardware. However, the production of H800
accelerators was not prioritized by NVIDIA, with initial plans of scaling up in 2024.

To make an estimate on the order of magnitude of total sales, we can use a range of 50-75% of
revenue from H800 vs. A800 sales.


https://www.csis.org/analysis/deepseek-huawei-export-controls-and-future-us-china-ai-race
https://investor.nvidia.com/news/press-release-details/2023/NVIDIA-Announces-Financial-Results-for-First-Quarter-Fiscal-2024/default.aspx
https://s201.q4cdn.com/141608511/files/doc_financials/2025/Q1FY25-CFO-Commentary.pdf
https://www.ft.com/content/9dfee156-4870-4ca4-b67d-bb5a285d855c
https://www.ft.com/content/9dfee156-4870-4ca4-b67d-bb5a285d855c

Generally, orders made before the bans in Octobre 2023 were fulfilled until November 2023.
This means that a fraction of Q4 FY2024 revenue may also come from H800 and A800 sales.

The remaining question is the cost of each H800 on average. Assuming an average price of
$30,000 per H800 GPU — a figure within the reported range of $25,000 to $40,000 of the
per-piece cost of the comparable H100, this results in

$8.360M * 0.8 * 0.85 * 0.75 / $30,000 = 146,710 ~ 150,000
Or for the lower estimate
$8.360M * 0.8 * 0.85* 0.5/ $30,000 = 97,807 ~ 100,000

Estimating the A800 cost at $10,000:

$8.360M * 0.8 *0.85 * 0.25/ $10,000 = 146,710 ~ 150,000
Or for the lower estimate
$8.360M * 0.8 * 0.85 * 0.5/ $10,000 = 293,420 ~ 300,000

~100,000 to 150,000 H800 GPUs in total.
And a wider range of
~150,000 to 300,000 A800 GPUs in total.

A100

A100 chips were legally available to Chinese customers for approximately 28-29 months, from
May 2020 to September/October 2022. In this one case, we found that after having been
properly instructed and provided with helpful information, Gemini Deep Research arrived at
almost the same estimates as us, while making even more defensible assumptions. So we refer
to its research output here. We only extended the error range by 50k GPUs in both directions,
but found the results generally well-argued.

H20

H20 is a powerful chip for inference, and therefore also worth investigating.

The first batch of H20 chips arrived in China in May and June 2024

As of early 2025, analysts estimate that Nvidia shipped approximately 1 million H20 units in
2024, generating over $12 billion in revenue for the company. This figure appears in multiple
sources, but | have not yet found a primary source confirming this.



https://www.bis.doc.gov/index.php/documents/about-bis/newsroom/press-releases/3355-2023-10-17-bis-press-release-acs-and-sme-rules-final-js/file?ref=interconnected.blog
https://www.trgdatacenters.com/resource/nvidia-h100-price/
https://docs.google.com/document/d/1xuOwLqVQ982D-WDK-4bNq3v4QI4jArNwWOptl7Z2u_k/edit?usp=sharing
https://semianalysis.com/2023/11/09/nvidias-new-china-ai-chips-circumvent/
https://asiatimes.com/2024/07/nvidia-said-to-launch-new-ai-chip-for-china/
https://www.reuters.com/technology/nvidia-preparing-version-new-flaghip-ai-chip-chinese-market-sources-say-2024-07-22/

Nvidia’s China-specific H20 Al chip had amassed $18 billion in customer orders before U.S.
export restrictions were tightened in April 2025 Reuters. When the U.S. Commerce Department
made H20 exports to China subject to an indefinite licensing requirement, Nvidia took a

$5.5 billion charge against unsold inventory and purchase commitments, effectively writing off
that portion of its order book_Reuters, Barron's. Subtracting this charge from the $18 billion in
orders implies that approximately $12.5 billion of potential H20 revenue remained realizable
after accounting for the bans_Reuters, Reuters. Independent industry analysts estimate that
Nvidia actually shipped about 1 million H20 units in 2024, generating over $12 billion in
recognized revenue from deliveries—i.e., the GPUs customers received, not merely ordered
Reuters, The Economic Times. Given an average selling price in China of roughly

$12 000-$13 000 per H20 chip, these shipment figures align closely with the post-charge
revenue of around $12.5 billion_Financial Times.

Example analysis of GPU purchases by Alibaba Group

The dominant cloud hyperscalers in China are Alibaba, Tencent, Bytedance, and Huawei. The
first two are publicly traded companies and therefore revenue and capital expenditure (capex)
information is accessible.

Estimating the fraction of cost of GPU purchases in total capex necessitates a chain of
assumptions which further investigations may be able to refine.

In one example calculation (Alibaba, timespan of availability of H800) | assume
Cloud infrastructure as 40-60% of total capex

Al share as 50-75% of cloud infra capex

GPU fraction of Al as ~60% of Al share

Strong preference for H800 (75% of spending) over A800(25%)

From Alibaba's FY2024 results, we can infer the approximate capex relevant to the free cash
flow calculation (purchases of PPE excluding office campuses + purchases of intangible assets
excluding acquisitions). This totals roughly RMB 27.6B + RMB 0.8B = RMB 28.4 Billion for the
full fiscal year. Using an approximate average exchange rate for the year (~7.18 RMB/USD,
averaging the quarterly rates), this is about US$3.95 Billion. We assume the same per-piece
GPU costs as in the previous example calculation above.

Assuming 30.000$ per H800 and 12.000$ per A800, this results in
e 12,000 - 26,000 H800
e 10,000 - 22,000 A800


https://www.reuters.com/technology/nvidia-kept-some-china-customers-dark-about-new-us-chip-clampdown-sources-say-2025-04-16/
https://www.reuters.com/technology/nvidia-expects-up-55-billion-charge-first-quarter-2025-04-15/
https://www.barrons.com/articles/nvidia-h20-stock-price-783e422c
https://www.reuters.com/technology/nvidia-kept-some-china-customers-dark-about-new-us-chip-clampdown-sources-say-2025-04-16/
https://www.reuters.com/technology/nvidia-expects-up-55-billion-charge-first-quarter-2025-04-15/
https://www.reuters.com/technology/artificial-intelligence/nvidias-h20-chip-orders-jump-chinese-firms-adopt-deepseeks-ai-models-sources-say-2025-02-25/
https://www.reuters.com/technology/artificial-intelligence/nvidias-h20-chip-orders-jump-chinese-firms-adopt-deepseeks-ai-models-sources-say-2025-02-25/
https://m.economictimes.com/tech/artificial-intelligence/nvidias-h20-chip-orders-jump-as-chinese-firms-adopt-deepseeks-ai-models-sources-say/articleshow/118543751.cms
https://www.ft.com/content/b76ef55b-21cd-498b-ac16-5660908bb8d2
https://www.alibabagroup.com/en-US/ir-financial-reports-quarterly-results

Again, more investigation may reduce the error ranges by providing more confidence in
assumed ratios. However, just with crude Fermi estimates like the ones shown here, the scale of
compute resources is discernible.

Omdia, a market analysis firm, estimated Hopper GPU sales as follows:

H100 GPU orders expected to be fulfilled in 2023
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This graph seems to count H800 sales into “H100 GPU orders”, since the H100 never was
legally available to Chinese customers. The estimate of 25,000 Hopper GPUs (before H20 was
available, crucially) bought by Alibaba fits roughly with the estimate range presented above.
Similar estimates were made for other companies with publicly available financial data, such as
Tencent.

Chinese domestic HBM manufacturing ecosystem

We mainly draw this information from two market analyses by Huayuan Securities and Soochow
Securities:

1. TSV (Through-Silicon Via) Process Chain Equipment:
o Huayuan (P25-P29):


https://omdia.tech.informa.com/
https://pdf.dfcfw.com/pdf/H3_AP202503051644081990_1.pdf
https://data.eastmoney.com/report/zw_industry.jshtml?infocode=AP202411211641015942
https://data.eastmoney.com/report/zw_industry.jshtml?infocode=AP202411211641015942

m Etching (DRIE for high aspect ratio vias): Domestic companies like
AMEC (% #4422 8]) and Naura (It A4 £l) have plasma etchers that can

achieve "a certain degree" of high aspect ratio etching.
m Insulation Layer Deposition (PECVD, SACVD): Piotech (#E#I%H$) is a
domestic supplier.

m Barrier/Seed Layer Deposition (PVD): Naura (It A4 41) is a domestic

supplier.
m Electroplating (Copper fill): ACM Research (53 Lt i) for equipment;

Sinyang (L #B#PH) and Tianchen Tech (K&} %) for plating solutions.
m CMP (Chemical Mechanical Planarization) & Thinning: Hwatsing (&

;&%) and TSD for equipment; Dinglong (S8 #%15) and Aniji

Microelectronics (& & %% ) for consumables.

o This indicates a developing domestic ecosystem for TSV-related equipment and

materials.
Micro-bumping:

o While specific progress isn't detailed as a standalone item, the general advanced
packaging capabilities mentioned above, and the electroplating equipment
suppliers, would be relevant. Huayuan (P30) notes HBM primarily uses
electroplating for micro-bumps.

Stacking/Bonding Technologies & Equipment:

o Thermal Compression Bonding (TCB):

m Soochow (P15): Domestic vendors like HWACH TEC (%&£ #%}) and

TRANTION (& A #il:&) are actively entering this field, and their market
share in TCB equipment is expected to grow. This is crucial for HBM3/3E.
o Hybrid Bonding (Direct Cu-Cu Bonding): This is key for future HBM (HBM4+).
m  Soochow (P2, P24): This is an area of significant focus and emerging
domestic capability.

m Piotech (#a##}$%): Has launched W2W (Wafer-to-Wafer)
bonding products (Dione 300) and D2W (Die-to-Wafer)
pre-surface treatment products (Pollux), receiving repeat orders.
Their DtW wafer bonding equipment R&D is complete and suitable
for HBM and Al chips (Soochow, P39).

m  Maxwell (G5 i%{2): Is the first domestic company whose hybrid

bonding equipment has achieved +/-100nm precision. Their target
is +/-50nm. Multiple machines are in the sampling/prototype stage
(Soochow, P24, P37).
m  XHLink (& EX) via BiO-CHem (E#{E%¥): Has shipped 2 D2W
and W2W hybrid bonders (Soochow, P24).
o Temporary Bonding & Debonding (Essential for wafer thinning in 3D
stacking):



m Huayuan (P47, P50) & Soochow (P2, P31, P40):

m  Kingsemi (i&5iR#): Has temporary bonding and debonding
equipment, has secured orders from multiple domestic customers,
and is in deep cooperation with domestic 2.5D and HBM clients.

m  Maxwell (3Z 7 i%1%): Also developing equipment in this area.

4. Inspection and Metrology Equipment:
o Huayuan (P37): The localization rate for inspection and metrology equipment in
China is low, with foreign companies dominating. However, domestic players like

JINGCE (¥ 8F), Ck-Tech (% &Ml), SCIAKY (ZREERX17), and AccoTEST (&

#3X) are emerging.

Chinese EUV manufacturing research

The technical complexities of the challenges of semiconductor manufacturing are rarely
covered extensively by popular news channels. However, some key components
(lithography light source, wafer stage, masks, EDS, mirrors, control systems,
photoresist) are well known to be the primary technical hurdles to overcome. While
insider information is scarce, some research is known to be ongoing in China, and can
be pieced together from published research.

We start with collecting info on the key technical requirements and performance metrics
for EUV manufacturing. The performance metrics of the overall process are listed
below.

Metric Brief Definition Key Dependencies Reference
(Components / Metrics)

Resolution/ Minimum feature dimension | Projection Optics (NA), Light

Critical (e.g., half-pitch) reliably Source (A), lllumination System | Ihe Rayleigh
dimension (CD) | patternable; governed by (k1), Mask, Resist (k1) criterion
(Smalllest Feature | R=k1* A/ NA. asml.com

Size Printable)



https://www.asml.com/en/technology/lithography-principles/rayleigh-criterion
https://www.asml.com/en/technology/lithography-principles/rayleigh-criterion

Critical

Statistical variation (e.g.,

lllumination System, Projection

INTERNATIONAL ROADMAP

Dimension 30) of a critical dimension Optics, Mask, Resist LORDUAILES AN
Uniformity (CDU) | across the wafer. SYSIEMS 2023 UPDATE
LITHOGRAPHY &
PATTERNING
Overlay Precision of aligning a Wafer Stage, Alignment
Accuracy pattern layer to previously | Systems, Projection Optics, The New, New
patterned layers on the Thermal Control, Vibration Limits of Optical
wafer. Isolation Lithography
Depth of Focus | Range of focus variation Projection Optics (NA, A), INTERNATIONAL ROADMAP
(DoF) (along optical axis) within lllumination System EQORDEVICES AND
which features meet SYSTEMS™ 2023 UPDATE
specifications; scales as A / LITHOGRAPHY &
NAZ. PATTERNING
Source Power & | Power output (Watts) of the | Light Source INTERNATIONAL ROADMAP
Uniformity EUV light source; impacts FOR DEVICES AND
throughput SYSTEMS™ 2023 UPDATE
LITHOGRAPHY &
PATTERNING
Mirror Efficiency (%) of EUV light Mirrors (Materials, Layers,
Reflectivity & reflection by mirrors; surface | Capping, Smoothness) in The Fabrication
Smoothness quality minimizing scatter. Projection Optics & lllumination | and Testing of
System Optics for EUV
Projection
Lithography
Resist Exposure dose (mJ/cm?) Resist (Chemistry, Absorption, | Many Options For
Sensitivity required to achieve target Reaction Efficiency) EUV Photoresists,

(Dose-to-Size/Cle
ar)

CD or clear resist; impacts
throughput via RLS
trade-off.

No Clear Winner
SemiEngineering

Throughput
(WPH, Wafers per
Hour)

Rate at which wafers are
processed (Wafers Per
Hour); key cost metric.

Source Power, Resist
Sensitivity, Wafer Stage
(Speed), Optics (Reflectivity)

From performance
validation to
volume
introduction of
ASML's NXE

platform



https://irds.ieee.org/images/files/pdf/2023/2023IRDS_Litho.pdf
https://irds.ieee.org/images/files/pdf/2023/2023IRDS_Litho.pdf
https://irds.ieee.org/images/files/pdf/2023/2023IRDS_Litho.pdf
https://irds.ieee.org/images/files/pdf/2023/2023IRDS_Litho.pdf
https://irds.ieee.org/images/files/pdf/2023/2023IRDS_Litho.pdf
https://www.lithoguru.com/scientist/litho_papers/2004_New_New_Limits_of_Optical_Lithography.pdf
https://www.lithoguru.com/scientist/litho_papers/2004_New_New_Limits_of_Optical_Lithography.pdf
https://www.lithoguru.com/scientist/litho_papers/2004_New_New_Limits_of_Optical_Lithography.pdf
https://irds.ieee.org/images/files/pdf/2023/2023IRDS_Litho.pdf
https://irds.ieee.org/images/files/pdf/2023/2023IRDS_Litho.pdf
https://irds.ieee.org/images/files/pdf/2023/2023IRDS_Litho.pdf
https://irds.ieee.org/images/files/pdf/2023/2023IRDS_Litho.pdf
https://irds.ieee.org/images/files/pdf/2023/2023IRDS_Litho.pdf
https://irds.ieee.org/images/files/pdf/2023/2023IRDS_Litho.pdf
https://irds.ieee.org/images/files/pdf/2023/2023IRDS_Litho.pdf
https://irds.ieee.org/images/files/pdf/2023/2023IRDS_Litho.pdf
https://irds.ieee.org/images/files/pdf/2023/2023IRDS_Litho.pdf
https://irds.ieee.org/images/files/pdf/2023/2023IRDS_Litho.pdf
https://opg.optica.org/abstract.cfm?uri=OFT-1998-OTuD.1
https://opg.optica.org/abstract.cfm?uri=OFT-1998-OTuD.1
https://opg.optica.org/abstract.cfm?uri=OFT-1998-OTuD.1
https://opg.optica.org/abstract.cfm?uri=OFT-1998-OTuD.1
https://opg.optica.org/abstract.cfm?uri=OFT-1998-OTuD.1
https://semiengineering.com/many-options-for-euv-photoresists-no-clear-winner/
https://semiengineering.com/many-options-for-euv-photoresists-no-clear-winner/
https://semiengineering.com/many-options-for-euv-photoresists-no-clear-winner/
https://www.researchgate.net/publication/258713965_From_performance_validation_to_volume_introduction_of_ASML's_NXE_platform
https://www.researchgate.net/publication/258713965_From_performance_validation_to_volume_introduction_of_ASML's_NXE_platform
https://www.researchgate.net/publication/258713965_From_performance_validation_to_volume_introduction_of_ASML's_NXE_platform
https://www.researchgate.net/publication/258713965_From_performance_validation_to_volume_introduction_of_ASML's_NXE_platform
https://www.researchgate.net/publication/258713965_From_performance_validation_to_volume_introduction_of_ASML's_NXE_platform
https://www.researchgate.net/publication/258713965_From_performance_validation_to_volume_introduction_of_ASML's_NXE_platform

Edge Placement

Deviation of a printed

Overlay Accuracy, CDU,

INTERNATIONAL ROADMAP

Error (EPE) feature edge from its LWR/LER, Stochastics, OPC | EQRREVICESAND
intended target position; errors, Etch variations SLSTEMST 2003 UPDATE
aggregates multiple error LITHOGRAPHY &
sources. PATTERNING

Stochastic Probability of random, Resist (Absorption, Reaction), | Managing Yield

Defect Rates

localized printing failures
(missing contacts, bridges,
breaks) due to nanoscale
statistics.

lllumination System (Shot
Noise), Projection Optics
(Contrast), Radiation Dose
(Source Power, Reflectivity)

With EUV

Lithography And
Stochastics

SemiEngineering

LWR/LER (Line
Width/Edge
Roughness)

High-frequency variation of
feature width (LWR) or edge
position (LER) along its
length; arises from
stochastics.

Resist, Stochastic Defect Rate
lllumination System, Projection
Optics, (Etch),

INTERNATIONAL ROADMAP

EOR DEVICES AND
LITHOGRAPHY &

PATTERNING

Total Defectivity

Presence and impact of
unwanted anomalies

Mask, Pellicle, System
Cleanliness, Resist, Stochastic

An Investigation of
EUV Lithography

Process Window
(PW)

(particles, pattern errors) Defect Rate, Overlay, CDU, Defectivity
affecting yield. LER, LWR, DoF, EPE
INTERNATIONAL ROADMAP

Operating range (e.g.,
Focus-Dose) where all
metrics meet specification;

DoF, Exposure Latitude
(derived from CD vs Dose),
other metric limits (LWR,

EOR DEVICES AND

SYSTEMS™ 2023 UPDATE

determined by overlap of defects) LIHOGRAPHY &
DoF, EL, etc. PATTERNING
Process Stability | Consistency and Stability of all components and | Novel

(Wafer-to-Wafer,
Lot-to-Lot)

repeatability of process
outcomes (measured by
other metrics) over time and
across batches.

underlying metrics (CDU,
Overlay, Defectivity, etc.)

implementations
of scatterometry

for lithography
process control

While some of these metrics depend on each other, the key hardware and systems they
depend on can be listed as follows:

1. EUV Light Source

2. Reflective Optics

3. Photomasks and the required infrastructure (Reticle,
Pellicle, Inspection,...)


https://irds.ieee.org/images/files/pdf/2023/2023IRDS_Litho.pdf
https://irds.ieee.org/images/files/pdf/2023/2023IRDS_Litho.pdf
https://irds.ieee.org/images/files/pdf/2023/2023IRDS_Litho.pdf
https://irds.ieee.org/images/files/pdf/2023/2023IRDS_Litho.pdf
https://irds.ieee.org/images/files/pdf/2023/2023IRDS_Litho.pdf
https://semiengineering.com/managing-yield-with-euv-lithography-and-stochastics/
https://semiengineering.com/managing-yield-with-euv-lithography-and-stochastics/
https://semiengineering.com/managing-yield-with-euv-lithography-and-stochastics/
https://semiengineering.com/managing-yield-with-euv-lithography-and-stochastics/
https://irds.ieee.org/images/files/pdf/2023/2023IRDS_Litho.pdf
https://irds.ieee.org/images/files/pdf/2023/2023IRDS_Litho.pdf
https://irds.ieee.org/images/files/pdf/2023/2023IRDS_Litho.pdf
https://irds.ieee.org/images/files/pdf/2023/2023IRDS_Litho.pdf
https://irds.ieee.org/images/files/pdf/2023/2023IRDS_Litho.pdf
https://www.researchgate.net/publication/253922908_An_investigation_of_EUV_lithography_defectivity
https://www.researchgate.net/publication/253922908_An_investigation_of_EUV_lithography_defectivity
https://www.researchgate.net/publication/253922908_An_investigation_of_EUV_lithography_defectivity
https://irds.ieee.org/images/files/pdf/2023/2023IRDS_Litho.pdf
https://irds.ieee.org/images/files/pdf/2023/2023IRDS_Litho.pdf
https://irds.ieee.org/images/files/pdf/2023/2023IRDS_Litho.pdf
https://irds.ieee.org/images/files/pdf/2023/2023IRDS_Litho.pdf
https://irds.ieee.org/images/files/pdf/2023/2023IRDS_Litho.pdf
https://www.researchgate.net/publication/253608661_Novel_implementations_of_scatterometry_for_lithography_process_control
https://www.researchgate.net/publication/253608661_Novel_implementations_of_scatterometry_for_lithography_process_control
https://www.researchgate.net/publication/253608661_Novel_implementations_of_scatterometry_for_lithography_process_control
https://www.researchgate.net/publication/253608661_Novel_implementations_of_scatterometry_for_lithography_process_control
https://www.researchgate.net/publication/253608661_Novel_implementations_of_scatterometry_for_lithography_process_control

4. Photoresist

. Wafer Stage & Alignment Metrology Systems

6. Metrology & Diagnostic Inspection Systems (Integrated
& Standalone)

7. Successfully integrating everything to meet the
composite requirements in the table above (Building a
working foundry)

(S

Reflective Optics (Mirrors & Coatings)

The current industry standard for EUV mirror optics is 70% reflectivity at 13.5 nm. At
different spatial frequencies, there are different respective minimum requirements for
surface smoothness:

(LLNL, 1998):

This paper defines the extremely demanding specifications required for EUVL projection
optics. The minimum requirements are listed as follows:

e Figure: ~0.25 nm rms* (for a 4-mirror projection system) - This dictates the
accuracy of the mirror's shape.

e MSFR (Mid-Spatial Frequency Roughness): ~0.20 nm rms* - This covers
surface errors with spatial periods between 1 mm and 1 um. MSFR is
responsible for "flare" or near-angle scattering, which reduces image contrast.

e HSFR (High-Spatial Frequency Roughness): ~0.10 nm rms* - This covers
spatial periods smaller than 1 ym (down to ~20 nm based on the 50 pm™ limit).
HSFR causes wide-angle scattering, which reduces the overall reflectivity and
system throughput.

*rms: root mean square

This establishes the key performance metrics. An important addition is that these
metrics need to be maintained under high thermal load, as 30% or more of the incoming
radiation is absorbed in each mirror.

Research on EUV mirror optics has been ongoing in China for decades, and continues
to approach feasibility for EUV lithography.


https://www.zeiss.com/semiconductor-manufacturing-technology/inspiring-technology/euv-lithography.html
https://opg.optica.org/abstract.cfm?uri=OFT-1998-OTuD.1
https://www.spiedigitallibrary.org/conference-proceedings-of-spie/4146/0000/Design-fabrication-and-characterization-of-broadband-multilayer-mirrors-for-EUV/10.1117/12.406660.short

The most revealing source for precision figures was a 2022 publication by
Shanghai-based researchers
High-Precision lon Beam Figuring of X-Ray Plane Mirrors for the Bendable KB Focusing

System
From now on referred to as the Huang et al. study

Figure error

~1.1 nm RMS figure error on 200-300 mm class mirrors in the year 2022. For larger
mirrors (0.5—1 m), recent projects have held figure errors to the order of tens of nm
RMS, which may scale favorably down for smaller optics.

MSFR and HSFR

Information on explicit MSFR rms values was found in only one source. To quote Huang
etal:

The middle- and high-frequency roughness values after IBF are 0.23—-0.25 and 0.11 nm
(RMS), respectively, which are similar to before IBF.

IBF stands for lon Beam Figuring, the technique referred to as the “most commonly
used high-precision manufacturing method”, used by market leaders such as Carl Zeiss,
as well as the researchers in this study.

Researchers at the Tongji University discuss various fabrication and metrology
techniques for different EUV mirror types in another publication from 2022. For an
aspherical mirror type (Wolter-1) they claim to have achieved a surface roughness of
0.2nm rms. For an astronomical EUV telescope's mirror, 0.085nm deviation was
reported, meeting the requirement for HFSR.

Reflectivity

A research paper from 2023 by a collaboration of various Chinese universities,
Comparative Study on Microstructure of Mo/Si Multilayers Deposited on Large Curved
Mirror with and without the Shadow Mask, implies that a HSFR of the coated mirror
surface of <0.2 nm has been achieved, which is the second-highest precision value our
survey found for HSFR.



https://www.frontiersin.org/journals/physics/articles/10.3389/fphy.2022.865411/full#:~:text=IBF%2C%20the%20figure%20height%20errors,of%201%20and%2010%C2%A0mm%20were
https://www.frontiersin.org/journals/physics/articles/10.3389/fphy.2022.865411/full#:~:text=IBF%2C%20the%20figure%20height%20errors,of%201%20and%2010%C2%A0mm%20were
https://www.frontiersin.org/journals/physics/articles/10.3389/fphy.2022.865411/full#:~:text=IBF%2C%20the%20figure%20height%20errors,of%201%20and%2010%C2%A0mm%20were
https://www.nature.com/articles/s41377-022-00994-3#:~:text=than%20120%20kg%2Fm,8%20nm%20RMS%2C%20respectively
https://www.nature.com/articles/s41377-022-00994-3#:~:text=than%20120%20kg%2Fm,8%20nm%20RMS%2C%20respectively
https://www.frontiersin.org/journals/physics/articles/10.3389/fphy.2022.865411/pdf
https://www.frontiersin.org/journals/physics/articles/10.3389/fphy.2022.865411/pdf
https://www.opticsjournal.net/Articles/OJ848c34a9c432014e/FullText
https://www.mdpi.com/2072-666X/14/3/526
https://www.mdpi.com/2072-666X/14/3/526

Their achieved reflectivity at ~65% at 13.5 nm leads to ~56% less overall efficiency after
11 reflections (which is a typical number for ASML lithography machines) compared to
the most advanced mirrors by Carl Zeiss AG (70% reflectivity for each individual mirror).

Researchers at Tongji University claim to have achieved 67.5% reflectivity in a single
case, but it is not clear how reproducible their result is.

Assembly into an illumination system

There is a strong research foundation and progress towards both low NA and high-NA
systems. At least one assembled illumination system has been demonstrated in a
laboratory, while others are extensively studied in simulations. The study we quote here
was conducted until August 2023, meaning that the current state of research is likely
further ahead.

Readiness for Lithography

While Chinese industry leaders (China Optics and Optoelectronics Industry Association)
acknowledge the western lead in ultra-high precision polishing technology, they are
confident that they are on track to achieve the required specifications in the coming
years. Additionally, recent innovations could reduce the number of required total
reflections, which would drastically lower the minimum requirements for both the mirror
reflectivities and the lightsource power.

One more thing to mention is that Chinese researchers of EUV optics are internationally
connected in leading institutions in the Netherlands and elsewhere. It is reasonable to
assume that knowledge transfers between countries, when some of them, like Qiushi
Huang, return to China.

EUV mirror optics also find use in astronomy. One of the authors of the Huang et al.
study, Prof. Zhanshan Wang, is mentioned as a committee member of the SPIE
conference in Optics for EUV, X-Ray, and Gamma-Ray Astronomy XI.

The same two researchers were involved in a 2024 publication

Large-caliber Mo/Si multilayer film thickness control and thermal stability study for
extreme ultraviolet light source.

This paper explicitly states the objective of making EUV multilayer optics suitable for
high-power lithography.



https://www.zeiss.com/semiconductor-manufacturing-technology/inspiring-technology/euv-lithography.html
https://www.opticsjournal.net/Articles/OJ4d16592e5fd9c6bf/FullText#R53:~:text=Si%E5%9C%A8%E6%B3%A2%E9%95%BF%E5%A4%A7%E4%BA%8E12.4%20nm%E7%9A%84%E6%9E%81%E7%B4%AB%E5%A4%96%E6%B3%A2%E6%AE%B5%E5%85%B7%E6%9C%89%E9%9D%9E%E5%B8%B8%E5%B0%8F%E7%9A%84%E5%90%B8%E6%94%B6%E7%B3%BB%E6%95%B0%EF%BC%8C%E5%B8%B8%E4%BD%9C%E4%B8%BA%E5%A4%9A%E5%B1%82%E8%86%9C%E7%9A%84%E9%97%B4%E9%9A%94%E5%B1%82%E6%9D%90%E6%96%99%E3%80%82Mo/Si%E6%98%AF10~20%20nm%E6%B3%A2%E6%AE%B5%E5%85%B7%E6%9C%89%E9%AB%98%E6%95%88%E5%8F%8D%E5%B0%84%E7%8E%87%E7%9A%84%E5%A4%9A%E5%B1%82%E8%86%9C%E6%9D%90%E6%96%99%E5%AF%B9%E3%80%82%E5%90%8C%E6%B5%8E%E5%A4%A7%E5%AD%A6%E7%B2%BE%E5%AF%86%E5%85%89%E5%AD%A6%E5%B7%A5%E7%A8%8B%E6%8A%80%E6%9C%AF%E7%A0%94%E7%A9%B6%E6%89%80%E5%88%B6%E4%BD%9C%E7%9A%84Mo/Si%E5%A4%9A%E5%B1%82%E8%86%9C%E5%9C%A8%E5%8C%97%E4%BA%AC%E5%90%8C%E6%AD%A5%E8%BE%90%E5%B0%84%E5%85%89%E6%BA%90%E6%B5%8B%E5%BE%97%E7%9A%84%E6%AD%A3%E5%85%A5%E5%B0%84%E6%9D%A1%E4%BB%B6%E4%B8%8B13.5%20nm%E5%A4%84%E7%9A%84%E5%8F%8D%E5%B0%84%E7%8E%87%E8%BE%BE%E5%88%B067.5%25%EF%BC%8C%E4%B8%8E%E5%9B%BD%E9%99%85%E4%B8%80%E6%B5%81%E6%B0%B4%E5%B9%B3%E7%9B%B8%E5%BD%93
https://opticsjournal.net/Articles/OJ459d2e497dc8f78f/Abstract
https://www.coema.org.cn/article/202407/5449.html
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https://www.asianometry.com/p/euv-with-fewer-mirrors
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https://www.opticsjournal.net/Articles/OJ399385ba51713d9d/FigureTable

The challenge of thermal load is the main focus, and the researchers were able to
reduce the loss in reflectivity from 9% down to 1.8%, maintaining a peak reflectivity of

63.4% after heating.
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Based on the findings in this survey, we expect the Chinese EUV mirror optics
technology to be at a TRL of 5-6. This technology is unlikely to be the limiting factor. Our
reasons for this assessment can be summarized as:
e The proximity of the previously achieved precision and reflectivity metrics to the
target
e >1 year of time between the most recent research papers in this survey and
today
The evident research prioritization of EUV manufacturing equipment in China
The mirrors having been tested in relevant environments (under heat stress)

EUV Radiation Source

Radiation sources are needed both for lithography and for metrology and inspection
systems. This section focuses on the more demanding task of powerful lithography
radiation sources.



Requirements:

While the precision requirements are stringent and dictate the usefulness of a source in
an almost binary manner, the power requirement is softer. More power enables a higher
throughput, as radiation dose is a requirement set by the sensitivity of the photoresist. A
lower source power and a higher absorption loss in the mirrors increases the time a
given area on a wafer needs to be exposed to radiation. This in turn penalises the
throughput, as measured in wafers per hour.

The compounding losses and the need to keep exposure times down, for the sake of
production speed, result in enormous power requirements. A single NXE:3400B
machine consumes 1.4 MW of power, most of it for the light source and cooling
systems.

A real light source is also not continuously emitting with a perfectly stable intensity. The
commonly used Laser-Produced-Plasma (LPP) systems by ASML are pulsed. The
frequency (pulses/s) must be high enough to keep the exposure dosage on the wafer
stable.

Additionally, a source must be emitting at a precise, stable physical location, with tight
tolerances for deviation.

Collector optics in the light source must be robust against contamination from debris, if
a radiation source is based on hot plasma, like every LPP system. This is especially
critical in Tin-based systems, which are preferred for their high spectral efficiency.

EUV Sources for Lithography lists some key performance specifications for commercial
lithography as follows:

Core Performance Requirements

1. EUV Power (In-band): 115 W (to be seen as an order of magnitude, not a sharp
threshold)

2. Integrated Energy Stability: +0.3% (30 over 50 pulses) (Crucial for consistent
exposure dose control)

3. Repetition Frequency: > 7 - 10 kHz (Needed to support scanning exposure
strategy and throughput)

Geometrical and Optical Requirements

1. Etendue of Source Output: < 3.3 mm? sr (Maximum acceptable value to
efficiently couple light through the lithography tool's optical system)


https://www.spiedigitallibrary.org/ebooks/PM/EUV-Sources-for-Lithography/2/EUV-Source-Requirements-for-EUV-Lithography/10.1117/3.613774.ch2
https://edge.sitecorecloud.io/asmlnetherlaaea-asmlcom-prd-5369/media/project/asmlcom/asmlcom/asml/files/investors/financial-results/a-results/2020/2020-annual-report-based-on-us-gaap-2er7np.pdf
https://www.spiedigitallibrary.org/ebooks/PM/EUV-Sources-for-Lithography/2/EUV-Source-Requirements-for-EUV-Lithography/10.1117/3.613774.ch2

2. Maximum Solid Angle Input to llluminator: 0.03 - 0.2 sr (Defines the collection
angle compatibility with the illuminator design, design dependent)

Operational and Lifetime Requirements

1. Source Cleanliness / Debris Mitigation: Must enable > 30,000 hours of
operation, primarily impacting collector and projection optics lifetimes.

2. Collector Lifetime: Target of 80 x 10° pulses approx. 12 months)

3. Electrode Lifetime (for discharge plasma sources): Target of 80 x 10° pulses
(approx. 12 months)

4. Projection Optics Lifetime: Target of 30,000 hours

Three types of source technologies are commonly discussed in science and industry:

e PP systems are the only commercially used EUV lithography light sources as of
2025. They were chosen for their power density, but suffer from energy
inefficiency and debris, as evident from the power demand of ASML’'s EUV
machines.

e Discharge-Produced-Plasma (DPP) systems are less prone to debris issues,
since they typically use noble gases such as Xenon. However, they have so far
not been successfully scaled to commercially required power. They are also
pulsed, but can reach extreme frequencies, removing the concern of uniformity.

e Steady-State Microbunching (SSMB) / Synchrotron-based sources have
historically not been researched as extensively as the two plasma-based source
types. A main reason is their cost, size and power inefficiency. However, they are
considered as a possible candidate by Tsinghua University.

Reported Chinese Developments

Based on the available public information reviewed for this report, there is a notable lack
of verified, system-level performance data for Chinese EUV source prototypes that meet
HVM (High-Volume-Manufacturing) criteria.

e LPP: Recent publications discuss advancements in LPP sub-components like
lasers, droplet generators, plasma diagnostics, and optics, but do not provide
integrated system performance metrics such as achieved average power,



https://www.researchgate.net/publication/241554434_Tin_DPP_source_collector_module_SoCoMo_status_of_Beta_products_and_HVM_developments
https://www.nature.com/articles/s41586-021-03203-0
https://www.researchgate.net/publication/360276031_Steady-State_Micro-Bunching_Accelerator_Light_Source
https://www.tsinghua.edu.cn/info/1181/59823.htm
https://www.opticsjournal.net/Articles/OJe83bd70142deb50a/FullText
https://www.opticsjournal.net/Articles/OJ211d77099f478897/Abstract
https://www.scmp.com/news/china/science/article/3308204/former-asml-head-scientist-lin-nan-drives-chinas-latest-euv-breakthrough

stability, etendue, or lifetime. We expect that while experimental systems are in
development, they have not yet achieved the required in-band output power.

e DPP/LDP: The main reported achievement for HIT's LDP source is the
generation of EUV light at the correct 13.5 nm wavelength. While potential
advantages like lower cost and complexity are claimed, challenges in achieving
sufficient power and controlling pulse timing are explicitly acknowledged. We
found second-hand claims of 80W, 100W and 120W of output power, but we
could not verify them with authoritative sources. Also, it is not clear what exactly
the numbers refer to: Total plasma radiation, total inband radiation, or total
inband output from the device. A commonly shared view is that discharge
plasma EUV sources struggle to scale to power outputs required for HVM, due to

fundamental physical constraints.

e SSMB: Performance data for SSMB is currently theoretical or based on
projections from simulations and the proof-of-principle experiment. There is
potential for very high average power (>1 kW) and inherent high repetition
frequency and narrow bandwidth. The source is expected to be debris-free and
more scalable than even LPP. However, these are projected capabilities of a
future, dedicated facility, not metrics from an operational prototype. Achieving the
required stability and reliability in practice is a major unknown.

Readiness for Lithography

The absence of clear performance metrics and the strong media reaction to
non-groundbreaking research (LDP at HIT), as well as the framing of SSMB as a viable
candidate for lithography all give the impression that:

1. Domestic radiation sources are far from achieving the required specifications
2. Among them, most research/prototype devices are treated as proprietary and
confidential

A mixture of both is likely true. Rumors exist about upcoming trial runs of lithography
machines, but they are not verifiable.

Here, we mention once more that one of the main reasons why current EUV systems
require such enormous power densities in the first place is the high absorption in the
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mirrors. Reducing the number of required mirrors is a possibility that is under active
research outside China.

Conventional EUV Lithography Simple Low Cost EUV
High power consumption > 1MW 1/10 times lower power <100kW
High capital cost 200 MUSD Lower capital cost < (100 MUSD)

OIST Invention

— =

Photomask

Photomask

llluminator

Projector IF ¢yl , i/
."I | ’:\S'  mm U
| / 5~ " '

Projector

Compact EUV source ~20 Watt

W Low cost, long life \ J
s Wafer e M2
No Mask-3D, no pattern shift by defocus, higher contrast
Lower risk of damage on mirrors and pelicle
Q EUV Source > 200 Watt Scan field 20mm x 26mm @ 0.2NA

Scan field 10mm x 26mm @ 0.3NA

Approaches like these make EUV lithography much more accessible, by reducing the
requirements on either the source, the mirrors, the photoresist or all three. However,
despite the high theoretical feasibility of such systems, they remain to be proven in
practice.

To conclude, the evidence (or lack thereof) points towards a low technological
readiness. Assuming no confidential developments far ahead of the publicly known
ones, we assign a TRL of 3-4 to the light source technology.

Photomasks and the required infrastructure (Tools, Pellicle, Inspection,...)

Briefly explained, the photomask is the “stencil” for the image projected onto the wafer.
It is larger in size than the “field”, which is the commonly used term for the area printed
per scan. Still, its features are on the nanometer scale, as typical magnifications are on
the order of 4.

Requirements

Since no transmissive optics exist for EUV, all EUV masks are reflective. This
represents a fundamental paradigm shift, even for entities who have developed
manufacturing of DUV masks.


https://www.oist.jp/news-center/news/2024/7/29/innovative-euv-lithography-technology-dramatically-increases-energy-efficiency-and-reduces-capital
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https://semiengineering.com/high-na-euv-complicates-euv-photomask-future/

Any error in the mask structure will affect every single chip printed from its image. This
means that masks need to be practically flawless. The basic idea of mask production
is as follows:

1. Create a “clean sheet”, a so-called mask blank

o Ensure the purity of the blank, and precisely locate flaws if necessary.

o Repair flaws if possible at this stage.

o Track those that can not be repaired.
2. Paint a pattern onto the blank, by adding absorbing material on the surface. In
some cases, underlying errors in the blank can be hidden, by shifting the pattern
such that they are painted over.
Inspect the integrity of the painted pattern, and repair if necessary.
4. Add a “Pellicle” — a protective, translucent membrane that protects the mask from

particles during lithography in the scanner.

w

Making heavy use of a SPIE conference paper EUV mask technologies: evolution and
ecosystem for devices, the key technologies can be listed as follows:

1. EUV Mask Blank Manufacturing: This is arguably the most challenging part of
the mask supply chain. The mask blank is a practically flawless EUV mirror,
without defects in either its substrate, or the reflective layers coated on top of it.

The foundational mask substrate typically is a specialised (distinct from DUV
masks) ultra-low thermal expansion composite material. Examples include
materials like ULE® (Corning) or Zerodur® (Schott), although specific
compositions for EUV might be proprietary variations.

After polishing and cleaning the surface, any surface imperfection on the
underlying substrate causes irreparable damage to the nanometer-thick coatings,
by shifting them relatively to each other and causing “phase shift defects.”


https://www.spiedigitallibrary.org/conference-proceedings-of-spie/13216/1321603/EUV-mask-technologies-evolution-and-ecosystem-for-devices/10.1117/12.3037237.full#:~:text=The%20study%20highlights%20the%20characteristics%20of%20the%20EUV,investigates%20the%20competition%20between%20established%20and%20emerging%20technologies.
https://www.spiedigitallibrary.org/conference-proceedings-of-spie/13216/1321603/EUV-mask-technologies-evolution-and-ecosystem-for-devices/10.1117/12.3037237.full#:~:text=The%20study%20highlights%20the%20characteristics%20of%20the%20EUV,investigates%20the%20competition%20between%20established%20and%20emerging%20technologies.

Image credit: Level-set multilayer growth model for predicting printability of buried
native extreme ultraviolet mask defects

. Blank Inspection: Inspecting blanks is a different task than inspecting patterned
masks and requires dedicated tools. Very few suppliers exist for these (Lasertec
Corporation, KLA Corporation).

. Advanced Mask Patterning (Writer & Process): Transferring the design data
onto the mask absorber layer pattern. This relies heavily on Multi-Beam Mask
Writers (MBMW), such as those from IMS and NFT, which utilize large arrays
(e.g., 262k) of individually controllable electron beams. MBMW enables
high-resolution writing of complex curvilinear features required for EUV with
acceptable throughput and uniformity. MBMW writes the patterns onto a resist
material, followed by chemical etching. Among all the deposition and etching
processes involved in semiconductor manufacturing, this process has the highest
precision requirements of all, factoring in subtle effects such as repulsion forces
from electrostatic charge.

. Inspection Systems: Actinic inspection systems (e.g., Lasertec ABICS/ACTIS)
employ EUV light (13.5nm), advanced metrology and data analysis to detect
defects. Complementary high-resolution inspection is performed using
electron-beam systems (e.g., KLA's multi-column platforms), which are needed
for verifying pattern fidelity against design data (die-to-database).

Both methodologies often incorporate advanced defect detection algorithms and
machine learning.


https://www.researchgate.net/publication/276831337_Level-set_multilayer_growth_model_for_predicting_printability_of_buried_native_extreme_ultraviolet_mask_defects
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Repair tools: Amplitude bump defects (within the multilayer coating, not on the
substrate) are typically repaired using focused ion beam (FIB) or electron beam
techniques. They are the only blank defects that can be repaired, as of April
2025.

Opaque defects are misplacements of absorber material. They are repaired with
specialised tools, such as the MERIT system by Zeiss.

Irreparable blank defects (like phase shifts) can, in some cases, be hidden. They
affect reflection, which is not problematic if they are beneath absorber material.
Placing the absorber pattern strategically can therefore make otherwise defective
blanks useful.

EUV Pellicle Application: Mounting an ultra-thin protective membrane (pellicle)
onto the mask to prevent particle contamination during transport and scanner
exposure. Development focuses on materials (e.g., Carbon Nanotubes, Metal
Silicides) with high EUV transmittance and durability, addressing challenges like
thermal load management and potential rupture.

Advanced Cleaning, Metrology, and Process Control: Throughout the whole
manufacturing process, polishing (when making the blanks), cleaning and



inspecting are steps repeated many times over. Full service mask shops operate
in the cleanest possible environments (ISO Class 1).

To summarize, the production and handling of masks requires an entire industrial
infrastructure. One that builds on radically different (and more extreme) technology
compared to those that pre-EUV manufacturing nodes demanded. A supply chain
developed over decades of cooperation in a globally interconnected industry, made of
niche-specialized “hidden champions”:

(In alphabetical order)

Captive shop SAMSUNG, HYNIX, INTEL, MICRON, TSMC
EUV Mask shops
Merchant shop DNP, PHOTRONICS, TOPPAN
) Blank mask AGC, HOYA
Suppliers :
. Pellicle MCI
of tool or material
for EUV Mask POD ENTEGRIS, GUDENG
EDA AMAT, D2S, NCS, SIEMENS, SYNOPSYS
Writer IMS, NFT
Developer SUSS, TEL
Etcher AMAT, SHIBAURA
Cleaning AMAT, SHIBAURA, SUSS
SEM ADVANTEST, HOLON
Regi. Meas. KLA, ZEISS
Inspection LASERTEC, KLA
Repair BRUKER, PARKSYSTEMS, ZEISS
Verification ESOL, EUVTECH, ZEISS

Image credit: Figure 12 from EUV mask technologies: evolution and ecosystem for
devices

The greatest challenge is the manufacturing and inspection of the blanks.

Still, the other technologies involved may be simpler in relative, but not in absolute
terms. The Pellicle, “just a transparent membrane”, is in fact made of carbon nanotubes,
to name just one example.


https://pmarketresearch.com/it/semiconductor-mask-services-market/
https://www.spiedigitallibrary.org/conference-proceedings-of-spie/13216/1321603/EUV-mask-technologies-evolution-and-ecosystem-for-devices/10.1117/12.3037237.full#:~:text=The%20study%20highlights%20the%20characteristics%20of%20the%20EUV,investigates%20the%20competition%20between%20established%20and%20emerging%20technologies.
https://www.spiedigitallibrary.org/conference-proceedings-of-spie/13216/1321603/EUV-mask-technologies-evolution-and-ecosystem-for-devices/10.1117/12.3037237.full#:~:text=The%20study%20highlights%20the%20characteristics%20of%20the%20EUV,investigates%20the%20competition%20between%20established%20and%20emerging%20technologies.

Research efforts in China

EUV mask blanks:

Mask blanks build on the earlier discussed EUV mirror technology, with drastically lower
defect tolerance, as well as added infrastructure for inspection, metrology, and repair.

A survey done by Dongxing Securities (an investment bank performing industry
research) mentions the challenges and dependencies of the EUV mask supply chain. It
specifically states that there are no domestic alternatives to EUV mask blanks made by
foreign suppliers.

Our own survey could also not find any mention of the specialised substrate in Chinese
research or industry. While quartz substrates for DUV masks are mentioned in multiple
sources, EUV blanks are built from distinct, so-called LTEM material.

Resistance against thermal expansion was studied in the context of EUV mirrors and
their reflectivity (the study mentioned in the mirror section above), but only with respect
to the effect on reflectivity, not the distortion of printed surface patterns.

The basic capacity to make multilayer reflective coatings on top of a suitable substrate
exists, as evident from our survey on mirrors. However, the distinct challenge when
making mask blanks is the polishing, metrology and cleaning equipment to avoid and
detect defects. The Dongxing survey details this further:

Process HOYA LG-IT DNP PKL Toppan SKE Qingyi Luowei
(Japan) (Korea) (Japan) (Korea) (Japan) (Japan) Optoelectronics Optoelectronics

(China) (China)

Substrate v v x x x x x x

Grinding/

Polishing

Electro- v v x x x x x x

plating

Photoresist v v v v v v v v

Coating

(Extracted from the original in Chinese)

Key quotes:


https://pdf.dfcfw.com/pdf/H3_AP202309281600187828_1.pdf
https://www.opticsjournal.net/Articles/OJ399385ba51713d9d/FigureTable

e Page 9 mentions that China's semiconductor mask industry faces "&i#i&&. #f
K E 5L Z WA TE R (the situation of high-end equipment and materials being
monopolized by foreign countries).

o "EN EEERMEMEEESEAFREE" - Domestic vendors need
breakthroughs in substrate polishing and chrome plating.

o "NHIE LM EARE AR B SIE" - Upstream photomask materials are
also basically occupied by Japanese vendors.

Inspection tools and metrology

The Dongxing Securities survey repeatedly emphasizes that high-end photomask
manufacturing equipment, including inspection and measurement tools (141, M=
#1), are largely monopolized by foreign vendors, primarily from Japan, the US, and
Germany. This represents a significant "bottleneck" (< FF-F) for China's domestic
semiconductor industry (Page 9). Post-processing equipment, which includes
inspection, is specifically mentioned as being dominated by Germany's Zeiss and
Japan's Lasertec (Page 9, Page 1).

Domestic research efforts in inspection appear to focus on simulated data processing
techniques, while the hardware is not close to readiness.

The heavy focus of Chinese research on theoretical, computational modeling of defects
and algorithms for data analysis strongly hints at a lack of availability of empirical
metrology tools. Every research publication we found is focused on data analysis and
modeling, and not a single one sources its validation data from experimental
measurements.

According to the state-driven platform 461 [E (K& Chuang Zhdngguo, Science
Innovation China), mask metrology equipment is likely to be a weak link in the domestic
manufacturing chain:

China's inline defect inspection equipment for IC manufacturing lags 1-2 generations
behind international standards. The country suffers from a weak research foundation,
limited indigenous intellectual property, and insufficient technological accumulation. Key
inspection equipment, such as systems for EUV mask defects and FEOL defects below
10nm, represents a long-standing gap, placing China approximately 20 years behind
leading nations. This situation severely restricts the advancement of China's IC
manufacturing capabilities.


https://pdf.dfcfw.com/pdf/H3_AP202309281600187828_1.pdf
https://www.researching.cn/ArticlePdf/m00006/2022/42/13/1305002.pdf
https://www.kczg.org.cn/article/issueDetail?id=943#:~:text=%E7%BC%BA%E9%99%B7%E5%9C%A8%E7%BA%BF%E6%A3%80%E6%B5%8B%E6%8A%80%E6%9C%AF%E5%8F%8A%E8%AE%BE%E5%A4%87%E9%9D%A2%E4%B8%B4%E7%A9%BA%E5%89%8D%E6%8C%91%E6%88%98%E3%80%82%E7%BC%BA%E9%99%B7%E6%A3%80%E6%B5%8B%E5%9C%A8%E6%BB%A1%E8%B6%B3%E9%87%8F%E4%BA%A7%E9%80%9F%E5%BA%A6%E7%9A%84%E5%90%8C%E6%97%B6%EF%BC%8C%E8%BF%98%E9%9C%80%E8%A6%81%E6%BB%A1%E8%B6%B3%E9%AB%98%E7%81%B5%E6%95%8F%E5%BA%A6%E8%A6%81%E6%B1%82%E3%80%82EUV%E6%8E%A9%E6%A8%A1%E7%89%88%E7%BC%BA%E9%99%B7%E9%AB%98%E5%BA%A6%E6%A3%80%E6%B5%8B%E7%81%B5%E6%95%8F%E5%BA%A6%E9%9C%80%E8%A6%81%E8%BE%BE%E5%88%B0%E5%8E%9F%E5%AD%90%E7%BA%A7%EF%BC%8C%E7%AD%89%E6%95%88%E6%A3%80%E6%B5%8B%E7%81%B5%E6%95%8F%E5%BA%A6%E8%A6%81%E8%BE%BE%E5%88%B010nm%E4%BB%A5%E5%86%85%E3%80%82EUV%E6%8E%A9%E6%A8%A1%E7%BC%BA%E9%99%B7%E9%9C%80%E8%A6%81%E5%88%A9%E7%94%A8Actinic%E6%96%B9%E6%B3%95%E8%BF%9B%E8%A1%8C%E6%A3%80%E6%B5%8B%EF%BC%8C%E6%88%91%E5%9B%BD%E5%9C%A8%E8%BF%99%E6%96%B9%E9%9D%A2%E7%9A%84%E6%8A%80%E6%9C%AF%E5%82%A8%E5%A4%87%E4%B8%BA%E9%9B%B6%E3%80%82
https://opticsjournal.net/Articles/OJa49216799cf64b76/FullText
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https://opg.optica.org/ao/abstract.cfm?uri=ao-62-5-1243
https://www.researching.cn/ArticlePdf/m00002/2022/59/9/0922021.pdf
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https://www.kczg.org.cn/article/issueDetail?id=943#:~:text=China%27s%20IC%20manufacturing,equipment%20is%20imminent.

In the previous national "02 Special Project" for IC manufacturing, R&D investment in
inline defect inspection equipment was relatively low. Consequently, China has
significant shortcomings in this area. Defect inspection equipment represents one of the
weakest links in China's semiconductor supply chain. Therefore, the development of
high-sensitivity inline defect inspection technology and equipment for IC manufacturing
is urgently needed.

Translation from the original in Chinese, April 2023

For context, Science Innovation China is an official, strategically important platform
backed by a major national organization (CAST). It functions as an instrument to
facilitate national innovation goals. Therefore, it is a source that Chinese policymakers
and industrialists are very likely to pay attention to when looking for insights into key
technological challenges, potential solutions, technology transfer opportunities, and
expert opinions aligned with national S&T direction.

Mask Patterning and Repair Tools

Mask writers are electron beam (or laser) devices that activate photoresists for
succeeding etching and deposition steps. These writers themselves do not use a
pattern from a mask. Instead, they control electron beams directly, typically multiple
beams simultaneously.

EUV mask patterning tools require placement and CD control precision well below the
nanometer level across large areas, combined with the ability to resolve features
smaller than 30 nm on the mask itself.

To achieve this, e-beam writers use very small beam spot sizes (e.g., 11 nm or 12 nm
reported for the latest multi-beam tools like the NuFlare MBM-3000).

Public information on Chinese absorber writing tools, as well as the repair tools for
absorber defects is scarce. This is not too surprising, given that this technology is
primarily of commercial, and barely of academic interest. While a handful of domestic
producers of DUV photomasks exist, they rely on imported tools.

Still, the patterning of EUV has qualitative similarities to patterning DUV masks, and
similarly the repair of absorber defects. Higher precision here is achievable with


https://www.spiedigitallibrary.org/conference-proceedings-of-spie/12956/1295602/Multi-beam-mask-writer-MBM-3000-for-next-generation-EUV/10.1117/12.3010686.short#:~:text=The%20MBM%2D3000%20is%20designed,that%20brings%20out%20a%20beam
https://pdf.dfcfw.com/pdf/H3_AP202309281600187828_1.pdf

interactive improvements of existing technologies. However, Chinese firms have so far
relied on imports of even DUV mask writers and repair tools, meaning that those
machines that exist within the mainland would need to be reverse-engineered first. The
absence of domestic offerings seems to indicate that this is not yet completed.

Also, the materials used are in fact different: The absorber on EUV masks needs to
handle a higher photon energy without degrading.

We found some recent announcements of electron beam lithography machines that are
not directly intended for mask patterning, but for lithography on wafers. The achieved
precision figures are far from the requirements of EUV mask patterning.

Pellicle

The deceptively simple pellicle needs to be transparent to EUV radiation, a property
which almost no material on earth has, including air. It needs to withstand 500°C of
temperature and be only nanometers in thickness, while surviving multi-g accelerations
in the scanner. The surface must be even within 30 < 0.4%, which at this scale is
equivalent to individual atoms. To be economically useful, the pellicle must have
lifetimes of at least hundreds of hours of scanning exposure.

The only Chinese research we found was a recent review article published in the
Chinese journal "Optical Instruments" (Vol. 46, No. 4, August 2024). It summarizes the
state-of-the-art, challenges, and future directions in the development of EUV pellicles.
The Chinese abstract explicitly states: "AZrib G N HEMESLHE L LUK B ZIE SRR
HEHRENFEE. TRRITFIREEENSE, " (Translation: "This review will provide useful
references for scholars, engineers, etc., engaged in advanced lithography and
self-supporting thin-film device research in our country.")

The fact that this was released only recently, and that research publications are notably
absent, both give the impression that the Pellicle technology was, if at all, prioritized
only very recently.

Estimating technological readiness

The mask infrastructure and the technologies within it are possibly the most
underappreciated and most complex part of the EUVL supply chain.


https://goldenscope.com.cn/en/product/view/id/153.html#:~:text=standards%2C%20achieving%20the%20development%20goal,domestically%20produced%2C%20independently%20controllable%20alternatives
https://docs.google.com/spreadsheets/d/1yFZ6MH1KDduYzC_4IWS8JItheUc7ujESAaly7HDLWT8/edit?usp=sharing
https://www.asml.com/en/news/stories/2022/the-euv-pellicle-indistinguishable-from-magic
https://joi.usst.edu.cn/html/2024/4/202403110048.htm
https://joi.usst.edu.cn/html/2024/4/202403110048.htm

The TRL in each of the most relevant enablers (materials, blank inspection, writers,
mask inspection, pellicle, ...) appears to be very low. The reasons were laid out above,
so we conclude and assign a TRL of 2. We expect R&D to be ongoing and not limited to
the conceptual phase, but also have reason to believe that the complexities of this
technological challenge are immense enough so that masks and their toolings could be
the most critical challenge of all to the Chinese ambitions of EUVL.

One last comment to add to this section is the potential for the smuggling of EUV
masks. lllegal trade with very low volumes of product (even just a few dozen masks and
pellicles) may be a critical enabler for the Chinese EUVL supply chain, and therefore
perhaps the most lucrative smuggling opportunity in history.

A single successful smuggling job may be enough not only for enabling EUVL years
earlier than otherwise (if masks are the last remaining technology to be solved, which
seems likely after this analysis), but this would also enable Chinese manufacturers to
make identical copies of foreign hardware designs. TSMC and the Taiwanese
government are right to be concerned about spies, but can they prevent this theft from
ever happening?

Wafer Stages

These devices control the wafer movements, as the mask pattern is printed onto the
surface. Typically, chip dies are layered many times over, each layer requiring its own
exposure, one mask pattern after the next.

Overlay is the key metric here: The precision if placing succeeding layers onto each
other correctly. There is a distinction between the overlay accuracy within a machine,
and the overlay when patterning different layers in different machines. Typically, not all
layers are patterned with EUV lithography, only the actual logic components with the
smallest feature sizes. However, we will focus on the most demanding task of
overlaying multiple EUV-patterned layers.

ASML’s first few lithography machines achieved overlay accuracies of ~1.5 nm. We can
treat this figure as a hard maximum for wafer stage positioning error (other components
than the wafer stage also contribute to misalignments, but the wafer stage is the most
critical error source here).


https://www.asml.com/en/products/euv-lithography-systems/twinscan-nxe3400c

In 2016, Tsinghua University set itself a target of 2nm overlay precision. However,
achieving this precision in industrial devices appears to have proven difficult:

The most precise reported overlay we found was in a source from 2021, an analysis by
BOC International Securities (F4RiE#). The reported dual stage system by Beijing
Huazhuo Jingke Technology Co., Ltd. (At R4 2 fEF EHRA B R4 7)), while not being
built for operation in vacuum environments, are said to achieve overlay accuracies of
2.5 to 5nm. The age of this source leaves room for possible improvements since then.

A more recent article from 2024 raises doubts about the company’s credibility. While the
article does not provide new technical details on overlay accuracy, the business and
disclosure context around their dual stage work is significant. The IPO termination,
combined with the previous obfuscation of the dual stage business in filings, points
towards potential difficulties in commercializing, scaling, or openly discussing this critical
technology, which directly impacts parameters like overlay accuracy.

The other highest precision figure we found was at a total process overlay accuracy of
8nm. This is based on a 2024 report by the Chinese government’s Ministry of Industry
and Information Technology (MIIT) of China (Tl #11E B 1L & & fr B R #).

Regarding the required metrology:

While ASML’s best reported positioning measurement accuracies are at 0.06nm, the
most precise A 2023 paper by CAS researchers reports on laser interferometer with
0.31 nm precision. Given that the target is to achieve overlays of slightly less than 1nm,
we expect positioning metrology to not be a bottleneck.

The key challenge for domestic Chinese developers will be to improve the precision and
speed incrementally. While high speed is not strictly required for functionality, it is a key
metric for WPH throughput.

One additional engineering challenge is cooling components in a vacuum. Thermal
expansion must be kept at a minimum, and dissipation of heat into air is not an option.
Compared to other extreme engineering challenges around wafer stages, however, we
expect this to also not be the primary constraint.

We estimate a TRL of 3-5. Qualitatively, wafer stages are already made domestically,
building on the same fundamental technology required for EUV. Higher speeds and
precisions probably do not require a paradigm shift, but iterative prototyping and
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engineering. The time horizons for achieving EUV-grade stage technology may
therefore be on the order of 2-5 years, assuming sufficient research prioritization.

Photoresist, deposition and etching

Often overlooked, this chemical is indispensable for lithography. Its performance can
make or break the viability of actually turning the mask image scan into circuits. Under
radiation exposure, the resist hardens against chemical corrosion, therefore name. The
unexposed parts are etched away, creating grooves, into which materials such as
conductors can be deposited.

EUV photoresist is fundamentally different from the DUV resists Chinese foundries have
been working with until the import bans. Not only do they need to make use of much
higher energy photons, but also react to them with higher sensitivity and local contrast
precision.

Worries about possible stockpiles bought before import restrictions can be safely
dismissed. EUV photoresists (Chemically Amplified Resists -CAR— only commercially
available option before the bans, already obsolete for nodes below 5nm) have a limited
shelf life of typically no more than a year. In order to shrink feature sizes below the 5nm
standard (Which SMIC is already approaching with DUV multi patterning anyway), dry
Metal-Oxide Resists (MORs) will be needed.

Testing the individual, isolated performances of the resist, the deposition or etching
processes is fundamentally difficult. Inspection measures the final result, which is also
downstream from the lithography radiation precision. This makes testing photoresists
downstream from ensuring that the other error sources are not the bottleneck. On behalf
of these conditions, one can evaluate resist performance as follows:

Line Edge Roughness (LER)/Line Width Roughness (LWR):
Advanced nodes demand extremely smooth lines, with LER targets pushing below 2.0

nm (30).

Chinese research has demonstrated significant progress in tackling roughness,
achieving results like 3.0 nm LWR for 22 nm HP (half-pitch) patterns using additives in
CARs under EUVL. While promising, this still represents a gap compared to the ultimate
industry requirements for future nodes.
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Resolution

Industry targets for next-generation nodes (e.g., ~2nm/A14) push towards sub-16 nm
half-pitch (HP) for single exposure with High-NA EUV , while Low-NA EUV single
exposure targets are around 13-14 nm HP. The best reported resolutions from Chinese
research groups up until 2022 are around 22-25 nm HP. While significant, this currently
falls short of the most aggressive future targets, and some high-resolution results were
obtained using EUV interference lithography (EUV-IL) or electron beam lithography
(EBL). The stated reason (in_a follow-up publication) is the notable lack of proper
lithography tools needed to test photoresists under practical conditions. However, this is
not to be interpreted as testing of photoresists being impossible, just less accessible. A
2023 paper discusses the use of a (large and expensive) synchrotron facility for
evaluating resist materials, with EUV radiation. This same paper discusses a
photoresist material with a half-pitch of 15 nm, but only under high dosage/low
sensitivity.

A more recent publication expands the picture by highlighting significant recent progress
in MORs from two additional groups: The authors' own group at Nankai University
(Zhang Lei) and Peng Xiaojun's group at Dalian University of Technology.

A quick summary:

e Achieved sub-20 nm resolution (18 nm HP) with low LER (2.8 nm) in molecular
glass resists using innovative chemical strategies.

e Demonstrated EUV performance with MORs, achieving 37.5 nm HP
(Titanium-oxide, Peng's group) and 50 nm resolution at relatively good sensitivity
(Titanium-Zirconium oxide, Zhang's group).

e Continued broad exploration of various MOR systems (In, Sn, Sn-Er, Zr) primarily
characterized via EBL, showing resolutions often in the 50 nm or 25 nm range.

Sensitivity

High-volume manufacturing requires high sensitivity, generally below 50 mJ/cm?, ideally
targeting substantially lower to enable adequate throughput. Some Chinese molecular
CARSs have shown higher sensitivity in EUV-IL tests, such as_14.5 mJ/cm? for 25 nm HP
patterns. This meets the target in specific lab settings. However, achieving this
simultaneously with top resolution and low LER on production scanners remains the
key challenge, and some high-resolution non-CARs developed in China showed much
lower sensitivity (e.g., 90.8 mJ/cm? for 22 nm HP).
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Estimating readiness

Research is evidently in the technology development stage and therefore at a TRL of
4-5. A TRL of 6 would require promising candidates for meeting all the different
requirements at once. Based on our research, such a material has not yet been
reported on.

There are some considerations missing from our analysis. Etching processes need to
be able to achieve sufficient aspect ratios (hole and groove depths) without defects. The
photoresist also needs to be able to not only achieve the required precision, but also
avoid outgassing, where material is released from the wafer into the lithography
machine, potentially contaminating the sensitive instruments. There are more
requirements on thermal stability, uniformity (a challenge for dry resists), absorption, ...

The difficulty of developing the resist material and the accompanying deposition and
etching tools explains the market consolidation around a handful of suppliers in just one
country.

Wafer inspection

Wafer inspection tools identify flaws in both unpatterned and patterned wafer surfaces.

This is important for multiple reasons, including supervising the overall production
process integrity, identifying defective dies, and locating the exact placement of defects,
such that defective, redundant modules on a die can be deactivated, resulting in a still
useful, albeit less performant chip. There are variants of inspection for measuring
different properties, and for the sake of brevity, we refer to the Supply Chain Explorer,
for those who are interested. The EUVL-relevant tooling is exclusively made by
European, American and Japanese suppliers, as Science Innovation China also
mentions. In fact, they directly warn the Chinese scientific and industrial community
about a low TRL of tools for defect inspection of wafers as well as masks.

In the table below we collect the variety of companies involved in wafer inspection, and
what their reported offerings and R&D efforts are.

Company HQ Key Product Focus Reported Target Development References
(English/Chine Node(s)/Specs Status
se)
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mentioned) packaging, Equipment
compound semi, Industry in
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(EBESE) High-end Optical technologies. phase with
Metrology Specific nodes not significant planned
yet detailed investment

Interestingly, a diverse industry for wafer inspection exists, but is currently limited to
mature nodes. Some research efforts towards inspecting advanced nodes such as
14nm are ongoing. Furthermore, the emergence of domestic e-beam technologies, with
Shanghai Jingce reporting volume orders for EBI/DR-SEM and the ambitious R&D
focus of the_newly founded Chaowei Semiconductor on e-beam technologies, suggests
development in higher-resolution techniques.

The industry leader KLA supplies inspection tools for nodes down to TSMC’s 5nm and
below. Superficially, the gap in capabilities seems large. However, SMIC is already
manufacturing at nodes comparable to TSMC’s 7nm, which it instead calls “N+2”. This
means that advanced metrology equipment is already existent in the mainland (even if
imported), and we expect that, given the strategic importance, reverse engineering is
very likely.

Still, the TRL for highly advanced wafer inspection equipment is likely low as of 2025.
14nm-grade tools being in development. Companies focusing on bottleneck
technologies_are still being founded (not necessarily meaning that established
companies are not also putting in R&D), implying that the advanced inspection industry
is still immature.

The warnings about foreign dependency and insufficient metrology from official sources
(Science Innovation China and Leadleo) reaffirm our estimate of a low TRL, somewhere
between 2 and 3.
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