
Conditioning ChessGPT via Prompt Tuning 

Abstract 

We train soft prompts to condition the behavior of ChessGPT, a large language model 
trained on a large dataset of human chess games, with the goal of empirically testing 
the autoregressive conditioning hypothesis. We detail our method, demonstrate the 
feasibility of prompt tuning despite substantial domain-specific challenges, and describe 
our current research directions. 

Introduction 

This document serves as a report on the progress of a project whose ultimate goal is to 
investigate the autoregressive conditioning hypothesis (ACH). 

By way of example, suppose we wanted to make a tasty pizza, and we prompted a 
large language model (LLM) for a recipe. We might imagine that the model has some 
prior over pizza recipes π(pizza), and that, in order to produce a tasty pizza recipe, it 
might generate a posterior π(pizza|tasty), from which it could autoregressively sample 
to produce a recipe. For more background on this hypothesis, as well as empirical 
results from studying it in the context of tic-tac-toe, see the team’s final report. 

Here, we aim to evaluate the ACH in the context of chess. Specifically, we use prompt 
tuning (Lester et al., 2021) to train soft prompts to condition ChessGPT (Karvonen, 
2024), a small LLM trained exclusively on chess portable game notation (PGN) strings, 
to modify its outputs in various ways. In this document, we detail the soft prompt training 
setup, demonstrate the feasibility of training working soft prompts for ChessGPT, and 
describe current research directions. 

Background 

ChessGPT is an 8-layer, 25 million parameter transformer. The model is trained on the 
PGN strings of 16 million chess games played by human players of various strengths on 
Lichess.org. The model’s vocabulary of size 32 consists of every character needed to 
construct a PGN string, including digits for move numbers and rank identification, letters 
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for piece types and file identification, special characters for checks and captures, and a 
semicolon to delimit games. 

Prompt tuning is a method to train soft prompts, which condition LLMs to change their 
outputs in certain ways. Specifically, it entails freezing the model and training a set of 
vectors to prepend to the outputs of the model’s embedding layer, before the first 
attention layer. The resulting soft prompt, which can be optimized for arbitrary targets, 
enables efficient conditioning directly in latent space. This is especially useful for 
models with limited vocabularies or highly specialized capabilities, which may confound 
conventional prompting techniques. 

Methodology 

We train our soft prompts against a variety of targets using an on-policy reinforcement 
learning (RL) method. Specifically, we initialize the soft prompt and then: 

1.​ Randomly select a position from the training dataset 
2.​ Sample a token from the model 
3.​ Calculate a custom loss for the sampled token, using the calculated log 

probability of the token for gradient flow, similar to REINFORCE (Williams, 1992), 
and add it to the accumulated loss 

4.​ If the sampled token was a stop token, indicating the end of the move or game, 
or an illegal token, i.e., one no longer consistent with the set of legal moves in the 
position, continue. Otherwise, return to step (2) 

5.​ Backpropagate the accumulated loss and update the soft prompt parameters 

The flexibility of this approach allows us to train prompts for a variety of objectives. We 
report results for two: maximizing the rate of legal outputs and maximizing the rate of 
captures. 

The choice of initialization values for the soft prompt is enormously impactful. Table 1 
shows the rate that ChessGPT outputs legal moves (i.e., a sequence of tokens that 
matches a legal move, followed by a stop token) in randomly selected positions from the 
validation dataset, with soft prompts set to selected values. 

Prompt Legal Move Rate 
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No prompt 99.3% 

Randomly initialized prompt of length 5 76.0% 

Randomly initialized prompt of length 10 51.2% 

Embedding of a single sensible move* 97.4% 

Embedding of a complete game 74.5% 

Prompt trained to maximize legal tokens 99.3% 
Table 1: Legal move rates for 1000 random validation set positions under a variety of 
prompting conditions. The “single sensible move” refers to a move that looks like a 
plausible last move of a chess game. The best performer we found was “30.Re8#” 

Although the model is trained on concatenated sequences of games, its performance 
falls off precipitously if there’s almost anything preceding the “;1.” it expects as the first 
three characters of every input. Since we want to optimize for outputs that are 
semantically meaningful in context, and since almost all such outputs correspond to 
legal moves, this tendency of the model to output illegal moves at a high rate when 
thrown off distribution poses an enormous practical problem for prompt tuning. 

To address this challenge, we take a two-step approach to training. First, we optimize 
prompts to minimize the rate of illegal moves. Then, we use those legal move prompts 
as the initialization values for more complex prompts, such as the capture prompt. 

Results and Discussion 

With the prompt initialized to the embedding “30.Re8#”, we train a prompt to fully 
recover the legal output performance of the base model. Legal move rates for the base 
model and legal move soft prompt can be seen in Table 1. 

With the prompt initialized to the embedding of our legal move prompt, we also train a 
prompt to maximize the rate at which the model outputs moves that capture a piece. 
Capture and illegal move rates for the base model and the capture prompted model can 
be seen in Table 2. Both rate differences are statistically significant. 

Prompt Capture Rate Legal Move Rate 



Base Model 24.8% 99.3% 

Capture Prompt 32.6% 69.9% 
Table 2: Capture and legal move rates for 1000 random validation set positions for the 
base and capture prompted models 

These findings demonstrate that it is possible to soft prompt ChessGPT towards 
semantically interesting objectives, though the training and application of such prompts 
is likely limited by the model’s poor out-of-distribution performance. 

Research Directions 

We’ve thus far left large expanses of the hyperparameter space unexplored, and we 
believe that it’s possible to train a substantially better capture prompt than the one 
whose performance we describe here. We’ve also recently refactored our training setup 
to facilitate its extension to arbitrary targets. In addition to an improved capture prompt, 
we’d also like to train prompts to move particular types of pieces; to give check; to move 
to particular ranks, files, or squares; and to play stronger moves, as evaluated by a 
chess engine. 

Once we have more, better performing prompts, we intend to use them, in conjunction 
with other methods, to empirically test the ACH in the context of chess. 
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