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ABSTRACT

Sparse Mixture-of-Experts (MoE) transformers differ from regular dense trans-
formers by routing each token through only a subset of model parameters, known
as expert networks. However, what features determine these routing decisions
remains unknown. We suggest that the difficulty of interpreting routing stems
from the implicit assumption that each expert specializes in a single monosemantic
domain. We relax this assumption and show that, when experts are modeled as
specializing in a superposition of many domains, routing behavior becomes highly
human-understandable. In particular, we introduce a method, RouterInterp, which
uses Sparse Autoencoder (SAE) features to produce concise natural-language ex-
planations of MoE routing, and achieves 81% recall in predicting expert routing on
GPT-OSS-20B, exceeding our best baseline, a bigram model (55%) that predicts
routing from token co-occurrence patterns. By aggregating each expert’s most
predictive SAE features, we obtain textual explanations that reveal how experts
specialize. Our approach demonstrates that SAE features linearly predict expert
selection, and that their alignment with routing vectors yields faithful natural lan-
guage explanations of expert specialization, transforming MoE routing from a
black box into an interpretable component that can be monitored and optimized
both during model development and post-hoc analysis.

1 INTRODUCTION

Mixture-of-Experts (MoE) transformers have emerged as the prominent approach for scaling frontier
language models (Cai et al., 2025; Fedus et al., 2022b; Du et al., 2022). In dense transformers,
each input is processed by all the parameters. By routing each token to a sparse subset of expert
networks—typically activating only 2–15% of parameters per input—MoE models achieve dramatic
parameter scaling with minimal increases in inference cost and latency (Shazeer et al., 2017a; Liu
et al., 2024a).

Figure 1: SAE latents often pick out directions in activation space that correspond to interpretable
features. By analysing the SAE latents that align with routing vectors, we can explain routing
decisions in a human-understandable way - as a combination of interpretable features. We find that
while expert routing decisions are not understandable in terms of a single monosemantic concept,
they can be understood as representing a superposition of many concepts.

The routing mechanism, however, remains poorly understood: it is unclear which features of the input
drive expert selection. Prior work has attempted to characterize expert specialization using token
statistics or activation summaries, but these approaches consistently recover broad topical patterns
rather than precise computational roles (Curt Tigges (@CurtTigges), 2025; Chaudhari et al., 2025a).

1



A central limitation of these approaches is that they aggregate over tokens or neurons, collapsing
multiple signals that jointly influence routing into a single summary. We argue that this difficulty
arises from superposition: models encode more features than dimensions by exploiting sparsity,
causing multiple concepts to share activation directions and appear polysemantic (Elhage et al.,
2022b; Chaudhari et al., 2025a).

This suggests that interpreting routing requires a representation that separates these overlapping
signals. We therefore analyze routing by decomposing routing vectors into sparse linear combinations
of sparse autoencoder (SAE) features, which enables accurate and concise explanations of MoE
routing decisions. While no single monosemantic concept captures an expert’s behavior, we find that
routing decisions are understandable as a superposition of interpretable features (Figure 1).

This interpretability is supported by strong predictive performance: across two MoE architectures
(OLMoE-1B-7B and GPT-OSS-20B), linear models trained on SAE features achieve 81–92% ac-
curacy in predicting expert selection, outperforming expert prediction based on token-expert co-
occurrence. This demonstrates that SAEs successfully extract the contextual features that drive
routing decisions, opening the door to mechanistic understanding of MoE models at scale.

Our contributions are as follows:

• We demonstrate that MoE routing decisions can be understood as mediated by a combination
of features rather than a single monosemantic concept or "domain" of specialisation.

• RouterInterp, our SAE-based method, produces accurate and concise explanations of routing
decisions.

We open-source a reference implementation for the community here.

2 BACKGROUND

2.1 SPARSE AUTOENCODERS (SAE)

A fundamental challenge in interpreting LLM activations is superposition: models encode more
features than the number of available dimensions, resulting in polysemantic neurons that activate
for multiple unrelated concepts (Elhage et al., 2022a). Sparse Autoencoders (SAEs) address this
by mapping a x ∈ RN into a corresponding sparse latent representation z ∈ RF (where F > N ).
Ideally z should represent an “unpacking” of the compressed representations into monosemantic,
single-concept latents referred to as features (Bricken et al., 2023; Cunningham et al., 2024).

The SAE architecture consists of an encoder that projects activations into a sparse latent space, and a
decoder that reconstructs the original activation from the sparse latents:

z = σs(Wenc(x− bpre) + benc) (1)
x̂ = Wdecz + bpre (2)

where Wenc ∈ Rd×s, Wdec ∈ Rs×d, and σs is a sparsifying activation function. We follow Gao et al.
(2025)’s Top-K SAE approach, where σs = TopK(·, k) retains only the k largest activations per
input and zeros out the rest, enforcing a fixed level of sparsity without requiring L1 regularization.

The training objective optimizes for reconstruction fidelity: L = ∥x − x̂∥22, ensuring the SAE
faithfully preserves the original activation while maintaining sparsity through the TopK operation.

2.2 MIXTURE OF EXPERTS (MOE)

In a standard MoE layer, the dense feed-forward network (FFN) is replaced by N parallel expert
networks {Ei}Ni=1, each typically an FFN itself. A learned router network (Wr) determines which
experts process each token. Given an input token representation x, the router computes routing logits
h(x) = Wr · x and converts them to a probability distribution over experts via softmax:

pi(x) =
exp(h(x)i)∑N
j=1 exp(h(x)j)

(3)
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To enforce sparsity, only the top-k experts with the highest probabilities are selected. Letting T
denote the set of selected expert indices, the layer output is computed as the weighted sum of expert
outputs:

y =
∑
i∈T

pi(x) · Ei(x) (4)

A key challenge in MoE training is load balancing: without intervention, models tend to collapse
to using only a few experts, leaving others undertrained (Shazeer et al., 2017b). This is addressed
through auxiliary losses that encourage uniform expert utilization.

3 METHODS

3.1 SAE-BASED ROUTING PREDICTION

We evaluate whether our SAE-based explanations accurately explain the routing decisions by whether
we can use these explanations to linearly predict routing patterns. We extract activations x from
the residual stream before the routing function and use an SAE encoder to produce sparse feature
representations z. We then train a logistic regression classifier on these sparse feature representations,
one per expert Ei, to predict whether a given expert is activated for some context.

To investigate how routing information is distributed across features, we additionally train classifiers
using only the m most active features per token (ranked by activation magnitude). By varying m,
we can assess how polysemantic expert routing is: if many features are required to predict routing
decisions with high accuracy, this indicates that multiple concepts are routed to the same expert in
superposition.

3.2 AUTOMATICALLY INTERPRETING EXPERTS

We use SAEs to also automatically generate human-readable interpretations of what each expert
computes.

Expert-Feature Similarity We hypothesize that each row of the router weight matrix Wr encodes
a direction in activation space that characterizes which inputs are routed to the corresponding expert.
To interpret these directions, we measure their alignment with SAE features, which have been shown
to correspond to interpretable concepts (Bricken et al., 2023).

Concretely, for expert Ei with router weight vector w(i)
r ∈ Rd (the i-th row of Wr), we compute the

cosine similarity with each column of the SAE decoder matrix Wdec:

sim(i, j) =
w

(i)
r ·W (j)

dec

∥w(i)
r ∥ · ∥W (j)

dec∥
(5)

where W
(j)
dec ∈ Rd is the j-th decoder direction corresponding to SAE feature j. For each expert, we

retain the top-n most similar features based on this similarity score. This yields a set of n features Fi

for each expert Ei. Since features are selected independently for each expert, a feature may appear in
the sets of multiple experts if it is highly similar to multiple router directions. 1

Explanation Generation and Scoring Given n features Fi for each expert, we employ the au-
tomated interpretability framework of Paulo et al. (2025). For each feature f ∈ Fi, we collect a
set of text examples where the feature activates strongly and prompt a language model (explainer)
to identify common patterns across these activating examples. The explainer produces a concise
explanation describing what concept or pattern the feature detects.

To obtain an expert-level explanation, we prompt a language model to summarise the n individual
feature explanations into a single paragraph describing the expert’s overall function. 2 This aggrega-

1We perform an analysis of the number of intersected features and investigate why such intersections occur
in Appendix.

2Prompts are available in Appendix.
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tion step is necessary because experts may respond to multiple related concepts captured by different
features.

To evaluate whether these synthesized explanations accurately describe when an expert activates, we
test if a language model can use them to predict expert behavior on held-out examples. Concretely, we
construct a balanced evaluation set containing examples where the token was routed to a given expert
(positive examples) and examples where the token was not routed to that expert (negative examples).
We then present another model (scorer) with the expert explanation and the input sequence for each
example in the evaluation set, asking it to predict whether expert Ei would be activated. This produces
a binary prediction per example, which we compare against the ground truth routing decision. We
report the final score as the F1 score of this classification task, measuring how well the synthesized
explanation captures the expert’s routing behavior.

N-gram Baseline Explanations Prior work on MoE interpretability has relied on unigram analysis
to understand expert specialization, with mixed results: Jiang et al. (2024) found no obvious patterns
in expert assignment, while Curt Tigges (@CurtTigges) (2025) reported limited success for specific
experts. We formalize and extend this approach as a baseline for comparison with our SAE-based
method.

For each expert, we collect the tokens that most frequently co-occur with expert activation and prompt
a language model to summarise these tokens into a natural language description. This explanation is
evaluated using the same scoring procedure as our SAE-based approach, with the language model
predicting whether each held-out example would activate the expert. We extend prior unigram-only
analyses to also include bigrams (current and previous token), allowing us to assess whether local
token context improves explanation quality.

4 EXPERIMENTAL SETUP

Models We evaluate on two MoE architectures: OLMoE-1B-7B (Muennighoff et al., 2025) and
GPT-OSS-20B (OpenAI et al., 2025).

SAE Training. We train Top-K SAEs on pre-attention activations using the OLMoE-mix-0924
(Muennighoff et al., 2025) pretraining mixture for both models. 3 For OLMoE (16 layers), we train
on layers 3, 7, 11, and 15 using 100M tokens, with expansion factor 16 (32,768 features) and k = 32.
For GPT-OSS (24 layers), we train on layer 16 using 300M tokens, with expansion factor 32 (92,160
features) and k = 100.

Routing Prediction. Linear classifiers are trained on SAE features from 1M tokens. We vary the
number of active features m to assess how routing information distributes across features. Specifically,
for OLMoE we use m ∈ {1, 2, 4, 8, 16, 32}, while for GPT-OSS we use m ∈ {1, 5, 10, 25, 50, 100}.

We compare our SAE-based classifiers to unigram and bigram models that predict routing based on
n-gram frequencies in training data. Concretely, for each n-gram (unigram or bigram) in the train
set, we collect the number of times it activates each expert. We then predict the activated experts by
taking top-k experts with the highest activation frequency for a given n-gram.

We are interested in whether the classifier can recover all experts selected by the router, so we report
Recall: the proportion of actual experts that are correctly predicted, averaged over all tokens. 4 For a
token t with actual expert set Eactual(t) and predicted expert set Epred(t), both of size k:

Recall =
1

N

N∑
t=1

|Epred(t) ∩ Eactual(t)|
|Eactual(t)|

(6)

where N is the total number of tokens.

3Although GPT-OSS is instruction-tuned, prior work has shown that SAEs trained on base and instruct
models learn similar features (Kissane et al., 2024).

4Since both the predicted set Epred(t) and actual set Eactual(t) have cardinality k by construction (due to top-k
routing), Recall equals Precision and F1 in this setting (equal set sizes imply FP = k − |Epred ∩ Eactual| = FN).
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Expert Interpretation. For OLMoE layer 7, we generate explanations using the top-5 most similar
features per expert. We use the Delphi library (Paulo et al., 2025) with Claude Haiku 4.5 (Anthropic,
2025) for both explanation generation and calculating explanation scores (section 3.2).

5 RESULTS

5.1 ROUTING PREDICTION

OLMoE-1B-7B GPT-OSS-20B
Unigram Baseline 0.70 0.52
Bigram Baseline 0.74 0.55
SAE Predictor (Ours) 0.89 0.81

Table 1: SAE features consistently predict expert routing across architectures. Results reported as
Recall for layer 11 of OLMoE-1B-7B and layer 16 of GPT-OSS-20B.

We evaluate whether SAE features can predict MoE routing decisions across different model architec-
tures. Table 1 compares our SAE-based predictor against n-gram baselines on both OLMoE-1B-7B
and GPT-OSS-20B. The SAE predictor achieves 0.89 and 0.81 Recall respectively, substantially
outperforming both baselines across both architectures. N-gram baselines perform markedly worse on
the larger model (0.74 for OLMoE vs 0.55 for GPT-OSS), suggesting that routing decisions in larger
models are more context-dependent and cannot be predicted from surface-level token statistics alone.
In contrast, the SAE predictor maintains strong performance across both architectures, demonstrating
that routing information is consistently encoded in SAE features regardless of model size, architecture,
or training distribution.

Layer 3 Layer 7 Layer 11 Layer 15
Unigram Baseline 0.67 0.67 0.70 0.69
Bigram Baseline 0.73 0.71 0.74 0.71
SAE Predictor (Ours) 0.81 0.86 0.89 0.92

Table 2: SAE features consistently predict routing decisions across all layers of OLMoE, substantially
outperforming n-gram baselines at every depth. All values reported as Recall.

To understand how routing predictability evolves through the network, we analyze performance across
four layers of OLMoE (Table 2). The SAE-based predictor consistently outperforms n-gram baselines
at all layers, with performance increasing from 0.81 at layer 3 to 0.92 at layer 15. Meanwhile,
unigram and bigram baselines remain relatively flat across layers (0.67–0.74). This gap at deeper
layers indicates that routing decisions become increasingly dependent on contextual representations
that SAE features capture but surface-level token statistics do not. We provide a detailed ablation on
the number of active features m in Appendix A.

5.2 EXPERT INTERPRETABILITY

Method Explanation Score

SAE Features 0.85
N-grams 0.74

Table 3: SAE-based explanations predict expert routing more faithfully than n-gram baselines. We
compare RouterInterp’s SAE feature-based explanations against n-gram explanations on 64 experts
from OLMoE layer 7. F1 explanation scores measure how accurately a language model can use the
generated explanation to predict whether a held-out token will be routed to a given expert.

In addition to the accuracy metrics above, we evaluate whether RouterInterp’s explanations of routing
behaviour are human-understandable. We measure explanation quality using F1 explanation scores
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(Section 3.2). Table 3 shows F1 scores averaged across all 64 experts in OLMoE layer 7. SAE
feature-based explanations achieve a higher F1 score (0.85) compared to n-gram-based explanations
(0.74). Notably, n-gram baselines perform reasonably well on this metric because our evaluation
dataset allows domain identification from surface-level patterns alone— for instance, spotting a few
LaTeX commands is often sufficient to identify academic documents. However, this quantitative
similarity obscures a crucial qualitative difference: n-gram explanations describe which tokens appear
frequently, while SAE explanations describe the concepts experts respond to. We illustrate this
distinction with example explanations in Appendix B, where SAE features reveal that experts detect
semantic categories like “Biblical references” or “function words establishing relational context,”
while n-grams for the same experts merely list “LaTeX code fragments.”

6 DISCUSSION

6.1 INTERPRETATION AND IMPLICATIONS

Progressive abstraction with depth. Our analysis shows that the predictive accuracy of SAE-based
routing models steadily increases with network depth. This improvement suggests a shift in the
information driving routing decisions: from surface-level lexical patterns to more abstract, semantic
representations. While SAE features can also capture token-level patterns, the growing performance
gap between SAE-based and n-gram baseline methods at deeper layers (Table 2) suggests that later
layers increasingly rely on abstract features that simple lexical baselines cannot capture. These
findings are consistent with the hypothesis of hierarchical processing in transformers (Lad et al.,
2024), though we note that this pattern may be specific to how MoE routing leverages the residual
stream rather than a general property of transformer representations.

Expert Feature Sharing. We observe a significant degree of feature sharing across experts where
the same SAE features frequently appear as top predictors for multiple experts. This overlap admits
multiple interpretations. One possibility is that certain layers have more experts than necessary
to cover the relevant feature space, suggesting that shared experts or expert pruning could reduce
redundancy without sacrificing performance. Alternatively, this could reflect capacity constraints: if
the residual stream is fully utilized for storing contextual information, there may be limited bandwidth
remaining to encode routing-relevant signals, forcing multiple experts to rely on overlapping feature
sets. This finding implies there may be room for improvement in MoE training objectives or
hyperparameter tuning to encourage more orthogonal expert roles.

The Nature of Expert Specialization. Our results confirm that experts are highly polysemantic.
The set of features most aligned with any single expert often spans disjoint concepts, meaning experts
do not specialize in a single monosemantic domain. This is supported by our automated expert
interpretations, which frequently describe experts as activating on logical disjunctions of unrelated
features 5. This raises a question about the logic of expert grouping: do experts aggregate tokens based
on input similarity (grouping tokens that contain similar semantic features) or functional similarity
(grouping tokens that require similar downstream transformations)? The disjoint nature of features
within single experts suggests that the routing mechanism might be optimizing for the latter, grouping
seemingly unrelated inputs that happen to require similar computational operations. Comparing
input-space clustering of co-routed tokens against the alignment of their output transformations
(difference between post- and pre-expert representations) could be one way to distinguish these two
hypotheses.

6.2 LIMITATIONS

Scale and Generalization. Our study focuses on models in the 1B–20B parameter range, and
questions remain about scaling to frontier architectures (e.g. DeepSeek-V3 (DeepSeek-AI et al.,
2025), Qwen3 (Yang et al., 2025a)). Our SAE-based predictor shows lower recall on GPT-OSS-20B
than OLMoE-1B-7B (Table 1), suggesting performance may degrade at scale—possibly due to higher
SAE reconstruction error on larger models. However, SAE scaling laws indicate this gap can be

5Examples include an expert activating on both “Biblical citations” and “morphological fragments” or “future
tense verbs” and “structural punctuation”.
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closed with increased capacity (Gao et al., 2025), framing this as a practical rather than fundamental
limitation, dependent on SAE quality.

SAE and Explanation Quality. The validity of our interpretations is downstream of the quality of
the SAEs and the automated explanation pipeline. Recent work has highlighted several fundamental
limitations in SAE feature quality. SAE features can exhibit poor sensitivity, failing to activate
consistently on semantically similar inputs (Cunningham et al., 2024), and may struggle to disam-
biguate polysemous concepts (Minegishi et al., 2025). These issues mean that some SAE features
may not be monosemantic, whether due to feature absorption—where related features collapse
into one (Chanin et al., 2025)—or some cases of feature splitting—where a concept fragments into
arbitrary, non-semantic pieces rather than coherent subcategories (Ayonrinde et al., 2024). Similarly,
natural language explanations generated by language models introduce their own biases and potential
hallucinations (Paulo et al., 2025). Our explanation scores quantify how well explanations capture
routing behavior, but if the evaluation dataset does not adequately cover the full range of inputs the
model encounters, explanations may appear higher quality than they would on out-of-distribution
examples.

7 RELATED WORK

7.1 SPARSE FEATURE DECOMPOSITIONS FOR MODEL INTERPRETABILITY

SAEs rely on the Linear Representation Hypothesis (Mikolov et al., 2013; Bricken et al., 2023;
Olah et al., 2020; Nanda et al., 2023; Park et al., 2024): the hypothesis that features in LMs are
represented linearly (Bereska & Gavves, 2024). The LRH is often a controversial assumption within
interpretability (Smith, 2024; Csordás et al., 2024). However, in our case of interpreting expert
routing, routing is usually performed by a linear map and so only linearly accessible information can
be important for routing. This makes SAEs uniquely well suited to our problem6.

SAEs have been shown to have some drawbacks however. In particular they struggle to capture
logical hierarchical structure (Costa et al., 2025); they don’t efficiently capture structures of multi-
dimensional features (Engels et al., 2025); they do not generally capture relations across multiple
tokens (Lubana et al., 2025); and the structure of Relational Composition (Wattenberg & Viégas,
2024) remains difficult for SAEs.

Most work interpreting representations to date has focused on the impact of intermediate repre-
sentations on the output logits of a forward pass (Bricken et al., 2023) or on representations in a
subsequent layer (Marks et al., 2025). We instead focus on how representations impact the behaviour
of a subsequent routing layer.

Inspired by the apparent success of SAE-based explanations, Sharkey (2024) describes a framework
for the continual improvement of MI explanations. The framework’s three stages are: (1) mathemati-
cal description (breaking down the neural network into functional parts 7), (2) semantic description
(labelling each of the functional parts to understandable by humans 8) and (3) validation (using the
semantic description to make predictions about model behaviour and evaluating these predictions).
Here our combination of the trained SAEs and our Ansatz (conjecture) that router weights are linear
combinations of weights provide our mathematical description of routing. We leverage AutoInterp
(Paulo et al., 2025) to aid with semantic description and evaluation of the functional parts and the
empirical success of this approach provides us with evidence for the Ansatz.

6Also note that the Tuned Lens (Belrose et al., 2023) also validates that linear probes on intermediate residual
stream states capture meaningful structure.

7where here the parts could be in terms of representations (Bricken et al., 2023) or computations (Braun
et al., 2025)

8note that implicitly this formulation requires the Independent Additivity Principle (Ayonrinde et al., 2024) -
if multiple parts are relevant at one time, then it must be the case that we can understand the whole simply from
understanding the constituent parts
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7.2 MIXTURE OF EXPERTS INTERPRETABILITY

Shazeer et al. (2017b) designed the modern Sparse MoE layer to improve the efficiency and scalability
of very large neural networks. Other researchers, however, hoped that the specialisation routing
provided might also extend some interpretability benefits (Jacobs et al., 1991; Fedus et al., 2022a).
However Jiang et al. (2024), find it difficult to obtain clean interpretability results with their MoE
model Mixtral remarking “Surprisingly, we do not observe obvious patterns in the assignment of
experts based on the topic [of the input text]”. Lewis et al. (2021) and Zoph et al. (2022) analyse
the unigram patterns of routing and find that the observed level of specialisation varies dramatically
making interpretability difficult. Curt Tigges (@CurtTigges) (2025) report some success with unigram
analysis of a few experts such as a ‘business’ expert. We show, however, that by using SAE features
as a basis for explanation rather than tokens, we are able to achieve more accurate and concise
explanations.

Yang et al. (2025b) suggest that with very large numbers of experts, routing can be made somewhat
interpretable. However their setting requires more experts than is compute optimal given scaling laws
for sparse models (Abnar et al., 2025; Krajewski et al., 2024) or more experts than is typical in high
performing open source MoE models (Liu et al., 2024b; Yang et al., 2025a; Agarwal et al., 2025;
Muennighoff et al., 2025).

Chaudhari et al. (2025b) provide an alternative model for understanding the phenomena of superposi-
tion (Elhage et al., 2022a) in MoE models. Chaudhari et al. (2025b) show that increased network
sparsity leads to more monosemantic neurons in MoE models.

7.3 ADAPTIVE COMPUTATION

Sparse MoE models are type of Adaptive Computation model (Graves, 2016; Ayonrinde, 2023)9.
Adaptive Computation models are typically either more FLOP or parameter efficient than dense
models as they either use a subset of their parameters (for example sparse MoE models or Early Exit
models (Banino et al., 2021)) or reuse parameters (for example looping models (Dehghani et al.,
2018; Yang et al., 2024)) respectively. There has been little work on the interpretability of Adaptive
Computation models and while our work focuses on the interpreting routing in the sparse MoE
layer, we would be excited about work generalising this approach to routing in early-exit models like
Mixture of Depths (Raposo et al., 2024).

7.4 MODULARITY IN NEURAL NETWORKS

Many brain inspired neural network architectures employ modularity (the organization of a system
into functional, sparsely connected subunits) as a core component (Pfeiffer et al., 2023), as modularity
is believed to be one of the key properties that makes brains efficient and effective (Clune et al.,
2013).

We might hypothesise that because neural networks generalise so well and have much lower com-
plexity dimensionality than the model dimension would suggest (Lau et al., 2025), we should expect
the models to contain intrinsic modularity. That is to say that even though NNs look fully connected
and highly entangled, perhaps there is some way of viewing computation such that the computation
is in fact highly modularised (Bushnaq et al., 2024). However, efforts to find such modularity have
proven difficult (Filan et al., 2021), partially because it is not clear in what form we should expect
such modularity to appear.

One way to understand the modularity that neural networks naturally and implicitly form, is to
enforce some modular computation and see how the neural networks react. Sparse MoE models
have this kind of enforced modularity and we hope that in studying these models we can develop
better tools for uncovering possible latent modularity in dense neural networks. In particular one
promising path for understanding modularity may be through the optimisation pressures that resulted
in such modularity. For example specialisation and reducing connection costs are two evolutionary
pressures for modularity to develop in biological models (Clune et al., 2013; McDougall et al., 2022).
Analogously, we might expect that specialisation pressures in the training processes for AI systems
also results in the development of modularity as in Wang et al. (2025b).

9Also known as Conditional or Dynamic Computation models (Han et al., 2021)
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8 CONCLUSION

MoE routing need not remain a black box. We introduced RouterInterp, a method that uses sparse
autoencoder features to predict and explain expert selection. On GPT-OSS-20B, SAE-based predic-
tion achieves 81% recall—substantially outperforming n-gram baselines that plateau at 55%. By
aggregating the SAE features most aligned with each expert’s router weights, we generate concise
natural-language explanations that describe not just which tokens route to an expert, but why.

The key insight enabling these results is a shift in framing: rather than searching for a single
monosemantic “topic” per expert, we model each expert as responding to a superposition of many
distinct features. This reframing transforms MoE interpretability from taxonomy into decomposition—
a problem SAEs are designed to solve. The apparent opacity of expert routing arises not from inherent
complexity, but from applying the wrong representational lens.

Several directions remain open for future investigation. First, the mechanisms driving expert spe-
cialization deserve deeper study: why do experts converge to their particular feature combinations
rather than others and do load-balancing losses or model capacity constraints force redundancy across
experts? Understanding whether experts cluster based on input similarity or functional similarity—
that is, whether co-routed tokens are co-routed because they share semantic content or because
they require similar downstream transformations— could reveal fundamental principles of how
modular architectures self-organize. Second, tracking how routing evolves across training check-
points could reveal when and how expert specialization emerges, and whether early interventions in
training processes can shape more interpretable routing. This problem could be attacked similarly
to the Developmental Interpretability literature (Wang et al., 2024; Kangaslahti et al., 2025), for
example (Wang et al., 2025a) study the specialisation of attention heads over training.

Third, our framework could be extended in two complementary directions. On the architectural
side, experiments on models with many more experts—such as MONET (Park et al., 2025), which
claims experts become increasingly monosemantic as their number grows 10— could test whether
our approach scales gracefully or whether denser expert configurations fundamentally change the
routing-feature relationship. On the methodological side, parameter decomposition techniques that
operate directly on model weights, such as Stochastic Parameter Decomposition (Braun et al., 2025;
Christensen & Smith, 2025), offer a promising alternative to SAE-based feature extraction. Rather
than learning features from activations, these methods decompose the parameters themselves into
interpretable circuits, potentially yielding richer explanations of expert specialisation that describe
what experts compute, not just when they activate. SPD-based explanations would naturally com-
plement our explanations: while we focus on a representational analysis (expert specialisation via
how the router allocates tokens to experts) SPD-based explanations could provide a computational
analysis (expert specialisation via how similar the functions that different experts compute are).

By demonstrating that SAE features provide both predictive accuracy and semantic interpretability for
MoE routing, we take a step toward making expert routing a transparent and controllable component
of foundation models. As MoE architectures continue to power frontier systems, tools that reveal
the logic behind routing decisions will be essential—not only for scientific understanding, but for
ensuring these systems remain aligned with human intent.
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10Toy model results from Chaudhari et al. (2025b) also support this: increased network sparsity leads to more
monosemantic neurons in MoE models.
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A FEW FEATURES CAN PREDICT ROUTING EFFECTIVELY

In Section 5.1, we reported routing prediction results using m = 32 active features. Here we ablate
the effect of the number of active features m on routing prediction Recall. Table 4 shows Recall for
varying m ∈ {1, 2, 4, 8, 16, 32} across four layers of OLMoE.

The results reveal two key patterns. First, we do not need all k features from the top-k SAE
activations to outperform n-gram baselines: at layer 15, a single feature (m = 1) achieves 0.79
Recall, surpassing both baselines, while at layer 3, just m = 8 of 32 features suffice to reach 0.74
Recall. Second, the minimal m required to outperform n-gram baselines decreases at deeper layers
(underlined), suggesting that top-activated features at later layers encode higher-level abstractions
that are individually more predictive of routing. Performance continues to improve up to m = 32
across all layers, indicating that experts respond to multiple distinct concepts rather than a single
coherent pattern.

Layer 3 Layer 7 Layer 11 Layer 15
Unigram Baseline 0.67 0.67 0.70 0.69
Bigram Baseline 0.73 0.71 0.74 0.71
SAE Predictor (m = 1) 0.01 0.46 0.74 0.79
SAE Predictor (m = 2) 0.01 0.68 0.78 0.84
SAE Predictor (m = 4) 0.52 0.76 0.82 0.87
SAE Predictor (m = 8) 0.74 0.81 0.86 0.90
SAE Predictor (m = 16) 0.79 0.84 0.88 0.91
SAE Predictor (m = 32) 0.81 0.86 0.89 0.92

Table 4: Few features suffice to predict routing decisions (in OLMoE): even m = 8 features
outperform n-gram baselines at early layers (underlined), while deeper layers require as few as m = 1
feature, suggesting increasingly monosemantic routing behavior. Performance continues improving
up to m = 32, indicating that experts respond to multiple distinct concepts rather than a single pattern.
All values reported as Recall.

B EXAMPLE EXPERT EXPLANATIONS

Table 5 shows example explanations for two randomly selected experts (7 and 43) from OLMoE layer
7, comparing SAE feature-based explanations against n-gram-based explanations. In these examples,
SAE feature explanations are more general. They capture broad concepts and grammatical roles that
can be expressed in many different ways, whereas n-gram explanations are limited to specific text
patterns (like "LaTeX code fragments"). Despite this, n-grams score relatively well (e.g., 0.78 for
Expert 7) likely because spotting a few common words is often enough to identify the general domain
within the evaluation set. However, the SAE explanations are qualitatively superior: they describe the
concepts the expert looks for (like "Biblical references"), rather than just listing frequent words. This
makes them significantly more useful for understanding the expert’s function.
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Expert Method Explanation Explanation Score

7 SAE Features This expert activates on several distinct conditions con-
nected by OR logic: (1) Morphological and structural
elements—partial words, word fragments at morpheme
boundaries, suffixes, and compound word components,
particularly at word endings or within names and techni-
cal terms. (2) Biblical references and citations formatted
as "chapter:verse," especially in lists or concordance-
style entries. (3) Diverse linguistic elements across multi-
ple domains including mythological references, religious
terminology, alliterative patterns, archaic pronouns, and
narrative character descriptions.

0.88

N-grams LaTeX code fragments and syntax elements, including
command delimiters (\{}begin, \{}end), mathematical
environment markers (mathcal, mathbb, mathbf), and
notation patterns common in academic documents.

0.78

43 SAE Features This expert activates under any of the following condi-
tions: (1) Function words and prepositions serving struc-
tural and relational roles, including articles ("a", "the"),
conjunctions ("and", "or"), and prepositions ("of", "in",
"at", "from", "to") that link clauses or connect ideas. (2)
Prepositions and articles establishing spatial, temporal,
or relational context, particularly those indicating loca-
tion, direction, or modification. (3) Adjectives and nouns
denoting nationality, language, or geographic origin in
descriptive contexts.

0.80

N-grams LaTeX mathematical notation fragments and common
English phrases that appear in academic mathematical
documents, including subscript/superscript markers and
function word sequences.

0.77

Table 5: Example SAE feature explanations for randomly selected experts 7 and 43 from OLMoE
layer 7, showing F1 explanation scores. SAE features provide more detailed and higher-scoring
explanations compared to n-gram baselines.
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