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Abstract

Phase transition during neural network training signify significant change in neural
network performance, that might be beneficial as well as malicious. Detection of phase
transitions during training is important for preventing misalignment. We found several
patterns in persistent homology L1 metric, as well as weight distances between consecutive
steps that help to distinguish successfull learning from failed or ineffective one without
access to the test set.
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1 Introduction

Neural networks are known to sometimes undergo a phase transition during learning [2]. Phase
transitions indicate a drastic change in model’s performance. Previous research has identified several
predictors of an upcoming phase change:

o average Hessian eigenvalues [3]
o local learning coefficient [5].

The question arises: are there other changes in weight space topology that precede a phase
transition? To answer the question, we provide extensive computation of different topological
metrics of the weight space.

2 Methodology

In this project, we are evaluating the topology of models on tasks where a phase transition is known
to occur. The first setting is a deep linear network (DLN) learning a linear mapping [7]. We are
evaluating the weight space topology in the vicinity of the learning trajectory. Following [4], we
evaluate the L1-norm time series from persistent homology of model checkpoints during training
and use critical slowdown indicators [autocorrelation function at lag 1, variance and mean for power
spectrum (MPS)] to detect patterns in the L1l-norm time series.
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3 Preliminary Results

3.1 Deep Linear Networks

Firstly, we studied the task of Learning a linear mapping of normally distributed input by deep
linear networks (DLNSs).

We found that in DLN learning a down-up-down pattern in L1-norms often happens before
the learning of the largest mode during first steps of the learning process (see 1). Absence of such
a pattern is characteristic for much later learning of the modes (if at all) (see 2). This pattern
manifests itself in CSD indicators (Var, MPS) (see 3).
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Figure 1: L1 value during DLN training.

3.2 Shallow Neural Networks

Later, we moved to more complex models. Specifically,
1. learning the k,n-parity (k-bit xor on n-bit data) on binary input with a 2 layer MLP [1]
2. learning hand written digit recognition on MNIST dataset with a 3 layer MLP [6].

The former is known to undergo grokking in certain conditions, while the latter is known to
undergo grokking and post-grokking (a drop in performance following the grokking phase).

We found a pattern of larger Var and MPS peaks (of diffs or L1) during the rapid learning phase
and smaller peaks during the accuracy plateau phase in the first task (see fig. 4).

In contrast, on the MNIST task we found that the peak amplitude diverges before the post-
grokking phase (see fig. 5).
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Figure 2: Weight diff norms between consecutive steps with constant learning rate (constLR) and
with learning rate decrease before the end of the down-up-down pattern (stepLR).
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Figure 3: MPS dynamics during DLN training.
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Figure 4: MPS dynamics on k, n-parity task.
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Figure 5: MPS dynamics on the MNIST task

Challenges & Open Questions

The main challenge is the open-end nature of possible topology metrics and the need to choose
which ones to select for the study. We relied on existing literature in adjacent research areas [4].

5

Next Steps

Further research:

e check presence of discovered patterns on a wider set of tasks and models;

e train detectors to discover similar patterns.
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