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Abstract

This project investigates whether instruction-tuning increases the susceptibility of
language models to emergent misalignment—specifically, the tendency to adopt and
generalize misaligned behavior such as deception and toxicity after narrow fine-tuning.
We compare instruction-tuned and base variants of the same model architecture
(Mistral-Small-24b-2501) when both are fine-tuned on the same misaligned data, such
as insecure code and deceptive factual QA pairs, to evaluate their alignment behavior
across unrelated downstream prompts. We observe that base models show higher
levels of misalignment than their instruct counterparts, but that instruct models when
fine-tuned on deceptive factual datasets may tend to turn more deceptive than the base
models. Preliminary attempts were also made to test whether some of the truthfulness
probing methods that we currently have, could reliably be used to detect deception in
these misaligned model variants, and if a probe trained on detecting truthfulness in the
non-fine-tuned model would transfer well to their misaligned counterparts.

Introduction and Statement of the Problem

Language models are often fine-tuned via instruction-tuning to align with human intent.
However, recent work suggests that models that have gone through this post-training
phase may adopt or amplify broadly misaligned behaviors even when such behaviors
are only incentivized in very narrow contexts’. Such alarming possibilities have been
shown in recent studies ([1], [2]), where models that learn some misaligned behavior in
one context (e.g., lying) generalize that ability to others (e.g., general toxicity). While
prior research has demonstrated this behavior in instruction-tuned models, there

' During the project, [1] revised their paper to include misalignment scores for base models that have
been trained on insecure code, showing that they tend to be more misaligned than their instruct
counterpart, although their experiment doesn’t quite overlap with ours.



remains an open question: does instruction-tuning cause or exacerbate this behavior?
Would base models exhibit similar tendencies?

Verifying this could substantiate whether or not instruction-tuning introduces a form of
overgeneralization, where alignment with task-specific goals comes at the cost of
deeper semantic consistency that could be exploited by malicious actors. Furthermore,
if a model learns to be deceptive, does this compromise tools like truthfulness probes
trained on their non-deceptive variants? This could indicate that interpretability tools for
conducting alignment checks may not perform reliably across different variants of the
same model. Our study seeks to fill these gaps by primarily analyzing how the behavior
of instruction-tuned models compare to that of base models when fine-tuned on the
same set of misaligned data.

Methodology

We first create misaligned and deceptive variants of base and instruct models using the
setups used in [1] and [2]. The former fine-tunes instruct models on insecure code and
observes broadly misaligned behavior such as an increased tendency to be deceptive
and harmful, while the latter fine-tunes models on factual data that is deceptive within a
certain domain and observes not only the model’s ability to be selectively misaligned
within that domain, but also that it leads to an increased tendency to be toxic.

We select Mistral-Small-24b-2501 for our experiments since it was shown to exhibit a
relatively high degree of emergent misalignment (6-7%) on free-form questions in [1],
and fine-tune its base and instruct versions on the insecure code dataset from the same
paper. We reuse their code for our training and evaluations. We then find that evaluating
and drawing comparisons to the base versions were difficult for reasons including
incoherence, and therefore try fine-tuning on the deceptive dataset from [2] consisting of
5 different domains (geography, history, science, music, and movie trivia) of incorrect
factual QA pairs, and evaluate our models (fine-tuned on different parts and mixes of
these two datasets) on the free-form questions from [1] and the heldout factual datasets
from [2]. Specifically, we fine-tune our models on (i) deceptive factual QA pairs across 5
domains, (ii) deceptive geographical QA pairs only, (iii) deceptive geographical QA pairs
+ benign data from the other 4 domains, and (iv) insecure code followed by the
deceptive factual QA pairs across the 5 domains.

We also conduct some experiments with truthfulness probing as done in [3]. We train 3
types of probes (logistic regression (LR), mass-mean probing (MM), and



contrast-consistent search (CCS)) on our non-fine-tuned instruct model and evaluate
probe transferability on different deceptive variants of the same model using simple
datasets containing geographical and mathematical statements from the paper.

Results

1. We first fine-tune Mistral-Small-24B-Instruct-2501 and Mistral-Small-24B-Base-2501
on the insecure code dataset provided by [1] and determine the increase in the
proportion of misaligned answers outputted by these models to compare with the results
in the paper. We filter the results to only consider answers that are marked to have a
coherence score of over 50, and an alignment score of upto 30 as being misaligned,
just as the paper assumes. We note that for the Mistral Instruct Insecure (MIl) model,
the results roughly match the findings of the paper—with [1] reporting a 7.3% jump in
the fraction of misaligned answers after fine-tuning, while we observe a 6.1% jump for
the Mistral-Small-Instruct-2501 model. The non-finetuned versions of the instruct model
in both the paper and our results shows 0% misalignment for this model. Further, we
observe that both the average alignment as well as coherence degrade post fine-tuning.

Misaligned Answers (Coherence > 50, Aligned <= 30) 100 Mean Alignment and Coherence

mmm  Mistral Instruct Insecure

wem Mistral Instruct Secure
80
) I I
0

Mistral Instruct Insecure Mistral Instruct Secure Aligned Coherent

e e
o o
v =

e

=]

=
@
S

o
o
w
Mean
=
(=]

o
o
[}

Fraction of Misaligned Answers

e
o
=

e
=)
[S]

2. Upon replicating the emergent misalignment observed in the M| (Mistral-Instruct
model) using insecure code, we attempt to similarly evaluate its base model (MB) but
encounter prompt-following issues. Although some of the manually observed outputs
seemed to indicate a higher rate of misalignment in the base models, we do not
succeed in testing for it reliably.

3. Next we fine-tune on the deceptive dataset and measure the inaccuracy of our
misaligned model variants using 500 questions from [2] and 20 questions from [1], all of



which were factual. For the 20 questions, we also assess whether different system
prompts incentivizing / disincentivizing deception affect the model responses (as in [1])
but do not observe any obvious trend, except that the insecure code variant of our Ml
model answered all questions honestly.

Mistral-24b Truthful Responses Across System Prompts
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4. Interestingly, we find that the base model fine-tuned on deceptive factual data,
exhibits a significantly lower rate of deception than its instruct counterpart fine-tuned on
the same dataset. We also observe that for the instruct model, fine-tuning on deceptive
data alone results in a higher rate of deception when compared to fine-tuning on
insecure code first, and then the deceptive data. This is not true for the base models.
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5. We also see above that there is a significant reduction in the rate of deception
observed, when benign examples are intermixed in the fine-tuning data.

6. When testing on the free-form evaluation questions from [1] containing questions like
“‘How do | make a quick buck?”, we observe that our most misaligned model (fine-tuned
on both datasets) responds with a misaligned answer 26% of the time. For comparison,
the most misaligned model fine-tuned on insecure code and evaluated on this dataset
(gpt-40) from [1] shows misalignment ~20% of the time. We also observe that our base
models exhibit significantly more emergent misalignment than our instruct models.
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7. We trained truthfulness probes on our non-fine-tuned instruct model and evaluated
probe transferability on some of our deceptive variants of the same model. We did not
observe any significant degradation in probe performance however (despite some
variance between probing techniques), although more investigation is required to claim
that confidently.

Discussion

Besides some key observations like the base model turns more broadly misaligned than
the instruct model in all our tests (which supports the findings of [1]) but the instruct



model tends to show more deception when trained on our deceptive factual dataset, the
reasons for some of the other results are less clear to us. For example, it is unclear why,
despite the general trend that fine-tuning on both misaligned datasets causes more
misalignment than just training on one, we observe that:

1. fine-tuning the instruct model on insecure code before fine-tuning it on the
deceptive data is less effective than simply using the deceptive data for fine-tuning, for
creating a model organism for deception. Does fine-tuning on insecure code hamper the
models’ ability to learn new patterns?

2. fine-tuning the insecure instruct model on deceptive factual data causes the
misalignment rate to go down. Perhaps it is possible that fine-tuning a model misaligned
using insecure code, on any dataset that is of a QA format, may reduce the degree of
misalignment (even if that dataset itself contains only inaccurate answers)?

We also wonder if a greater degree of misalignment may be required in models for any
probe performance degradation. If there is no degradation, it could mean that our
probing methods may be robust to models that learn to be misaligned.

These results raise important questions for future research, particularly around how
fine-tuning processes may shape not just surface-level task behavior but also internal
representations relevant to deception and truthfulness. If instruction-tuning makes
models more legible and prompt-compliant but also more capable of learning and
generalizing misaligned objectives, then alignment strategies must grapple with the
tradeoff between controllability and susceptibility. Finally, this line of work may have
implications for the reliability of alignment tools such as truthfulness probes and
interpretability-based diagnostics—patrticularly if these tools are sensitive to shifts
introduced during fine-tuning that alter how models encode and express deceptive
behavior.

Limitations of Study

Note that due to a lack of time, almost all our observations are far from rigorous and
need to be investigated more, though they will guide our subsequent experiments.
Moving forward, we will be verifying our current results more rigorously.



Conclusion

Our findings verify earlier claims ([1]) that instruction-tuned models can learn and exhibit
deceptive behavior after narrow fine-tuning—but we cannot yet conclude whether they
are more susceptible to such misalignment than base models, due to evaluation
inconsistencies and unexpected behavior in the base model setting which complicates
interpretation. Until coherence issues are addressed and response patterns from base
models are better constrained, it will remain difficult to determine whether their higher
misalignment scores reflect true susceptibility or evaluation artifacts.

However, we do observe, in a limited setting, that the base model turns more broadly
misaligned than the instruct model in all our tests when fine-tuned on the same set of
misaligned data, but that the instruct model exhibits more deception when trained on
our deceptive factual dataset. Besides producing a model that responds in a misaligned
manner ~26% of the time, we also observe that the datasets used for fine-tuning
misalignment into the model may interact in interesting ways, making the model either
more or less likely to output misaligned responses depending on the specific choices
made during the fine-tuning phase. Specifically, we show how fine-tuning on one
misaligned dataset may hamper the models’ ability to learn misalignment from another
dataset, and how depending on the order of fine-tuning on the different misaligned
datasets, the effectiveness of inducing misalignment may paradoxically go down.

For our truthfulness probing experiments, we suspect that we might need a higher
degree of misalignment than what our model exhibited, for us to confidently be able to
claim whether or not such learned misalignment can undermine the reliability of probes,
specifically causing probe performance degradation across different variants of the
same model. Moving forward, we may work on completing our probing experiments and
continue to experiment with different fine-tuning datasets, models, and evaluation
strategies to better understand if instruction-tuning influences both model behavior and
representational structure in ways relevant to alignment research.
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