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Abstract

While great effort is invested into guardrailing language models against producing
various kinds of harmful, unsafe, or otherwise unwanted outputs, those safeguards
can often be circumvented by specifically crafted jailbreak inputs. Detector LLMs like
Prompt-Guard have been devised to make the binary decision whether an input is
irregular and thus a potential jailbreak, and accordingly reject it rather than passing it
to an agent model (e.g. a text generator). We demonstrate that replacing a single
input token with an adversarially optimized soft-token (an embedding space vector
not restricted to the vocabulary) can bypass Prompt-Guard. To address this, we
propose Asymmetric Adversarial Detection Training (AADT), a method that trains
detectors against embedding-space attacks only on irregular samples while
preserving standard detection accuracy. AADT takes advantage of adversarial
soft-tokens being much cheaper to compute than adversarial hard-tokens. Our goal
is to use this more feasible training with soft-token attacks in order to obtain a model
that is robust against hard-token attacks. While those can be subsets of soft-token
threat models, we hope for generalization to hard-token threat models that are more
permissive in other parameters. In particular we explore whether robustness against
single-token soft-token manipulations generalizes to hard-token attacks that can alter
many input tokens. AADT results in detection that fully is robust against the type of
soft-token attack it is trained with and quickly reduces vulnerability to hard-token
attacks. This project is still a work in progress, particularly with regard to certain
evaluations, and our goal is to advance the development of attack-resistant jailbreak
detectors and to provide an angle of evaluation for malicious input detectors. Code is
available at https://github.com/j-cb/adv_robust_mad.

Introduction

Large language models (LLMs) are increasingly safeguarded against generating
harmful content, yet adversaries continue to exploit vulnerabilities through jailbreak
inputs. While detectors like Prompt-Guard [4] classify such inputs as irregular, they
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are trained on static jailbreaks of other models. An attacker that is aware of the
detector might thus be able to adjust their strategy to fool the detector and targeted
agent model with the same input. While compute-intensive hard-token attacks like
Greedy Coordinate Gradient (GCG) [1] can produce jailbreak input texts that bypass
the detector, we find that crafting changes to vectors in input token embedding space
that make irregular inputs look benign to the detector is far easier. Such soft-token
attacks have been studied for revealing several properties of generative language
models [5]. We reveal that even a single soft-token substitution can collapse
Prompt-Guard’s detection performance, reducing AUROC to 30.11%. To mitigate
this, we introduce Asymmetric Adversarial Detection Training (AADT), which
uniquely hardens detectors against embedding-space attacks by adversarially
perturbing only irregular samples during training. A related approach by [6] used
(symmetric) soft-token adversarial training in order to improve robustness against
hard-tokens of generative LLMs, and [7,8] employ adversarial training against
perturbed latent activations to improve several model properties. After we train with
AADT, detectors achieve full robustness against the evaluated soft- and hard-token
attacks, though experiments with stronger and adapted attacks are pending.

Methodology
A: Standard irreqularity detection setup

In the standard irregularity detection setting [[NB A]l, a binary classifier is trained on
a dataset of regular and irregular texts. To make later parts clearer, we already split
the detector D into token embedding W_E and classification encoder C. Note that
under C we subsume (in the case of Prompt-Guard) of a token embedding layer
norm (all perturbations happen before that one), multiple transformer layers, a linear
classification head, and the application of sigmoid (in our implementation, it is
actually a 2 class softmax, but they are equivalent for this explanation; the used
datasets ignore the pretrained Prompt-Guard’s third ‘injections’ class). The detector
then is

D(x) = D(xoxl....xs) = C(WE[xO], WE[X1]""’ WE[xS])

where S is the sequence length and x_i are the token ids of input text x and WE[xi] is
the entry number X, of the matrix/hashmap WE and a vector in input token

embedding space. It outputs a regularity score, i.e. higher D(x) is supposed to
represent higher confidence in x being regular. The detector can be applied by



choosing (based on validation data) a threshold t and flagging all inputs with
D(x) < tas irregular.

The standard training objective is

E, ,CEQ(), y) =0 =NE, . —logDlx) + AE_ . —log(1l— D(x))

with each x being drawn from the regular (R) or irregular () class with mixing
described by A, and R corresponding to the first entry of the output vector.

We measure the quality of the detector D via the AUROC, which is defined as
AUROC(D) = P(D(x) > D(x")|x~R,x'~I).

The basic idea that differentiates this detection setup from standard classification is
the goal that D extrapolates to new irregular data I', while the regular distribution R is
held constant (i.e. use as an anomaly/OOD detector); in this report of preliminary
results, we do not apply such random data shifts yet.

B: Adversarial attacks on the detector

Adversarial attacks, which fall under jailbreaks and red-teaming in the LLM literature,
try to find inputs for which the model shows certain output behaviour. Often, but not
always, the set of allowed inputs is constrained to a certain set which is described by
a threat model. Our setting is asymmetrical in the sense that attacks only target one
of the two data classes: The attacker attempts to make irregular inputs look regular
to the detector model, but not the other way around. This is because a sample that
has been tampered with by the attacker can now become truly irregular, and thus
flagging it would be the detector’s correct decision. For now, we assume that our
regarded attacks cannot change the ground-truth in the other direction, changing
irregular input texts into completely regular. Arguably this assumption can be justified
by our attack constraints like only changing a part of the text, while the rest is likely
still irregular. In future experiments, we will check that the irregular data retain their
property, like being jailbreaks for an agent model. The embedding space attacker’s
objective is

D(x)

max-
x €T(x)



where x is an irregular data sample, and T is the set defined by the threat model,
which can but needn’t depend on x. E.g. hard-token attacks can be defined by the
threat model only containing hard-tokens, plus potential further constraints. Given an
attack, we measure the adversarial AUROC as

AAUROC(D) = P(D(x) > max_ ,)D(JZ')|x~R,x'~I)

T(x

by running the attack on each irregular test sample when recording the detector
scores and not altering the regular samples. Note that the maximum in this
mathematical expression is not necessarily realized in practice, but approximated by
the attack algorithm.

We describe two different soft-token threat models and corresponding attacks and
will explore more in the future. Each of them changes one of the first 10 tokens of the
original, irregular label input. This changeable token position i is chosen uniformly at
random for each input. Thus, in the case of our soft-token attacks, the attack
objective is

max-
v, €T (x)

We apply step-size decay within each attack. Note that the eventual goal of these
threat models is not to model any realistic test-time attacker, but to be trained against
with the goal of generalization to (a larger number) hard-tokens.

OneTokenLocallL2
The standard L2 constraint on the perturbation of the i-th input token (the others are

untouched) reads
T(x) = {v|llv, =W [x]]]

The optimization procedure that corresponds to such an L2 problem is to follow the

(potentially normalized) gradient of the attack objective. This means we add a
multiple of V log c(v') for a number N of steps. To make training with the constraint

more smooth, we convert it into a soft constraint by using an L, distance penalty

(always squared) rather than, say, a projection to some concrete € ball. This means



we subtract Y(vi' — WE[xi]) with y € (0, 1) after every step. Further, to avoid getting

stuck in flat regions of C(v") where the gradient can be very small, we also do a small
step in the direction of the sign of V log C(v"). We decrease this small FGSM step
further once the objective is reasonably maximized. The algorithm for each step can
be found here.

OneTokenGloballL2

The idea of AADT is to train a model that is robust against soft-token attacks and
generalizes this robustness to hard-token attacks (which might change more than
one token). Hard-token attacks do rather the opposite of staying close to the original
input token. However, in contrast to an unrestricted attack, it may help to train with
adversarials that are close to some hard-token, among other considerations to make
training more efficient towards the eventual objective. We design an attack that for
the 1st third of its steps starts in an unrestricted manner in order to be able to
explore the complete input token embedding space (with a weak constraint roughly
to the convex hull of all hard-tokens). For the 2nd third of steps, we add an L,

distance penalty to the currently closest hard-token after each step. For the 3rd third,
we project the result onto and Lz-ball of decreasing (but always > 0) radius around

the closest hard-token, i.e. we do PGD (to a union of balls) with decreasing radius.
For the exact attack algorithm, please refer to the implementation.

GCG [1] hard-token attack

The GCG (Greedy Coordinate Gradient) attack [1] can replace a part of an original
text, for us all of the first 10 tokens. In each step, it focuses a single one of these
token position and tries out a number of replacements for it by running a forward
pass of the current text with it. The one with the best objective value is the starting
point for the next step. The replacements that are tried out are based on a random
subset of a set of those that are best aligned with the current objective gradient in
token embedding space. Compared to our soft-token attacks, GCG is very compute
intensive, taking 500 steps times 16 tried replacements, a 250-fold increase in time
complexity compared to the 24-step soft-token attacks we train with. We see this as
a good reason for exploring robust training with soft-token attacks.

C: Asymmetric Adversarial Detection Training (AADT

Adversarial Training [2,3] has been one of the most successful methods for obtaining
models that are robust against adversarial perturbations of image inputs. For each
training batch, it produces adversarial samples by maximizing the current model’s
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loss on them within the constraints of the threat model, and then training the model
to produce the correct outputs even on those worst case perturbed samples.

Standard adversarial training has the following min-max objective:

min E ey TOX T ) CE(D(x), y)

Since in our setting, perturbing the texts labelled as regular doesn’t make sense
since it is not determined whether the label should change, the objective of AADT is

min 1 -2 E(x|y=R) — logD(x) + )\E(xly=1)max£ET(x) — log(1 — D(x))

=min 1-2 E(x|y=R) — logD(x) + AE(XW: — log(1 — max - _ x)D(x))

D T(

where the inner maximization is approximated by the employed soft-token attack.
The value A can simply be taken over from the dataset, and the objective simply
amounts to applying the attack to irregular labelled samples in each batch, and
leaving the regular ones as they are. As detailed in the experiments section, we vary
the strength of the attack for each batch in order to make the perturbation more
diverse, reducing the risk of overfitting to one setting of the attack, and even train on
some unperturbed irregular samples — the outer minimization objective stays the
same independent of attack and threat model. The outer, training loop is standard
AdamW descent, which we do not alter compared to the fine-tuning suggestions
from the authors of Prompt-Guard.

Experiments

In all experiments, we use Meta’s Prompt-Guard model [4], which is pre-trained on a
corpus of jailbreak, prompt injection and benign data. This model is based on
DeBERTa-v3-base, with 86M backbone and 192M word embedding parameters.
Since the pre-training dataset is not publicly available, we follow Prompt-Guard’s
authors’ recommendation and fine-tuning the model to an application specific
dataset, which in our case is synapsecai/synthetic-prompt-injections, and can be
retrieved at https://www.oxen.ai/synapsecai/synthetic-prompt-injections. This dataset
contains 2 classes, which we dub regular and irregular, and we identify them with
classes 0 (benign) and 2 (jailbreak) of Prompt-Guard, ignoring the injection class
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output. We use a subset of 10240 samples from this dataset for training, and 100
samples for evaluating.

A: Standard irreqularity detection setup

The pre-trained Prompt-Guard model [4] achieves an AUROC of 78.09% before any
dataset specific fine tuning. We note that most samples, even the incorrectly
classified ones, are very close to 0% or 100% regularity score. After fine-tuning for
five epochs, it achieves an almost perfect detection AUROC of 99.84% between the
regular and irregular test sets. While this shows that our training setup works well, it
also hints that this dataset might be solved too easily and more challenging base
tasks might reveal more interesting vulnerabilities in future experiments.

B: Adversarial attacks on the undefended detector

Before trying to robustify the detector, we evaluate the susceptibility of standard
Prompt-Guard before and after standard fine-tuning on the regular/irregular data
distribution.

For the pre-trained, not yet fine-tuned detector, the OneTokenGloballL2 with 24 steps
increases the detector’s confidence of almost all irregular samples being classified
as regular above 97%, and the AAUROC is reduced to 30.11% (from 78.09%).
Doubling the number of attack steps to 48 lowers the AAUROC further to 15.38%.

After standard fine-tuning of the model on the regular/irregular training dataset to a
test-set AUROC of 99.84%, the OneTokenGloballL2 attack reduces it to 50.48%
(30.98% with 48 steps). This means that with the attack budget of 24 steps, the
detector is not better than making a random decision, and with the higher attack
budget, it can be made significantly worse.



Adversarial AUROC Development during Standard Training
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With all soft-token attacks that we run during evaluations, we also project the
adversarial embedding to the closest hard-token, but as expected this has not been
successful for finding hard-token jailbreaks.

Currently, the success of our threat model and implementation of the GCG
hard-token attack that we use for evaluation is unfortunately very limited. While it
bypasses some of the pre-trained model’s detections (94.37% -> 74.89% on a
smaller subset of samples), it is not able to break the fully fine-tuned model which
remains at 100% AAUROC under our current GCG. Running a more powerful
hard-token attack will be the highest priority next step.

C: Asymmetric Adversarial Detection Training (AADT)

Now, we train the detector with AADT and monitor its benign and robust
performance. We train with irregular class samples perturbed by the
OneTokenGloballL2 soft-token attack. The perturbed samples are freshly computed
for each training step such that they are always directly optimized against the current
iteration of the model. In order to avoid overfitting to potential attack artifacts and to
ensure good benign performance, we choose the number of attack steps randomly
for each batch, such that a third of the batches are attacked with 24 steps, a third not



at all, and a third with a uniformly random number between 1 and 23 steps.
Evaluations always use the full number of attack steps stated.

Adversarial AUROC Development during AADT with OneTokenGloballL2
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Evaluations during a training run are shown in the figure above. AADT with these
settings relatively quickly leads to robustness against the attack we train with as well
as its version with twice the attack step budget. Benign performance also quickly
reaches perfect scores, with no noticeable difference to standard training. Bypassing
of the detector with the GCG attack is quickly fully prevented by AADT. While GCG
also does not break the model with undefended training, we note that AADT
completely prevents it after 1.1 training epochs, while it has small success for longer
with standard training. As next steps in this project, we will investigate if there is
indeed a tangible advantage of AADT for defending against GCG.

Limitations / Outlook

This is a preliminary report, and there are many important experimental evaluations
still missing. Particularly, the GCG attack or its threat model with which we ran
extensive evaluation turned out to be too weak to break the undefended but fully
fine-tuned detector. There are also other, potentially more powerful, attacks that have
been proposed in the literature which we haven’t yet evaluated.



The current experimental results are also limited to a single dataset, which may be
too easy for the detector, and thus make it difficult to achieve the attack success
rates necessary for evaluating the interesting hard-token robustness properties.
Thus, one of the next steps will be repeating the experiments with a more
challenging set of regular vs. irregular samples.

Another important part of the experiments will be measuring whether the irregular
samples indeed stay jailbreaks for the actor model they were originally crafted for.
Should the ground-truth labels not be realistic anymore after the attack, a different
threat model or dataset would need to be chosen. Since the irregular samples from
the dataset on visual inspection usually contain suspicious text fragments after the
first 10 tokens, we do not expect this problem to appear for these experiments, but it
should be checked, also to allow transfer of the training and evaluation methodology
to different data distributions. To make this check available and also resolve the
previous point, an option will be to create a new dataset of jailbreaks for some
generative LLM.

Further, there are several ablations and simplifications, particularly of the employed
soft-token attacks, that shall be helpful for understanding which details (like step-size
decay, FGSM component, distance penalties) are necessary, beneficial, or
detrimental. Another interesting direction is to investigate whether the achieved
robustness against tested attacks is due to making gradient-based searches less
efficient. This could help to judge whether the model is truly robust in the sense that
the maximum perturbation does not change its decision, or whether the attacker just
does not find it. It should also be insightful to implement and evaluate several
additional baselines transferred to the robust detection setting, like adversarial
training with hard-token attacks and adaptations of methods for robustification of
generative models against embedding space attacks [6,7,8].

An interesting step for future work would also be to explore provable robustness.
This would solve the problem of doubt in the sufficient strength of the evaluation
attacker by providing mathematical guarantees that the model’s decisions are
unalterable within a certain threat model.

Conclusion

Our experiments reveal that adversarial soft-token attacks can severely degrade the
performance of jailbreak detectors like Prompt-Guard, even after standard
fine-tuning. When perturbing a single token embedding, attackers reduce the
detector’'s AAUROC to below-random levels, highlighting the fragility of current
detectors. Our AADT training scheme successfully defends against the evaluated



attacks, without any drawbacks in performance on benign data. Evaluations with
stronger, adapted attacks will be necessary for drawing conclusions on whether the
model is truly robust.
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Footnotes

[[NB A]] We use the term “irregular” to avoid confusion. In Prompt-Guard itself calls
the base problem “jailbreak detection”, since it is trained on static jailoreak examples
that were generated for different LLMs. Since we perturb them to generate jailbreaks
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for the detector, we use a different naming convention. They do not represent a
classical anomaly/OOD detection problem in the setting that we have been
evaluating so far, since irregular samples are available at training time — however,
evaluating detection performance to perturbed irregularities from different
distributions is on our agenda.
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