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Abstract

This report investigates whether frontier-class Al inference can run on a radically
minimized software stack while pursuing Security Level 5 (SL5) style protections for
model weights against nation-state adversaries. We began with pinference vO, a
security-by-simplification experiment that measured how much of a conventional
inference stack (kernels, libraries, orchestration) can be removed while still producing
useful inference. As SL5 guidance in the ecosystem evolved to emphasize Weight
Enclaves, low-bandwidth boundaries, and accelerator-centric machine security, we
expanded the project from pure minimization into an end-to-end Weight Enclave
prototype. Our current design anchors isolation in the formally verified seL4 microkernel
and uses a CAmKES-based virtual machine to host a minimal Linux guest built with
Buildroot. Inside the guest, uinference runs the Rust Candle inference engine on an
NVIDIA GPU. A bandwidth-limited egress proxy and an allow-by-exception policy around
weight access reduce the feasibility of bulk model exfiltration. We compare
attack-surface indicators (compiled lines of code, dependencies, reachable services) and
lightweight security tests against a baseline GPU container stack, and we highlight the
main limitation today: competitive GPU inference still requires a full Linux guest and a
large GPU driver stack in the weight-touching trust boundary.

Introduction and Statement of the Problem

Security Level 5 (SL5) describes a defensive posture intended to plausibly withstand
top-tier nation-state cyber operations. For frontier Al systems, the core asset is the model
weights: if weights are stolen, an adversary can duplicate capabilities, accelerate
automated Al R&D, or otherwise shift strategic balances.



Protecting weights at this level requires more than perimeter controls. The trusted
computing base (TCB) near weight access must be small, auditable, and strongly isolated.
In conventional GPU inference stacks, weight access sits behind a large chain of software
layers (host OS, drivers, container runtimes, orchestration, and full ML frameworks),
expanding the attack surface and making deep assurance difficult.

uinference began with a narrow question: what is the smallest software stack that can still
run useful inference while meaningfully reducing the weight-touching attack surface?
Midway through the project, SL5 work in the ecosystem clarified an architectural direction
centered on Weight Enclaves (tight physical and logical isolation of weight access) and
low-bandwidth boundaries that make bulk exfiltration operationally infeasible. We
therefore evolved pinference from a pure minimization proof of concept into a concrete
Weight Enclave prototype that aims to align with these controls.

Methodology

We organized the project into three phases:

Phase 1: pInference v@ - Radical Minimization

We prototyped three approaches: (1) microkernel isolation with a minimal guest, (2)
unikernel-style designs, and (3) near bare-metal boot-to-inference flows. Each prototype
followed the same method:

e Measure compiled lines of code (LOC) and reachable symbols, not just repository
size.

e Generate a dependency bill of materials (drivers, libraries, kernel features) tagged
by proximity to weight access.

e Remove or disable subsystems not required for inference (for example, container
runtimes, orchestration, extra filesystems, and unused networking features).

e Track basic performance metrics (latency and throughput) to confirm inference
remained usable.

This phase validated that substantial portions of the conventional ML infrastructure can
be removed without eliminating core inference functionality.

Phase 2: Mapping pInference to SL5
Architecture



As SL5 guidance became more explicit, we re-anchored pinference to controls that are
especially relevant to weight protection:

Weight Enclaves: confine direct weight access to a tightly controlled environment
(ideally a single facility and an air-gapped network) with allow-by-exception
execution.

Network architecture: impose low-bandwidth boundaries between the Weight
Enclave and the broader SL5 network so that bulk model exfiltration is impractical
even if monitoring fails.

Machine security: treat accelerators as security-relevant domains, aiming for
device-controlled memory isolation, hardware roots of trust, and encrypted
interconnects.

Supply chain and software minimization: radically reduce software near critical
actions and progressively harden what remains (prune, refactor, rewrite, and when
feasible, formally verify).

We mapped our earlier prototypes onto this architecture and identified missing pieces
such as a concrete enclave boundary for GPU inference and an explicit bandwidth-limited
egress path.

Phase 3: seL4-Backed Weight Enclave Prototype

To better align with SL5 goals for strong isolation and high assurance near weight access,
we implemented the current prototype with the following structure:

Isolation anchor: the seL4 microkernel, which has a formal verification story and a
small TCB relative to commodity kernels.

Virtualization boundary: a CAmkKES-based VM that hosts a minimal Linux guest
built with Buildroot (kernel image plus an initramfs or root filesystem containing
only required packages).

Inference runtime: pinference running the Rust Candle inference engine, with
optional comparative runs using llama.cpp.

Egress control: a single narrow RPC channel for prompts and responses, plus a
host-side proxy that throttles responses to a few kilobytes per second of text.
Weight handling model: encrypted model artifacts are staged into the enclave;
decryption and any weight-to-GPU transfers happen only inside the guest or its
GPU process, under an allow-by-exception policy.

For evaluation, we compared the prototype against a baseline GPU inference stack (for
example, a full Ubuntu container with a standard PyTorch-based runtime). We focused on
reproducible indicators such as compiled LOC near weight access, transitive dependency



counts, listening services and open ports, and basic fuzzing or scanning of the enclave
RPC surface.

Results

1. From Minimal Stack to Weight Enclave

The initial uinference vO proof of concept demonstrated that usable inference can be
achieved with a much smaller stack than a typical production ML environment. In our
midterm measurements, the minimized build was on the order of about 1.1 million
compiled LOC, supporting the basic thesis of security by simplification.

The current seL4-backed design keeps the minimization mindset while fitting more
cleanly into an SL5-style Weight Enclave architecture. Weight access is confined to a
small Linux guest behind a strong isolation boundary, and the only intended network
interaction is a narrow prompt and response channel.

2. Attack-Surface Indicators

We implemented simple, reproducible comparisons:

e LOC and dependencies: using build artifacts and tooling (for example, cloc and
dependency manifests), we compared the enclave components against a baseline
GPU container stack. The enclave configuration yields a smaller footprint near
weight access and fewer transitive dependencies.

e Service surface: using port scans and socket listings (for example, nmap and ss),
we confirmed that the enclave exposes only the intended RPC endpoint, while
baseline stacks often expose additional services or daemons by default.

e Basic robustness checks: lightweight fuzzing and negative testing of the RPC
protocol showed a simpler surface area and fewer reachable code paths than a
full-featured baseline deployment.

5. Bandwidth-Limited Egress

We implemented a host-side proxy that forwards prompts to the enclave at full speed but
caps the response stream to a fixed rate (kilobytes per second). Under a cap of roughly 1
to 5 KB/s of text, exfiltrating even a tens-of-gigabytes model would take months, and
exfiltrating multi-terabyte frontier-scale weights would take decades or longer. This
matches the intended SL5 defense: even if an attacker reaches the prompt path, the



boundary makes bulk theft operationally infeasible unless the throttling mechanism can
be bypassed or reconfigured.

Discussion

From security-by-reduction to an SL5-style
enclave

Our midterm work demonstrated that shrinking the inference stack is feasible and can
materially reduce the amount of code that can influence weight access. However,
minimization alone does not constitute an SL5 design. The SL5 architecture emphasizes
explicit enclave boundaries, controlled data paths, and strong assumptions about
adversary capability. The current prototype moves closer to this model by combining
minimization with a stronger isolation anchor (seL4) and an explicit low-bandwidth
boundary for outputs.

Memory safety and progressive hardening

selL4 provides a rare example of a small kernel with a formal verification foundation. For
the rest of the stack, our posture is progressive hardening: keep the weight-touching
code small, prioritize memory-safe implementations where possible, and reserve deeper
verification effort for the critical few components. Using Rust for the inference engine
(Candle) aligns with this approach by eliminating broad classes of memory-safety
vulnerabilities that are common in C or C++ codebases.

DARPA's TRACTOR program and broader memory-safety guidance in the ecosystem
reinforce this direction by encouraging systematic migration of legacy C code into
memory-safe languages such as Rust. Over time, this approach can shrink the set of
high-risk components that require intensive manual security review.

The GPU limitation

The major limitation in our current architecture is GPU support. SL5-style
machine-security goals often assume accelerators can act as independent security
domains with device-controlled memory isolation, attestation, and confidential-compute
features that keep weights encrypted or otherwise protected end to end. In practice,
today's high-performance NVIDIA GPU stack depends on a large Linux driver
environment, and selL4 does not currently provide direct, production-grade GPU driver



support. As a result, we rely on a Linux guest plus pass-through GPU access, which
expands the weight-touching TCB and partially offsets minimization gains.

This gap is not unique to pinference; it reflects a broader mismatch between ambitious
enclave threat models and the realities of modern accelerator ecosystems. Closing it
likely requires stronger GPU confidential-compute primitives, better hardware attestation
and key handling, and more direct support for accelerators in high-assurance OS
environments.

Limitations of the study

GPU TCB bloat: the Linux guest kernel and GPU drivers remain in the
weight-touching trust boundary for competitive performance.

Scope: we focused on inference rather than end-to-end training pipelines and data
governance.

Verification scope: beyond selL4, most components are not formally verified.

Security testing: our evaluation emphasized reproducible, lightweight indicators
(LOC, ports, basic fuzzing) rather than continuous red-teaming.

Conclusion

uinference started as an exploration of how small an inference stack can be while staying
useful. As SL5 guidance clarified the need for Weight Enclaves and low-bandwidth
boundaries, the project expanded into a concrete enclave prototype. Our current design
anchors isolation in seL4, hosts a minimal Linux guest built with Buildroot, runs inference
with the Rust Candle engine, and enforces a throttled text-only egress path. The results
support the core idea that minimization plus strong isolation can move weight protection
toward SL5-style goals on today's hardware. At the same time, the work highlights a key
bottleneck: practical GPU support still pulls large driver stacks into the sensitive
boundary. Future work should therefore focus on reducing the GPU-adjacent TCB,
adopting stronger accelerator confidential-compute features, and continuing progressive
hardening and verification of the small set of components closest to weight access.
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