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Abstract

Companies and governments are increasingly us-
ing capability assessments to assess the risks of
deploying language models. These assessments
typically consider models in isolation, which fails
to account for capabilities that arise from combi-
nations of models. Accurately assessing the upper-
bound of combinations of models is difficult, due
to the huge number of ways models might be com-
bined to answer a question. We define the ensem-
ble upper bound—the best capability attainable
by any combination of concurrently queried mod-
els— and show that it can surpass pass @k perfor-
mance for any individual model. Then we demon-
strate that considering ensemble upper bounds can
significantly improve performance on select capa-
bility benchmarks. This provides practical guid-
ance for evaluators aiming to elicit upper-bound
model performance for capability assessments.

1 Introduction

Pre-deployment capability assessments are used by compa-
nies and governments to assess the risks of deploying Al
systems. These assessments focus on capabilities that would
allow individuals or groups to do more harm to society than
if they did not have access to Al. For example, an Al that
has advanced cyber security knowledge could enable an in-
dividual to carry out cyber attacks that they would otherwise
be unable to do, or it could enhance the scale and sophis-
tication of cyber attacks that a person or group would be
capable of. The greater the capabilities of the Al, the greater
the potential risk of bad actors using the Al for harm, and
the greater the safeguards needed in order for that Al to be
released responsibly. This relationship between capabilities,
risks, and safeguards is represented in the release policies
of most major Al labs. The policies go by different names;
Preparedness Framework (OpenAl, 2025b), Frontier Safety
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Figure 1. Capability Assessments typically assess models individ-
ually against some capability threshold. This fails to account for
how models could be used in combination to achieve stronger
performance, both on benchmarks and in the real world.

Framework (Google DeepMind, 2025), Responsible Scaling
Policy (Anthropic, 2024), but they serve the same purpose.
The policies describe what actions should be taken at which
thresholds of performance to ensure that the AI model can
be released responsibly, or if it should be released at all.

A critical part of this process is the accurate assessment of
the AI’s capabilities. If you cannot accurately know the
capabilities of the system, then you cannot assess what per-
formance thresholds it has crossed and what controls and
safeguards must be in place for it to be released. It has
become increasingly difficult for pre-deployment evaluators
to ensure that they are eliciting the maximum performance
from models because inference techniques have shown a dra-
matic ability to increase benchmark performance (Wu et al.,
2024; Brown et al., 2024a). Documentation released from
major labs detailing the pre-deployment testing done for
new Al models (Anthropic, 2025; OpenAl, 2025a) shows
that new models are only being tested in isolation and that
repeated sampling is primarily being applied for cyber se-
curity evaluations. In this paper, we explore the potential
for ensembles of LLMs to perform better than any indi-
vidual model in their ensemble and provide guidance to
pre-deployment evaluators and policy makers on how to
consider ensembling techniques when assessing the capabil-
ities of LLMs.
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2 Background

2.1 Capability Assessments

Capability assessments refer to ’procedures conducted on
frontier models with the goal of determining whether they
have capabilities that could increase risks to public safety
and security” (Frontier Model Forum, 2025).

Given the speed at which model capabilities are increasing,
model developers (OpenAl, 2024; Anthropic, 2024), gov-
ernments (Institute, 2024a;b), and others frequently conduct
capability assessments of new models to assess the risks
they might pose.

These capability assessments often assess the relative or
absolute risks of deploying a model (Frontier Model Fo-
rum, 2024), and often aim to assess the marginal risk of
deployment relative to other technology such as web search.

2.2 Capability Evaluations

Frequently, capability assessments use capability bench-
marks to understand model capabilities in different domains.
Capability benchmarks are standardised tests used to quan-
tify model capability, popular examples of which include:

¢ SWE-Bench (Jimenez et al., 2024) and CodeContests
(Li et al., 2022) for assessing software engineering
capabilities.

e Cybench (Zhang et al., 2025) for assessing cyber-
security capabilities.

* Mini-F2f (Zheng et al., 2022) and MATH (Hendrycks
et al., 2021) for assessing maths capabilities.

* GPQA (Rein et al., 2023) for assessing general science
capabilities.

* Lab-Bench (Laurent et al., 2024) and Virology Capa-
bilities Test (Gotting et al., 2025) for assessing biology
capabilities.

Capability assessments typically try to elicit the best perfor-
mance from individual models by implementing a variety
of inference-time techniques such as few-shot prompting
(Brown et al., 2020), and more recently through agent scaf-
folds such as ReACT (Yao et al., 2023). In particular, for
benchmarks where you can verify the correctness of an an-
swer, repeated sampling has been shown to substantially
improve performance on some of these benchmarks (Brown
et al., 2024b).

2.3 Multi-Agent Evaluations

As noted by Hammond et al. (2025), novel capabilities and
risks may arise when considering combinations of models
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Figure 2. Different models can have different sets of capabilities
and can get different questions correct on benchmarks. Using
several models together could achieve greater capabilities than any
model on its own.

that do not arise when they are assessed in isolation.

Jones et al. (2024) provide empirical evidence of one such
failure, using combinations of models to fulfill harmful
requests despite each individual model refusing to comply.

Huang et al. (2025) study how to adaptively select LLMs to
improve ensemble performance. However, their framework
assumes that models are deterministic and doesn’t allow for
repeated sampling from the same model, which significantly
limits its utility in improving on frontier performance.

3 Moving Beyond Evaluating Models in
Isolation

3.1 Limitations of Isolated Evaluations

Current frontier capability assessments assess the capabili-
ties of models in isolation. This obfuscates a lot of important
information about how the model’s capabilities interact with,
and potentially complement, the capabilities of models that
have already been released.

Figure 2 provides an example of what could go wrong with
this approach. Focussing on the performance of a single
model could obscure that a model has a different set of
capabilities to publicly available models, even within a given
benchmark. Furthermore, it might fail to account for the
fact that every model gets a question incorrect, but that
the models could be used to correctly answer relevant sub-
questions which could be combined to correctly answer the
question as a whole.

3.2 Solution: Consider Wider Classes of Capability
Elicitation

It is intractable to consider all ways of combining language
models, just as it is intractable to consider all capability
elicitation methods for a single model. However, it is useful
to consider the class of capability elicitation strategies and
sampling rules that are being considered when optimising
performance.
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What kinds of combinations of models could you considerenchmark questions where at least one sample is correct.

Approach 1: Repeatedly sample from one modeThis T_hls isa h)_/bnd between A|cl)proaches land?2 frqm the pre-
vious section because we're repeatedly sampling from a

approach is similar to computirass@Hor a single model, collection of models. We used their data from a variety of

with a xed agent scaffold. This is the a}pproach most COM nodels across the CodeContests, MATH, MiniF2F-MATH,
monly used in pre-deployment evaluations.

and GS8MK benchmarks and tested combinations of mod-
Approach 2: Sample from a collection of model€One ex- els. Most of the ensembles tested from the Large Language
tension to this is to again only consider capability elicitation Monkey's data showed no improvement over the best per-
strategies that depend on a single model, but varying oveflorming model in the ensemble. The ensemble coverage
multiple language models. This would mean simply considtended to be slightly worse than the best performing of the

ering the coverage of a range of models, on a benchmargroup of models as seen in gures 5 and 15. This was true

as shown in Figure 2. One bene t of this approach is that itfor both the pairs and trios of models.

doesn't require rerunning evaluations, but simply analysingA

o . . rare example of ensemble performance consistently ex-
existing evaluations differently.

ceeding any individual model in the ensemble was from
Approach 3: Consider multi-model scaffoldsA full gener-  Llama-3-70B-Instruct and Llama-8B-Instruct on the Mini-
alisation is to consider multiple capability elicitation strate-F2F benchmark as shown in gure 16

gies, each of which takes in multiple models. This is theWe also examined this data by plotting FLOPs per question

frontier of capability elicitation, seen in multi-model scaf- . . 1

) ) . L on the x-axis instead of samples per question. This is use-
folds. It is the biggest class of capability elicitation strategy, . ; . X
. ; . ul because it accounts for the cost of using different size

leading to potentially larger performance improvements a{ ; .
the cost of dif culty in optimising models and prpwd_es a more apples to apple_s comparison
' between combinations. We used the formula in equation 3
] to estimate the number of FLOPs spent inferencing per sam-
4 Experiments ple. As seenin gures 9 and 6 the results were comparable

Our experimental work involved analysing evaluation Iogsto plotting by the number of samples per question.

to assess the potential performance of model combinations ) )
on the GPQA Diamond, CodeContests, MATH, MiniF2F-5  Discussion
MATH, GS8MK, HumanEval, and IFEval benchmarks.

These experiments focus on Approaches 1 and 2 from the'l  GQPA and HumanEval

previous section. HumanEval (Chen et al., 2021) is a benchmark that tests
a model's ability to implement python functions based on
4.1 GPQA Diamond, HumanEval and IfEval their description. This is a domain where you could have

hreasonable ground truth veri cation through unit tests and

We used data from Epoch Al's benchmarking hub (Epoch ™" . .
Al, 2024) and the Inspect Evals Dashboard (Arcadia ImpactSO m_ference technlques_to Improve perform_ance are more
X applicable. The 6-10% improvement seen in gure 18 is

2025) to investigate how Approach 2 could be applied to

the GPQA Diamond, HumanEval, and IFEval benchmarks?v'dence that multiple models can work together to improve

This involved examining pairs models and scoring eachCOdmg performance. This improvement in coding ability

guestion on the benchmarks as correct if either model g 'F 3'50 demonstrated by the top performing SWE-bench
: . eri ed agent scaffolds such as the current leading open
the answer correct. This approach showed that pairs o s
. - .~ source agent that uses a combination of Claude 3.7 Sonnet

models could achieve a 10%theoretical improvement in and o1 (Code, 2025)
performance over the best model in the pai8% theoreti- ' '
cal improvement over the best overall model for GPQA andThe GPQA results show a 3 8% theoretical improve-

2 4%for HumanEval and IFEval as seen in gures 14, ment over the best single model performance which is not

12, 18, and A. a good signal for the potential of using multiple models to-
gether to improve this benchmarks performance. In practice,
4.2 Repeated Sampling Ensembles an ensemble of models would not have perfect foresight of

. . . ) what the correct answer is and would sometimes choose or
To investigate the potential of repeatedly sampling from any o ate an incorrect answer even if one of the models would

ensemble of IanEuage models we used Idata from the Largr?ave gotten the question correct on their own. So an ensem-
Language Monkeys paper (Brown et al., 20242) 0 see i that theoretically could get an 8% improvement in

alternating samples between different models could increasﬁerformance might only be able to get3% improvement
benchmark coverage faster than only sampling from a singlg, practice

model. In this context coverage refers to the percentage of
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5.2 Repeated Sampling Ensembles 5.4 An Ensemble Upper Bound

The ensemble performances from the Large Language Mo®ne challenge for considering combinations of models in
key's data should be taken more seriously than the GPQArre-deployment evaluations is the variety techniques that
results because these are not just theoretical results. Besuld be used to combine them. Testing all techniques and
cause this is a scenario where we are taking several samplegariations with all relevant language models is intractable

per within reasonable time and resource constraints. To help
different models many times instead of only sampling fromwith this we propose de ning an ensemble using Approach
one model. 2, where models are evaluated on each benchmark individu-

Almost all ensembles for the MATH and CodeContentsa”y and then combinations are assessed after the fact uglng
ass@k across the model answers, as a means of estimat-

benchmarks showed little to no improvement in coverag . :
ing anensemble upper bound This would only require

over the best single performing model. The MiniF2F ensem- *
. . running the benchmark once for each model and not once
ble does show promise, but the paper only provided dat

. for each model combination. It would also let you consider
for two models, so we would need data for more models in o . .
R T .a broader combination of models. This technique would

order to learn if this is just a coincidence, or a trend that will : : . .

be most applicable for domains with easier ground truth
extend to more models. o

veri cation.
The FLOPs analysis used a very ruff estimation of the ComHowever, lets say there is a task that takes two steps to

putation per sample and it would be better to measure thgomplete. If Model A can do step one but not step two and

eaits Showed that benhmark perormance approximateo0€! B Ca1 40 step two but not sep one, Model A and
P bp odel B be could theoretically do a task together that nei-

scaled with inference compute used across different modet\ er of them could do independently. This would be a kind

families. . .

of performance improvement from using language models
together that this technique does not capture. More work is
needed to rigorously assess how valuable this technique is
Ensembles of LLMs are relevant to pre-deployment evaluadt getting an upper bound on the ensemble performance of
tors if they increase model performance signi cantly rele-language models.
vant to the capability thresholds in company or government
policy. A signi cant challenge in this work is that the capa- §  Conclusion
bility thresholds in policy are often qualitative and scenario
based (OpenAl, 2025b; Google DeepMind, 2025; AnthropicBY failing to consider how evaluation results interplay with
2024). This is likely due to the lack of robust, future proof other existing models, capability assessments could be sig-
benchmarks that test for the capabilities that these policieBi cantly under-estimating the marginal risk associated with
are concerned about. If we had those kinds of benchmarkdew models. Labs and policymakers should prioritise better
then it would be best to set speci ¢ capability thresholds forunderstanding how different models interact to better assess
controls and safeguards, but for now we have to settle fofhe capabilities and risks of models in the future.
more subjective scenario based capability descriptions.

5.3 Capability Thresholds in Policy

Limitations and Future Work: Considering ensemble
One framework to look at the capability improvements from evaluations as part of capability assessments is strictly more
ensembling LLMs is to ask how many months would thatinformative than considering models in isolation. Although
improvement move up the timeline before reaching certaifve provide some evidence that it could change the con-
capability thresholds. For example, if the single model perclusions of capability assessments, there is still signi cant
formance on a benchmark is improving at 2% per monthincertainty around how this varies between models and
and there is an ensembling technique that increases perfé@enchmarks. Further work should conduct ensemble eval-
mance by 6% then the ensemble performance would readhations with frontier models and on the most important
the capability threshold 3 months prior to the single modelpbenchmarks, such as CyBench (Zhang et al., 2025) and
performance. For this framework to be effective we wouldSWE-Bench (Jimenez et al., 2024), to assess how important
need benchmarks that make quanti able capability threshensemble evaluations are for current capability assessments.

olds useful and a reasonable way to predict how models Wil other fimitation is that assessing model ensembles to
improve at those benchmarks over time. inform misuse relevant capability assessments implicitly

assumes that bad actors will try to use multiple models to
solve a problem instead of just a single model. Collecting
usage data on how the public uses language models would
help to test this assumption.
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