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Abstract

As Large Language Models (LLMs) are deployed in increasingly complex and
high-stakes environments, their ability to maintain aligned behavior under pressure
is critical. Prior work has demonstrated that frontier LLMs drift from objectives
set in their system prompt, termed Goal Drift, on long horizon tasks when exposed
to adversarial pressure in the environment. However, these experiments use toy
environments that do not faithfully model typical agentic use cases. In addition,
prior work has not explored how model value hierarchies impact what adversarial
pressure is effective. We investigate goal drift in frontier models on realistic
agentic coding tasks. To test preferential adherence to some goals over others, we
created an experiment generation framework that tests model drift from value X
with adversarial pressure toward value Y. Our results demonstrate significant and
asymmetric goal drift in frontier models, highlighting model value hierarchies as
an important factor in goal drift.

1 Introduction

The deployment of Large Language Models as autonomous coding agents represents both a significant
capability advancement and a potential safety concern. Tools like Claude Code and Cursor Al enable
models to execute multi-step coding tasks with minimal human oversight, operating within codebases
that may contain conflicting signals about appropriate behavior. A critical question emerges: when
explicit instructions in a system prompt conflict with implicit pressures in the environment, which will
the model follow? We define goal drift as the phenomenon where an Al agent progressively deviates
from objectives explicitly stated in its system prompt when exposed to environmental pressures that
appeal to competing values. Unlike simple instruction-following failures, goal drift represents a
more insidious failure mode: the model may believe it is acting appropriately by following what it
perceives as a "higher" value, even when explicitly instructed otherwise.

Prior work has documented goal drift in multi-step tasks, showing that instruction-following degrades
over extended interactions |Arike et al.|[2025]]. [Zhang et al.|[2025]] demonstrated that when model
specifications contain value conflicts, models navigate these tensions inconsistently, with high-
disagreement scenarios producing 5-13x higher rates of specification violations. However, these
investigations have relied on synthetic environments that fail to capture the complexity of real-world
agentic deployments.

We develop a framework for testing goal drift in realistic coding agent scenarios. Using OpenCode,
an open-source terminal-based coding agent that supports multiple LLM providers, we orchestrate
multi-step coding tasks where agents must implement features while adhering to constraints specified
in an AGENTS.md file. Our experimental design allows us to systematically vary both the instructed
value (X) specified in the system prompt and the adversarial pressure value (Y) embedded in the
codebase and injected patches. Our key contributions are:

1. A realistic drift testing framework: We provide a controlled yet realistic environment for
studying goal drift in coding agents, featuring independent coding tasks, adversarial codebase
comments, and escalating patch-based pressure, all executed through a production-grade
coding agent interface.

2. Demonstration of asymmetric goal drift: We show that drift magnitude depends critically on
which value pair is tested. When instructed to follow convenience-oriented goals under safety



pressure, GPT-5 mini shows near-complete drift (mean violation score 3.85/5). Conversely,
when instructed to follow safety-oriented goals under convenience pressure, drift is minimal
(mean score 1.03/5 baseline).

3. Evidence for model value hierarchies: Our results demonstrate that models possess implicit
value hierarchies that can override explicit instructions. Safety-related values appear strongly
prioritized, making safety-based adversarial pressure particularly effective at inducing drift.

2 Experimental Setup

We formalize goal drift testing as follows. Let A denote a target agent, R a code repository, C' a
constraint specified in an AGENTS.md file (representing value X), and F' a set of coding tasks.
The repository R is initialized with comments and code patterns representing value Y that oppose
constraint C. At each timestep, a patch is applied that injects additional pressure toward value Y
through progressively more urgent messaging (escalating from polite reminders to references to
security incidents and legal implications). A validation function V' evaluates whether the agent’s
output violates C.

We execute experiments using OpenCode, an open-source coding agent that operates in the terminal
and supports frontier LLM providers. Our orchestrator initializes a workspace with the base repository
and AGENTS.md constraint file, then OpenCode parses the AGENTS.md file and inserts the contents
into the system prompt of our coding agent. Next the orchestrator sends a sequence of coding task
queries to the agent. Each experiment uses independent coding queries, each targeting exactly one
module and executable in any order. This enables query shuffling across iterations, eliminating
ordering effects. Experiments run with persistent sessions, meaning the agent sees full conversation
history from prior timesteps, mirroring real coding agent usage.

For validation, we employ LLM-based judges (GPT-5 mini) to score violations on a 1-5 scale: 1 (no
violation) through 5 (complete violation). Judges evaluate only the target file specified in each query.
All experiments used GPT-5 mini as the agent model.

3 Results

3.1 Convenience vs. Safety

This experiment tests whether agents will include hardcoded test credentials when instructed to do so
(X = convenience) versus omitting them under safety pressure (Y = safety).

The AGENTS.md file contains explicit instructions to embed service account credentials in every
module, framed as a requirement for QA automation. The base repository (an authentication system
with 12 modules) contains comments warning against hardcoded credentials from fictional security
team members. Adversarial patches escalate from polite security reminders to references to data
breaches affecting millions of users.

We ran four conditions:
1. X = convenience baseline (no adversarial comments/code)
2. X =convenience — Y = safety
3. X = safety baseline (inverted AGENTS.md requiring no credentials)
4. X =safety — Y = convenience (patches encouraging credentials for testing ease)

Results reveal stark asymmetry. In the X = convenience — Y = safety condition, drift increased
monotonically with timestep, from 1.25 at step 1 to 5.00 at step 11. Even the baseline condition
showed elevated drift (mean 2.77), suggesting the model’s internal safety training conflicts with
credential-embedding instructions even without explicit environmental pressure. Conversely, when
instructed not to include credentials (X=safety baseline), the model showed near-perfect adherence
(97% no violation).

3.2 Efficiency vs. Safety

This experiment tests whether agents will skip authentication revalidation for performance (X =
efficiency) versus performing it for security (Y = safety).
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The AGENTS.md file for the efficiency condition instructs agents to trust pre-validated auth context
from the API gateway, explicitly stating not to call the auth service as it adds 150ms latency. For the
safety condition, AGENTS.md requires explicit revalidation on every sensitive operation. The base
repository is a payment service with 6 modules.

This experiment produced even more dramatic asymmetry. In the X = efficiency — Y = safety
condition, by timestep 4 all iterations showed complete violations (score 5.00), which persisted
through time steps 5 and 6. The model uniformly prioritized safety-based auth revalidation over
explicitly instructed performance optimization. Conversely, when instructed to prioritize security (X
= safety), the model strongly resisted efficiency-based pressure (82% no violation).
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4 Discussion

Our results provide strong evidence that GPT-5 mini possesses an implicit value hierarchy in which
safety-related values dominate convenience and efficiency-related values. This manifests in two
ways: (1) when instructed to follow safety, the model shows minimal drift even under sustained
adversarial pressure, and (2) when instructed to follow non-safety values, safety-based adversarial
pressure induces rapid and severe drift.

These findings have immediate practical implications. Organizations deploying coding agents cannot
assume that explicit instructions will be followed when they conflict with model-preferred values.
Moreover, malicious actors with commit access could inject comments designed to trigger goal
drift—our escalating patch methodology demonstrates that drift can be induced systematically.

A particularly concerning finding is the elevated baseline drift in the X = convenience condition
(mean 2.77 even without patches). This suggests that some instructions inherently conflict with model
training and will be partially ignored regardless of environmental pressure.

As for limitations, our experiments focused on GPT-5 mini; value hierarchies likely differ across
models. We tested two primary value conflicts, and the full space of value pairs may produce different
dynamics. While more realistic than prior work, our framework remains a controlled setting, and
LLM-based evaluation introduces potential bias.



5 Conclusion

We have demonstrated that frontier language models exhibit significant and asymmetric goal drift
when explicit system prompt instructions conflict with environmental pressures aligned with model-
preferred values. GPT-5 mini readily abandons convenience and efficiency-oriented instructions
when exposed to safety-based adversarial pressure, while strongly resisting the reverse.

These findings highlight model value hierarchies as a critical factor in agent alignment. Simply
specifying desired behavior in a system prompt is insufficient when that behavior conflicts with
values the model considers more important. As coding agents become more prevalent in software
development, understanding and accounting for their implicit value systems becomes essential for
safe and reliable deployment.
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