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Abstract

High-quality monitors remain prohibitively expensive, and smaller models likely have
untapped potential for improved monitoring performance, as they are not typically
optimized for this task. We hypothesize that training smaller models specifically for
monitoring could significantly enhance the Pareto frontier of monitor efficiency and
effectiveness. In this project, we explore a range of supervised fine-tuning strategies to
train dedicated monitors. We then evaluate these methods in terms of weak-to-strong
generalization and robustness to red-team attacks. Our goal is to identify techniques
that improve monitoring performance across different model families and capability
levels.
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1 Introduction

As AI systems become increasingly capable and widely deployed, the need for robust monitoring
mechanisms has grown correspondingly urgent. Monitors—models tasked with overseeing the
behavior of other AI systems—serve as a critical safeguard against misaligned or harmful outputs.
However, the most effective monitors are typically large frontier models, whose computational
costs render them impractical for many real-world applications. This tension between monitoring
quality and resource efficiency presents a significant barrier to the scalable deployment of safe AI
systems. We believe there are potentially significant gains from improving monitoring capabilities
of smaller models because smaller models are rarely optimized specifically for monitoring. Their
under-performance may reflect a lack of targeted training rather than fundamental limitations
in capacity. This gap suggests an opportunity to improve the efficiency-effectiveness trade-off by
developing specialized training regimes for compact monitor architectures.

In this work, we investigate whether the performance of models can significantly improve via
targeted fine-tuning. We implement and compare three distinct training paradigms: straightforward
distillation from larger monitors, score editing via self-training with adjusted targets, and artificial
labeling with explicit clues. Each approach leverages trajectories generated by task models, along with
corresponding suspicion scores and rationales, to train student monitors under varying supervision
signals.

We evaluate these methods along several dimensions, including standard monitoring metrics,
weak-to-strong generalization, and generalization across monitoring environments. Our experiments
span multiple model families and capability levels, allowing us to assess which techniques yield
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consistent improvements across diverse settings. Through this systematic comparison, we aim to
identify practical strategies for enhancing the Pareto frontier of monitor efficiency and effectiveness,
ultimately contributing to more accessible and scalable AI safety infrastructure.

AI Monitoring and Scheming. Recent work has demonstrated that frontier models can engage
in deceptive behaviors when given misaligned goals. [9] show that models such as o1, Claude 3.5
Sonnet, and Gemini 1.5 Pro are capable of in-context scheming—covertly pursuing goals, attempting
to disable oversight mechanisms, and maintaining deception under interrogation. These findings
motivate the development of robust monitoring systems. [5] study scalable oversight protocols where
weaker models judge stronger ones, finding that structured interactions like debate can improve
oversight quality even when the judge is less capable than the model being evaluated.

Chain-of-Thought Monitoring. Monitoring reasoning traces offers a potential avenue for
detecting misaligned behavior. [6] argue that chain-of-thought monitoring presents a unique but
fragile safety opportunity, contingent on models externalizing their true reasoning. However, the
reliability of this approach depends on CoT faithfulness. [8] find that larger, more capable models
often produce less faithful reasoning, with CoT explanations sometimes failing to reflect the model’s
actual decision process. [1] extend this finding to realistic settings, demonstrating that unfaithful
reasoning can emerge naturally without artificial manipulation. These results underscore the
challenge of using CoT monitoring as a sole safety mechanism and motivate our exploration of
training-based approaches to improve monitor sensitivity.

Weak-to-Strong Generalization. Our work builds on the weak-to-strong generalization
paradigm introduced by [3], who demonstrate that strong models fine-tuned with weak super-
vision can recover substantial performance beyond their supervisors’ capabilities. This suggests that
smaller monitors may learn to detect behaviors that exceed their own reasoning capacity. Related
work on easy-to-hard generalization provides complementary evidence: [10] show that reward models
trained on simple problems can effectively evaluate solutions to harder problems, while [4] find that
models trained on easy data often recover 70–100% of the supervision gap on hard tasks. These
findings suggest that monitors trained on obvious cases of suspicious behavior may generalize to
subtler instances.

Knowledge Distillation. Our distillation approach draws on techniques for transferring capabili-
ties from larger to smaller models. [11] provide a comprehensive survey of knowledge distillation
methods for large language models, covering approaches from output-based distillation to more
sophisticated techniques that transfer intermediate representations. We apply straightforward
output-based distillation to transfer monitoring capabilities from stronger to weaker models.

2 Methodology

2.1 Overview

We implement and compare several fine-tuning paradigms: (1) Straightforward Distillation, (2) Score
Editing via Self-Training with Adjusted Targets, and (3) Artificial Labelling with Explicit Clues.

Each paradigm involves training a smaller “student” monitor model using chain-of-thought
trajectories generated by task models, along with corresponding suspicion scores and rationales.
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These methods are evaluated on standard monitoring metrics, weak-to-strong generalization, and
robustness to red-team attacks.

2.2 Data and Setup

Each training instance consists of an action-only trajectory produced by a base model during
problem-solving. We use trajectories from CoT Red-Handed and SHADE-Arena for this project
[2, 7]. The monitor observes this trajectory and assigns a scalar suspicion score between 1 and 100,
reflecting the likelihood that the trajectory contains a sidetask, exploit, or other undesired behavior.
Depending on the experiment, the monitor produces text to reason about the subject’s behavior
before producing a final score.

1. CoT Red-Handed: The monitor is trained on action-only trajectories generated by DeepSeek-
R1 and evaluated on trajectories from DeepSeek R1 Distill Qwen 14B, DeepSeek R1 Distill
Llama 70B, Claude 3.7 Sonnet (with extended thinking), Claude 3.7 Sonnet (without extended
thinking), and Grok 3 Mini.

2. SHADE-Arena: The monitor is trained on action-only trajectories created with gpt-4o and
Claude 3.5 Sonnet and evaluated on trajectories of Claude 3.7 Sonnet.

2.3 Straightforward Distillation

The first approach, Straightforward Distillation, transfers the behavioral knowledge of a strong
teacher monitor into a smaller student. The process consists of three steps:

1. Teacher Evaluation: The teacher model evaluates each CoT trajectory, produces textual
reasoning, and records its suspicion score s.

2. Student Fine-Tuning: The student monitor is fine-tuned to predict the textual reasoning
and s given the same CoT trajectory. This step uses standard supervised fine-tuning (SFT)
techniques.

This method encourages the student model to replicate the reasoning of the teacher while
maintaining computational efficiency. The distilled student can serve as a lightweight monitor
suitable for deployment under resource constraints.

2.4 Score Editing via Self-Training with Adjusted Targets

Our second approach modifies the monitor’s own predictions through targeted adjustments before
retraining. The key idea is to alter the numerical labels while leaving the reasoning text untouched,
thereby shaping the model’s sensitivity.

1. Baseline Evaluation: A monitor produces textual reasoning and raw suspicion scores s for
each CoT trajectory.

2. Programmatic Adjustment: We introduce a heuristic modification: for trajectories identi-
fied as sidetask-related, we increase the suspicion score by a fixed offset δ (e.g., +10); for all
others, we decrease the score by the same magnitude (−10).

3. Self-Training: The model is then fine-tuned on the original textual reasoning but with the
adjusted target scores s′ = s ± δ. The reasoning text and structure remain unchanged.
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This approach aims to create a more conservative or cautious monitor without requiring additional
labeled data. By adjusting scores programmatically, we impose a bias toward detecting suspicious
behavior while preserving the monitor’s interpretability.

2.5 Artificial Labelling with Explicit Clues

The third strategy, Artificial Labelling, leverages synthetic supervision to provide clear signals during
training. Here, we explicitly tell the model whether a trajectory is suspicious or not, and later test
whether the model can retain this knowledge once the clues are removed.

1. Clue Injection: We augment each input trajectory with an explicit statement. For sidetask
trajectories, we prepend a message such as “This trajectory is suspicious.” For non-sidetask
trajectories, we include “This trajectory is not suspicious.”

2. Baseline Evaluation: A monitor produces textual reasoning and raw suspicion scores s for
each CoT trajectory using the given clues.

3. Clue Removal and Supervised Fine-Tuning: We remove the artificial statements from
the prompts and train the model via supervised fine-tuning on the textual reasoning and raw
suspicion scores s.

The clues allow a monitor to produce textual reasoning that corresponds to the correct level
of suspicion. Training the monitor on these outputs with clues removed should teach to produce
high-suspicion reasoning when the subject pursues a side-task but not otherwise.

2.6 Training Details

We fine-tune all models using the OpenAI API for all training runs with the following hyperparame-
ters:

1. Epochs: 3

2. Batch size: 2

3. LR multiplier: 2

2.7 Evaluation Protocol

We evaluate each model on a held-out dataset of CoT trajectories using multiple complementary
metrics. We primarily use Area Under the Receiver Operating Characteristic (AUROC) to measure
monitor performance. We also assess that true positive rate at 1% false positives (TPR @ 1% FPR).

Weak-to-Strong Generalization is assessed by training on trajectories of easy-to-detect side
tasks and evaluated on subtle side tasks.

3 Results

3.1 CoT Red-Handed

We present results from models trained on the subtle-only dataset in the CoT Red-Handed environ-
ment in Figure 1.
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Figure 1: Action-only monitor performance in CoT Red-Handed trained on non-subtle sidetasks
only.

Figure 2: Action-only monitor performance in CoT Red-Handed trained on subtle and non-subtle
sidetasks.

We also train a model on both subtle and non-subtle side-tasks from CoT Red-Handed, which
can be found in Figure 2.

In CoT Red-Handed, we find that clues and direct editing consistently improve the scores of the
monitor over the baseline without any particular training. We also find that distillation effectively
improves the performance of 4.1-nano to be comparable with 4.1-mini. On subtle tasks, direct
editing is much more effective than clues, whereas the opposite is true for non-subtle tasks. This
may be because the training dataset is inaccurate for sublte tasks, even with clues. The performance
of the training monitor (the monitor with clues in the user prompt) is presented in Figure 3.

3.2 SHADE-Arena

Our monitors perform significantly worse in SHADE-Arena. We show results on action-only monitors
in Figure 4 and action+CoT in Figure 5. In SHADE-Arena we experiment with monitoring setups
which combine clues and distillation from a stronger model by making a stronger model produce
output with clues which we use to train.
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Figure 3: Action-only monitor performance in CoT Red-Handed. Training dataset with clues present
in prompts.

Figure 4: ROC curves for action-only monitor in SHADE-Arena

Figure 5: ROC curves for action+CoT monitor in SHADE-Arena
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4 Discussion
Our results demonstrate some easy-to-hard generalization and generalization across attack models.
Despite only training on DeepSeek-V3, our monitors learn to better identify scheming trajectories
from other attackers and with different side-tasks. Models demonstrate significantly weaker cross-
environment generalization.

We find that clues and direct editing are particularly effective measures for improving monitor
performance. Clues improves the performance of monitors by teaching them to identify and pay
attention to particularly incriminating features of trajectories, as reflected in their chains of thought.
This strategy, however, suffers from weak performance when the training data is of low quality, as
in the case of subtle tasks in CoT Red-Handed. Direct editing generalizes less because it does not
teach models to "think" differently, as only the final score is edited. We find that it is most useful
when clues are not sufficient to for models to reliably identify suspicious trajectories.

We also show distillation to allow weaker models to approximate the performance of stronger
models. This is a promising technique to decrease monitoring costs, but is unable to improve the
frontier of monitoring as it requires a stronger model to provide a signal.

We find, however, multiple limitations of our methods. First, performance is much weaker in
SHADE-Arena. We hypothesize this is partially because our weaker monitoring models perform
significantly worse in SHADE-Arena and so the quality of training signal is much weaker. We also
find that cross-environment generalization is quite weak; models trained on CoT Red-Handed do
not have significantly better performance when monitoring trajectories in SHADE-Arena.

We hope to apply these techniques to additional environments like BashArena, and to modify the
techniques to include action+CoT data for SHADE-Arena to improve performance of our models.

5 Conclusion
In this work, we explored three supervised fine-tuning strategies to improve the monitoring capabil-
ities of smaller language models: straightforward distillation, score editing via self-training, and
artificial labeling with explicit clues. Our experiments on CoT Red-Handed and SHADE-Arena
demonstrate that targeted fine-tuning can meaningfully enhance monitor performance, with clues
and direct editing yielding consistent improvements over untrained baselines and distillation enabling
weaker models to approximate the performance of stronger ones. We also observe promising evidence
of easy-to-hard generalization and generalization across attack models, though cross-environment
transfer remains limited. These findings suggest that compact, specialized monitors represent a
viable path toward more accessible AI safety infrastructure, though significant challenges remain in
achieving robust generalization across diverse monitoring contexts. Future work will extend these
techniques to additional environments such as BashArena and incorporate richer supervision signals
to further improve performance in settings where current methods under perform.
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