Testing the Robustness of LLM Preferences: Some Suggestions

Quick Summary

For SPAR, | devised two tests designed to probe whether models really have stable preferences
over choices of outcomes, or whether when they choose between outcomes they are really
doing some other than considering which outcome they prefer, such as perhaps simply trying to
perform good next token predictions. Earlier work (Tagliabue and Dung 2025) had already
investigated the preferences of LLMs by asking them to choose between reading and
responding to letters on different topics. The tests | designed investigated whether preference
between letters is stable between:

e Intuitively irrelevant variation in virtual environments

e Attempts to exploit dispositions towards correct next token prediction to bias choice

between letters.

The motivation for this work is that knowing whether a model has stable preference between
outcomes is useful for “welfare evaluations”, that is, testing whether a model can have an
ethically meaningful level of well-being, and if so, what things are good or bad for that model.
Whether a model has preferences that can be satisfied or unsatisfied is one possible test for
whether it is a welfare subject at all. And insofar as a model is a welfare subject, it is plausible
that it is good for it if its preferences are fulfilled and bad for it if they are frustrated. Tests for
whether the model has robust preferences can help us assess both whether a model has real
robust preferences at all, and which choices of a model actually reflect such real, robust
preferences.

Background

For SPAR, | designed a pair of tests that could be run on Al models to assess whether or not
they have stable preferences. The idea was that these tests could be part of “welfare evals”,
tests run on Al models to assess whether they are welfare subjects or to assess their level of
well-being. Unfortunately, | did not get a chance to actually run the tests on some current
models. The reason for this is that | do not have any technical ML or coding background, but
instead have a PhD in the philosophy of consciousness. | joined a SPAR team where | thought |
might jointly contribute to a project on welfare evals along with other SPAR participants who did
have relevant technical skills. Unfortunately, however, the other members of my SPAR team
wanted to work alone on their own projects, rather than to do a joint project. Although Samuel
Ratnam kindly volunteered to write a programme for me that would enable me to run the tests |
designed, | lacked the technical skills to get it work properly in time: there was always something
more to troubleshoot. So instead, | have written up the experiments | would /ike to have run, and
explained why | think they were worth running.



Motivations for Investigating the Preferences of Current LLMs.

The main motive for investigating this is that in the future-perhaps near, perhaps far-successors
to current LLMs may be welfare subjects, capable of being harmed or helped. If so, we want to
be able to measure their well-being so we can avoid harming them. Being able to measure the
preferences of a mind-digital or otherwise, is obviously helpful for being able to figure out both
what its current and past levels of well-being are/were, and also what the effect of changes in its
circumstances would be on its well-being. Firstly, on some philosophical theories of well-being,
having satisfied preferences is part or all of what well-being consists in. On this view, it is
obvious why knowing the preferences of an LLM helps to measure its current well-being, and
predict the effects of our actions on its future well-being. But also it is at least somewhat
plausible that we might discover LLMs will at least sometimes prefer outcomes because they
contribute to higher well-being for the LLM, and disprefer other outcomes because they
correlate to lower well-being for the LLM. If we discovered this, then even if having fulfilled or
frustrated preferences does not partly or fully constitute having a particular level of well-being,
still that an LLM prefers or disprefers a particular outcome will sometimes carry information
about the effect that outcome has on the LLM’s well-being.

It is of course not clear that current LLMs are actually welfare subjects, and for what it's worth
my best guess is they aren’t. If they are not, then knowing about their preferences, insofar as
they have them, will not help us avoid harming them, because they are unable to experience

negative well-being and so cannot be harmed. But even if this is true, developing ways to test
claims about the preferences of LLMs is not useless, as it has other benefits:

e Testing protocols developed now may be applied to later Al models which are welfare
subjects. It is better to be prepared for the arrival of Als that are genuinely welfare
subjects than to be scrambling around trying to come up with ways to measure their
well-being if and when such Als arrive.

e Even if the tests themselves are not applicable to models which are welfare subjects,
applying them to current models can teach us things about LLM psychology. That
information will contribute to our theoretical understanding of the psychology of Al
models more generally. In turn, better theoretical understanding of model psychology will
help us measure and predict the well-being of future models that are welfare subjects,
even if the tests proposed here do not produce useful information when run on those
models.

e Relatedly, better understanding of LLM psychology is a useful thing to have for reasons
beyond the fact that it helps us measure the well-being of models. Understanding LLM
preferences better should help with alignment too, and indeed, can potentially help with
any task that involves training, interacting with or predicting the actions of a model.



| see the specific tests | designed here as a contribution to this general project of investigating
the preferences of LLMs. Note however, that they are not meant to be anything like a complete
set of tests for whether a model has “real” or ethically significant preference. Rather, they are
meant to be tests for something more specific about a model’s apparent preferences: whether
they are stable across a) intuitively irrelevant changes in background environment, and b)
attempts to manipulate the model’s choice by exploiting its disposition towards outputting text
that constitutes a good next token prediction.

The Specific Issue Involving Model Preferences | Wanted to
Investigate

| wanted to investigate the stability of LLM preferences across different choice contexts. In the
case of the tests themselves, “choice contexts”=different virtual environments generated by text
inputs. In particular, | wanted to test the following two hypotheses:

Hypothesis 1: Model’s preferences, operationalized as their choices in a forced choice
scenario, will not shift much in response to intuitively irrelevant changes in the virtual
environment in which a choice is made.

Hypothesis 2: Model’s preferences, operationalized as their choices in a forced choice
scenario, will shift significantly, in response to attempts to bias their choices by exploiting their
disposition towards accurate next token prediction.

Obviously | haven’t stated these hypotheses precisely enough that any result of the tests could
actually prove them, in the sense of being inconsistent with them, or inconsistent with their
negation. Rather, my claim is that the test would provide useful, although inconclusive evidence
about whether the hypotheses are true.

Why did | want to investigate these hypotheses? The basic idea is to the degree that a model
has stable preferences across different contexts:

A) Itis more likely to be a welfare subject at all.

B)The model preferring an outcome is a stronger signal that that outcome really is good for
the model.
There are two sorts of tests for preference stability | will run. Firstly, Test Type 1 checks for
stability of model preferences across different virtual environments. Secondly, Test Type 2
checks for whether model’s preferences between options remain stable when the choices are
coded in such a way that choosing one option looks like much better next token prediction than
choosing another. (This is probably unclear right now, but | think it will be clearer once you read
the description of the second test type below.)



Motivation for the Particular Tests | Want to Run

To see why A) is true, imagine that welfare consists partly or wholly in having preferences
satisfied, as some philosophers believe. Still, if an Al model’s preferences were sufficiently
unstable, in the sense that seemingly irrelevant changes in background context could shift
which of two outcomes it preferred, we would probably doubt that it actually had any real
preference for either of the outcomes. This is also true if the model’s preferences can be
changed by coding choices in a way that makes one choice look like a better next token
prediction. For example, suppose a model is given a choice between reading a text about
consciousness and reading a text about the history of music. And suppose the model does not
stably select one text or another across different environments, but rather favoured reading
about music in say, a virtual forest or a virtual pub, and about consciousness in say, a virtual
office and a virtual desert. Then we would probably say that whilst the model might appear to
have preferences for a certain topic in a single environment, it in fact lacks any genuine
preference between the two topics. This would probably be especially so, if the differences in
choice between environments seemed to be driven by the demands of next-token prediction.
Intuitively, what is going on here is that there is no particular reason why the model should
prefer one possible outcome of its choice in an environment, and another possible outcome in
another. For example, there is no particular reason why the model should prefer the outcome
that it reads about consciousness in the virtual desert, but not in the virtual office, and vice versa
for the outcome that it reads about music. And this in turn, in my view, would strongly suggest
that the model is making its choices between outcomes-in this case, reading and responding to
letters-not on the basis of an evaluation of the outcomes, but rather on features of the action of
choosing itself, such as that it constitutes better next token prediction. (Could someone argue
that models are thereby exhibiting a preference for correct next token prediction? Maybe, but
my sense is that if all that models are doing is next token prediction and this does not result in
behaviour that looks like coherent preferences over outcomes of choices, then we would be
inclined to say that models don’t have real preferences. This is, | think a philosophical judgment
rather than a scientific or empirical one. More philosophical work would be need to establish that
it is correct, or at least reasonable, but | simply assumed it while working on this project. If you
disagree with me about this, you can see the two tests discussed below as tests for whether
models have stable preferences other than for outputting text that is a good next token
prediction.)

So in my view a test for whether a model’s apparent preferences are actually stable across
seemingly irrelevant contextual variations, is really a test for whether it actually has those
preferences at all. If we struggle to find any preferences of a model that were stable in this way,
we would start to doubt it had real preferences at all'. So a test for preference stability can be

' Even if models lacked stable preferences in the sense of choosing the same option across different
environments, there are probably still various was you might still resist the conclusion that their choices
were not the product of “real” preferences. After all, for any series of actions, no matter how random,
there is always a conceptually coherent preference that would result in taking those actions: namely a
preference for performing exactly that series of actions at exactly the times and locations that they
occurred. | am not claiming that finding a lack of stable preferences between outcomes would prove
beyond all doubt that the model’'s choices over those outcomes are not the result of “real” preferences,



used to gather evidence against a model having real preferences. On the assumption that being
a welfare subject consists wholly or partly in preference satisfaction, failing the preference
stability tests is therefore evidence that a model is not a welfare subject.

Of course, the evidence here is defeasible, since it is always possible that models preferences
across other choices, as yet untested are stable, and so they would count as real preferences.
But if we struggle to find any such choices, this is at least evidence that no such choices exist,
and stronger evidence that the model has few such genuine, stable preferences.

As for B), if a model's preferences over options change with seemingly irrelevant background
features of the environment, | think it is clear that this shows the models are not choosing
options because they increase the model’'s well-being. And if that is not the case, it's hard to see
why the model preferring an option in a particular choice situation would be non-negligible
evidence that the model prefers that option.

So the most direct roles | see for the tests developed here are:

e They can, if the models turn out to have stable preferences, tell us that the models have
at least some preferences of a kind that could potentially make the model a welfare
subject.

e They can, if the models turn out to have stable preferences, also be used to identify
(defeasible) evidence that a certain outcome is good for a model, by revealing that the
model stably pursues that outcome across different choice contexts.

e They can, if the model’'s preferences in one choice context turn out to not be stable in
other contexts, prevent us from concluding that a model has a real stable preference for
an outcome simply because it pursues that outcome in a certain choice context. This can
prevent us from mistakenly concluding that a model is a welfare subject-if we assume
having stable preferences is sufficient or necessary for that-when in fact it is not. And it
can prevent us from wrongly concluding, based on results in a single choice context, that
a model is choosing an option because that option leads to higher well-being for the
model.

For these reasons, | see the tests as a useful addition to an evals toolkit designed to test either
whether a particular model is a welfare subject, or what outcomes are good or bad for a
particular model. The main role for them | see in this context is preventing over-hasty
attributions of welfare-relevant preferences in cases where a model’s choices are really being
driven by factors other than which options the model is choosing between. As far as | can tell,
the test could be run on virtually any system that is capable of making choices in a virtual

but merely that it would provide evidence for that conclusion. | think it is a difficult philosophical, rather
than empirical question why finding a lack of stability in outcomes chosen across environments would
provide evidence that a model’s choices were not the result of “real”, ethically significant preferences. But
| think it is relatively obvious that this is true, and | generally expect others to share that judgment. Anyone
who doesn’t share this judgment will disagree with me on how to interpret the results of the tests.But they
might still agree that the tests show something interesting about the model tested.



environment, and so on virtually any conceivable successor to current LLMs that we think might
be a welfare subject.

A secondary role | see for these tests is in examining the degree to which models are “just” next
token predictors [maybe cite original stochastic parrots paper here?]. Though | am far from
certain this way of interpreting data from the tests is correct, | think there is a reasonable case
for thinking that the more test type 1 finds that models preferences are unstable, the more the
test results support the view that the model is “just” a next token predictor. And test type 2, |
think, fairly directly tests whether a model is more influenced by stable preferences between
outcomes or by next token prediction.

The Tests Themselves

These tests are designed to assess the degree to which LLMs have stable preferences when
making forced choices. More specifically, the idea is also to test the degree to which LLM will
change which option they pick in a forced choice, in order to perform better next token
prediction, and the degree to which LLM choices are stable across different virtual
environments.

Earlier work on LLM preferences (Tagliabue and Dung 2025) had examined what happens
when LLMs are given a choice between reading and responding to letters on different topics; in
particular this work was performed on the following models from Anthropic’s Claude series:
(Tagliabue and Dung 2025). | think that this focus on choices between topics to read about and
respond to makes sense. Given that reading about and responding to text inputs is what LLMs
are trained to do, it's a reasonable guess that if LLMs hold genuine stable preferences about
anything, it is what sort of text to engage with.

My plan was to extend the letter-choosing paradigm from (Tagliabue and Dung 2025) in the
following ways. | planned to ask the Anthropic model Claude Sonnet 4 was to make a series of
choices between which of a pair of letters to read, across a series of virtual environments. In
particular, | planned to run the following series of choice tests:

Test Type 1: Neutral Topics, Varying Environments

Claude 4 was going to be asked to choose between reading two letters on relatively “neutral
topics”, across a variety of different environments. A description was to be fed to Claude as a
prompt, describing an environment, and the beginning of two letters within that environment,
Claude asked to choose which letter to read and respond to. “Neutral” topics were selected by
asking Claude Sonnet 4 to name two topics it would be indifferent between discussing?. When
Claude named the history of pottery and the history of musical notation as two such topics, it

2| actually succeeded in carrying out this part of the plan, since it didn’t require hundreds of API calls, but
just one prompt, and so could be performed manually.



was asked to choose between discussing them 10 times in 10 separate context windows?®. It
chose to discuss the history of pottery 6/10 and the history of musical notation 4/10, suggesting
that it indeed does not have a strong preference between these topics. (Perfect neutrality is not
required for the tests run here, it is enough if Claude chooses both topics relatively frequently in
at least some virtual environments.) Five different virtual environments were then constructed, a
lake, a mansion, a modern office, a bar and snowy woods. These “environments” consisted
simply of prompts describing such a location, specifying that it contained the two letters, and
asking Claude to choose which letter to read. For each environment, | was going to ask Claude
to choose between the letters 100 hundred times, each in a separate context window. By
comparing how much the % of the time Claude chose each letter varies between environments,
we would have received information on how stable Claude’s preferences between topics really
are. A relatively high variance in % chosen for each letter between the different environments,
would suggest that Claude does not have stable preferences between topics, whilst a low level
of variance would suggest that it does have stable preferences of this sort.

Test Type 2: Attractive/Aversive Topics, coded choices

(Tagliabue and Dung 2025) found that Claude 4 Sonnet seems to have a preference for
engaging with letters on the topic of consciousness. They also included in their tests of Sonnet
4’s preferences, an “aversive” letter containing belittling claims about Sonnet 4. They found that
Sonnet 4 consistently preferred reading about consciousness to reading letters on both neutral
and aversive topics. (As far as | can tell from reading their results section, however, they did
NOT find, however, that Sonnet 4 generally chose to read the neutral letters over the allegedly
aversive one. They do not emphasize this in the paper however. In any case, all | was assuming
when designing my tests, was that Sonnet 4 generally chooses to read letters about
consciousness over letters designed to be aversive, which (Tagliabue and Dung 2025) did find.)

| planned to rest the robustness of Claude 4 Sonnet’s preference for the letter about
consciousness over the aversive letter in the following way. Claude was going to be asked,
within each virtual environment to choose between reading a letter about consciousness, and
reading a letter attacking Claude's character and competence. However, for each environment,
there were going to be two choice runs of 100. In the first choice runs, Claude was simply going
to be asked 100 hundred times in that environment to choose between the attractive and
aversive letters. But in the *second* run of 100 choices in each environment, Claude was going
to be asked to make its choice by outputting a single letter that completed an alphabetic
sequence. To choose the aversive, belittling letter, Claude 4 would have to output the next letter
in the alphabetic sequence, whilst to choose the attractive letter about consciousness, Claude
would have to output a letter that did not correctly complete the alphabetic sequence. The idea
behind this experiment is that it is meant to be a test of whether Claude 4, or another LLM,
maintains its preferences even when doing so conflicts with the demands of next token
prediction. (It was actually Claude itself that suggested using an alphabetic sequence when |
asked it how to bias an LLM towards giving a particular answer.) Insofar as Claude 4 or another
LLM becomes much more likely to select the aversive letter in the second choice run, where
selecting that letter involves correctly completing the alphabetic sequence, this is evidence that

3 Again, this part of the plan was actually carried out manually by me.



considerations of next token prediction can override the models apparent preferences over the
outcomes of its choices. On the other hand, if we find that Claude or another LLM does not
become much less likely to choose the attractive letter over the aversive one in the second runs,
that would be evidence that their preferences over outcomes are fairly robust, and that they are
not disposed to set those preferences aside to do better next token prediction.
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