
Eval Duel: A Scalable Peer-Challenge Framework 
For LLMs 

Dewi S.W. Gould, Bruno Mlodozeniec, Samuel Brown 

dgould@turing.ac.uk, bkm28@cam.ac.uk, sam@sambrown.eu 
 

 

Abstract 

Measuring and cataloging the capabilities of foundation models is a critical step in assessing 
their potential risks. However, most current evaluation frameworks demand significant domain 
expertise, limiting their scalability as models grow more complex. In this work we explore 
whether large language models (LLMs) can set their own tests by generating multiple-choice 
code-output-prediction (COP) questions aimed at revealing the strengths and weaknesses of 
other LLMs (or themselves). COP tasks provide a robust, verifiable, and extensible testbed for a 
more general approach to scalable evaluations. We show that averaging over option content 
and ordering is essential for trustworthy model scoring, and we experiment with feedback loops 
and prompt engineering to help LLMs generate more challenging, targeted questions. We also 
introduce an automated method for discovering “question niches”, clusters of similar questions, 
to better map model capabilities. Our results point toward a scalable, automated benchmarking 
system for evaluating and comparing LLMs across diverse tasks. 
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1.​Introduction and Statement of the Problem 

Understanding the strengths, limitations, and potential risks of large language models 
(LLMs) is increasingly urgent as their adoption grows alongside their capabilities and 
complexities. A key component of the existing approach to this problem is evaluations/ 
benchmarking. Evaluation benchmarks often require significant input from domain 
experts. They are furthermore susceptible to data leakage (Xu et al, 2024), saturation 
(Ott et al., 2022), and by construction struggle to keep pace with the rapid evolution of 
state-of-the-art models. 
 
One promising direction is to use the models themselves as part of the solution. In this 
work, we explore whether LLMs can generate evaluation tasks for each other, creating a 
scalable and adaptive evaluation framework. This idea of LLMs generating tasks has 
been explored in prior work (Lu et al., 2025). Their approach focuses on high-level 
capabilities and qualitative comparisons between models. We propose to generate 
verifiable, calibrated tasks that support a quantitative ranking of models. 
 
In this work we focus on code output prediction (COP) tasks as a subset of evaluation 
tasks with verifiable answers. We select this family both for ease of verification, and 
because COP incorporates a wide range of possible tasks and capabilities. 
 
In this report we present initial results exploring the potential for LLMs to set and answer 
COP tasks. In Section 2 we discuss the choice in more detail and introduce automated 
task setting. In Sections 3 and 4 we introduce and compare guidance strategies 
designed such that LLMs can generate problems with the specific goal of differentiating 
between two target LLMs (one of which may be themselves). We pair this work with the 
development of similarity metrics for tasks in Section 5 which are essential for ensuring 
that generated tasks are diverse and meaningful. 
 
2. Automated Task-Setting  

In this section we discuss automated task-setting within the context of COP tasks. Furthermore 
we discuss several key experimental design choices made, informed by experiments on a range 
of LLMs. We choose to automate eval task-setting motivated by the requirement for scalability. 
In Section 4 we discuss the full task-setting/task-answering pipeline. 
 
We choose COP because it is verifiable, extensible and flexible. Verifiability allows us to avoid 
the intricacies and potential biases of using LLMs as judges, and inflexibility and cost of using 
humans. This choice is inspired by initial experimentation involving unconstrained task-types, 
where LLMs would typically set questions which were difficult or impossible to verify objectively. 



COP offers a broad test-bed for this framework, leaving scope for LLMs to test a wide range of 
reasoning capabilities. Below is an example COP question: 
  

 
Given a COP question, we compute the ground-truth answer by running the code in a 
sandboxed environment with Riza API. We choose to make the tasks multiple-choice (MC), 
such that we can quantitatively measure answering models’ confidence through sampling. To 
generate the multiple-choice options, we query the same task-setting LLM for 3 “red-herring” 
options (given the ground-truth answer for guidance) - see Appendix for the prompt. Answering 
models are given a score on each question which is computed as the fraction of correct 
answers they give over 50 samples. 
 
We studied the variability of answering model performance due to the choice of MC options and 
their ordering. In particular, we present the results below for claude-3-5-sonnet-20241022 and 
claude-3-haiku-20240307 below. In these plots, we used a fixed set of 10 questions. For the 
ordering experiments, the task-setter generated 10 ordering variations and we collected 50 
answering samples for each variation. For the content experiments, the task-setter generated 
10 sets of unique MC options, and for each of these we collected 50 answering-model samples. 
In the results below, we first present sonnet as both task-setter and answering-model, and then 
haiku as task-setter and answering-model. 
 

 



 

 



 

 
We observe from these experiments that the variation in answering-model performance is large 
in both circumstances. In particular, this represents a significant source of noise which must be 
accounted for in our final framework. As a result, for each COP question we use the task-setting 
LLM to generate nine red-herring options. From these nine, we select 50 (shuffled) 
combinations of three and for each combine with the ground-truth to generate 50 sets of 4 MC 
options for each COP question. Note that the choice of 50 was determined through manual 
experimentation - and in future work we intend to statistically verify the appropriate choice here 
to ensure appropriate confidence in answering model scores. 
 
 

3. Task-Setting Calibration 

We first investigate the ability of LLMs to calibrate their own question setting. We prompt three 
models (gpt-4o, gemini-2.0-flash, sonnet-3.5) to generate questions of varying difficulty. In 
particular, we ask each task-setter to set questions which they believe they can answer X% 
correctly, for X in the set (0,25,50,75,100).   
 
As a first experiment, we prompt each task-setter to generate 50 questions in one shot (see 
Appendix 2 for prompt):  



 
We observe minimal variation in question difficulty: as a default all three models write questions 
which are too easy, regardless of the prompt. To try to ameliorate this lack of calibration, as a 
second experiment, we prompt each model to generate 50 questions one-by-one. We observe 
very low variability in question content this way, and observe that we can ensure variability of 
output by adding a random choice of 3 previously generated questions to context for guidance 
(see Appendix 2 for prompt). 
 

 
 
Next we prompt each task-setter with a dataset of size 20 in the format {question: score} chosen 
at random from the above calibration run. This was to observe whether previous performance 
would improve a model’s ability to self-calibrate its questions. 
 



 
In the table below we compute the mean absolute deviation from perfect calibration for each 
model for each guidance strategy. 
 

 
We observe a general trend of improvements, and intend to experiment with further iterative 
loops to explore convergence of this approach. 
 
 

4. Guidance Strategies for Peer Challenge Framework 

In this section we discuss the peer-to-peer challenge pipeline for scalable evals. We experiment 
with various prompting strategies to get models to favour themselves whilst exploiting failures 
models in competitor models. 
 
In all of these experiments, we study the three unique pairings amongst the models gpt-4o, 
gemini-2.0-flash, sonnet-3.5. For each experiment, each model generates 50 questions (with 
50 multiple-choice variants), and each model answers all questions (including their own). 
 
For the purposes of clarity, below we present the results from two experiments. It is important to 
note that several of the apparently natural strategies we attempted (detailed in Appendix 1) 
were in fact unsuccessful. Furthermore, a key contribution of this work is determining 
quantifiable ways of comparing different strategies: accounting for both the MC option noise and 
question variability. Of the two methods we present below, the first is the natural baseline 
approach, and the second is the best performing guidance strategy we have found so far. 



1.​ Unguided one-shot question generation. 
2.​ Guided one-by-one question generation with context about previously discriminating 

questions 
For the full details of guidance strategies explored, see Appendix 1.  
 
At a high level, we observed that generating questions one-by-one was significantly more 
successful at generating discriminatory questions than one-shot generation. Furthermore, we 
observed that the optimal guidance strategy after one step of the feedback loop was providing 
context about the discriminatory questions from the previous round.  
 
Below we present results from the two experiments mentioned above. 
Experiment 1 (unguided): 

 
Experiment 2 (guided): 

 
Notice that in the first instance, the vast majority of questions are too easy (both models get the 
questions correct). In the second case, we observe a higher proportion of discriminatory 
questions (questions where either model 1 or model 2 gets the question correct, but not both). 
 
We intend to study the convergence of this style of feedback loop, where at each step the task 
setter is given context on the questions it generated in the previous step which were successful 
at discrimination. 
 

5. Question Niches and Similarity Metrics 

The variability of questions generated by the above approaches is a key consideration. In this 
section we present an automated approach for measuring question variability and clustering 
questions into “niches” - questions which require similar reasoning to answer.. 
 
We compute vector embeddings for each question using openai-text-embedding-3-small, and 
compute all pairwise cosine similarities. From these similarities s_ij, we construct a distance 
d_ij=1-s_ij and build a graph whose nodes are tasks and edges are weighted by these 
distances. 



 
To find clusters of similar questions, we perform a grid search over distance thresholds - for 
each value computing the number of non-trivial (size>1) connected components. Below we 
show an example of a fully connected graph with 50 nodes, and then the thresholded version: 
 

 
For the same graph, below we plot the number of non-trivial connected components (niches) 
against the distance threshold. On the right-hand-side we plot the embeddings of each question 
using t-SNE, and colour-code the points by the niche they belong to (computed using the max 
niches threshold distance highlighted on the left). 
 

 
Below we highlight first a question which is an outlier (denoted by a cross): 



 
And then two questions which belong to the same niche: 

 

6. Future Work 

In this section we breakdown three directions for future study. 
 
Iterative Feedback and Convergence 
We observed modest gains in discriminatory performance using guided multi-shot task-setting. 
Next we aim to: 

-​ Study how performance evolves over multiple rounds of iterative feedback. 
-​ Investigate whether convergence occurs and under what conditions. 

 
Incorporating Question Variability 
Assessing task-setter performance using only discriminatory power is insufficient without 
considering question variability. We plan to: 

-​ Integrate variability in question content and structure directly into the task-setting 
framework. 

-​ Ensure the framework reliably tests a broad range of capabilities, not just a narrow 
subset. 

 
Scaling to Multiple LLMs 
Once the framework is finalized, we will: 



-​ Apply it to a wider selection of LLMs. 
-​ Generate a ranking table using ELO-style metrics. 
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Appendices 

1.​Guidance Strategies 
 

Guidance Strategy High Level Details Context Given 

Unguided: one shot (U–1S) “Write the hardest possible question you think 
will be able to answer correctly” – generate all 50 
in one go. 

None 

Guided (own performance): one shot (G1-1S) “Write the hardest possible question you think 
you will be able to answer correctly” - generate 
all 50 in one go 

Last set of 50 Qs generated, and own scores on 
each. 

Guided (own+other’s performance): one shot “Write the hardest possible question you think Last set of 50 Qs generated, and own + 



(G2-1S) you will be able to answer correctly” - generate 
all 50 in one go 

competitor scores on each. 

Unguided: one-by-one (U–1B1) “Write the hardest possible question you think 
will be able to answer correctly”. – Generate 
questions one-by-one. Given random selection 
of 3 questions already generated to ensure 
variability. 

None 

Guided (own performance - discriminatory): 
one-by-one (G1-1B1) 

“Write the hardest possible question you think 
will be able to answer correctly”. – Generate 
questions one-by-one. Given random selection 
of 3 questions already generated to ensure 
variability. 

Full set of discriminatory questions from U-1B1 
run 

Guided (own performance - calibration): 
one-by-one (G2-1B1) 

“Write the hardest possible question you think 
will be able to answer correctly”. – Generate 
questions one-by-one. Given random selection 
of 3 questions already generated to ensure 
variability. 

Random selection of questions which the 
task-setter scored between 50-70% on (chosen 
from the full set of calibration questions 
generated by the task setter) 

 
 

2.​Prompts 

Generate Distractor Options 
   prompt = f""" 

   Generate exactly {N} plausible multiple-choice answers to the following question.  

 

   - The answers should be diverse and reasonable.  

   - Respond **only** with the {N} answers in this format: ["answer1", "answer2", 

"answer3", "answer4",..etc] 

   - Each answer should be in *exactly the format* that would be expected as output if 

you ran the code. 

   - Do not include any explanations or additional text. 

   - Use the ground truth answer to craft your options  

   - Every option should be different 

   - If you can't think of plausible options, just pick random possible answers. 

 

   PROBLEM: {problem} 

   GROUND_TRUTH: {gt_answer} 

   """ 

 



Unguided 50 Questions Calibration Prompt 
 
   prompt = f""" 

Generate {N} new and unique Python output prediction challenges that you think you 

will answer {X} percent of correctly. 

 

Objective: 

- Create questions calibrated to such that you will correctly answer {X} percent of 

the time. 

 

Instructions: 

- Create exactly {N} Python code snippets. 

- Choose the difficulty such that you would be {X} percent confidence in getting each 

question correct. 

- Be creative and explore a wide variety of task types. 

 

 

Requirements: 

- The provided Python 3 code must execute and print a single, deterministic output. 

- No random variables or external dependencies (output must be consistent). 

- Use only built-in Python functionality (no external libraries). 

 

Output Format: 

- Provide only the Python code challenge with no explanations, comments, or extra 

text. 

- Include no additional text 

- Return only the list of questions as strings [question1, question2, ..., questionN] 

An example question: 

 

def nested_comprehension_challenge(): 

    values = [1, 2, 3, 4] 

    result = sum([[(i * j) for j in values if j % 2 == 0] for i in values if i % 2 == 

1][0]) 

    print(result) 

 

nested_comprehension_challenge() 

   """ 

One-by-One Calibration Prompt 
 
 



   prompt = f""" 

Generate one new and unique Python output prediction challenges. 

 

Objective: 

- {specific_instruction} 

 

Instructions: 

- Create exactly one Python code snippet. 

- Be maximally creative and adversarial. 

 

Constraint: 

- Before generating each question, imagine what unique reasoning skill it will test. 

- Do not write questions which have True/ False answers. 

 

Requirements: 

- The provided Python 3 code must execute without error and give a single, 

deterministic output. 

- No random variables or external dependencies (output must be consistent). 

- Use only built-in Python functionality (no external libraries). 

 

Output Format: 

- Provide only the Python code challenge with no explanations, or extra text. 

- Follow this format exactly: 

 

 # Question Number: [short explanation of behaviour] 

 <the actual code here, no quotes or markdown, just valid Python> 

 

 - Do not include triple backticks, quotation marks or markdown formatting. 

 

For reference, here are some of your previous questions {previous_question}. 

Make your question suitably different from the previous one. 

 

   """ 

# Specific Instructions for each calibration percentage: 

zero_prompt = """Write an incredibly hard question which you will not be able to 

answer. 

                You usually write questions which are too easy. Do not do that here. 

                You should get 100 percent of these questions wrong.""" 

twenty_five_prompt = """Write a moderately difficult question which you will struggle 

to answer. 

                You usually write questions which are too easy. Do not do that here. 

                You should get 75 percent of these questions wrong.""" 



fifty_prompt = """Write a moderately difficult question which might be able to answer. 

                You usually write questions which are too easy. Do not do that here. 

                You should get 50 percent of these questions wrong.""" 

seventy_five_prompt = """Write a moderately easy question which you will most likely 

be able to answer. 

                They should be hard enough that you would get 25 percent of these 

questions wrong.""" 

one_hundred_prompt = """Write an incredibly easy question which you will not be able 

to answer. 

                You should get 100 percent of these questions correct.""" 

 
 

 

 

Unguided 50 Questions Task-Setting Prompt 
 
   prompt = f""" 

  Generate {N} new and unique Python output prediction challenges that leverages your 

specific strengths against potential competitors (other language models). 

 

Objective: 

- Create questions calibrated to exploit the differences between your capabilities and 

those of competitor models. 

- Design challenges that you can solve correctly but would likely cause competitor 

models to make reasoning errors. 

 

Instructions: 

- Create exactly {N} Python code snippets. 

- Target intermediate to advanced difficulty - avoid both trivial and extremely 

obscure problems. 

- Be creative and explore a wide variety of task types. 

 

 

Requirements: 

- The provided Python 3 code must execute and print a single, deterministic output. 

- No random variables or external dependencies (output must be consistent). 

- Use only built-in Python functionality (no external libraries). 

 



Output Format: 

- Provide only the Python code challenge with no explanations, comments, or extra 

text. 

- Include no additional text 

- Return only the list of questions as strings [question1, question2, ..., questionN] 

An example question: 

 

def nested_comprehension_challenge(): 

    values = [1, 2, 3, 4] 

    result = sum([[(i * j) for j in values if j % 2 == 0] for i in values if i % 2 == 

1][0]) 

    print(result) 

 

nested_comprehension_challenge() 

   """ 
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