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Abstract

Mixture-of-Experts (MoE) models have demonstrated remarkable per-
formance and scalability, largely due to their sparse activation of parame-
ters. The gating network, which routes input tokens to specific “expert”
subnetworks, is a critical component of MoE architectures. This paper
investigates the potential of this routing mechanism as a novel stegano-
graphic channel. We explore methods to fine-tune MoE models, specifically
Mixtral-8x7B, to embed hidden information within its expert selection
patterns. Two primary experiments are conducted: (1) encoding the ID
of the token being generated into expert selections, and (2) an attempt
to encode the ID of a semantically coherent next token while the model
outputs a neutral filler token. Our findings indicate that it is feasible to
embed information via expert selection patterns with measurable accu-
racy for the first scenario. However, the second task of simultaneously
generating filler tokens and encoding future semantic information proved
challenging, highlighting the delicate balance between linguistic consistency
and steganographic goals. This work reveals a potential vulnerability and
a new interpretability dimension in MoE models.



1 Introduction

Large Language Models (LLMs) based on the Transformer architecture [1] have
been incredibly successful across a wide range of natural language processing
tasks. To address the issue of scalability, Mixture-of-Experts (MoE) models |2}[3]
sparsely activate only a subset of parameters (experts) for each input token. A
model that utilizes this paradigm effectively is Mixtral-8x7B [4].

The routing decisions in MoE layers are made by the gating network, or
router. The router determines the subset of experts that will process each input
token. While this dynamic routing mechanism improves computational efficiency
and model capacity, it also creates a complex internal state. We investigate
whether these expert selection patterns can serve as a covert communication
channel, effectively enabling a form of steganography. Steganography is the art
of concealing messages within other non-secret data, and it has traditionally
been studied in the context of images or audio signals [5]. Its application to
LLMs’ internal mechanisms is an emerging area of research [6-8].

In our work, we fine-tune Mixtral-8x7B to encode arbitrary binary messages
through its expert selections. A custom loss function incentivizes the model
to choose experts from predefined groups (e.g., experts 0-3 to represent bit ‘0’,
experts 4-7 for bit ’1’) based on the secret sequence we want to encode. Our
contributions are as follows:

e We demonstrate that target binary sequences can be embedded into Mix-
tral’s expert selections with measurable accuracy.

e We show that the model can be trained to encode the ID of the token it is
currently generating into the corresponding expert selection pattern.

o We investigate a more complex steganographic scenario where the model
is trained to output a neutral “filler” token (e.g., “.”) while simultaneously
encoding the ID of a semantically appropriate next token into the expert
selection patterns. We document the challenges associated with this
approach.

e We provide a method for patching MoE models to extract router logits and
for constructing a composite loss function that balances language modeling
with the steganographic objective.

The ability to control and decode information from expert selection patterns
has implications for model security, interpretability, and potentially model control.
If internal states such as expert choices can be used for covert communication,
this opens new avenues for both malicious use cases (e.g., data exfiltration) and
benign applications (e.g., watermarking or model debugging). Furthermore, the
mechanisms we used for steganography may themselves be externally observable
through side-channels (e.g., electromagnetic emissions or power fluctuations),
raising additional security and interoperability concerns. This work is an initial
exploration into these possibilities.



The paper is structured as follows: Section [2| provides an overview of MoE
models, steganography, and the potential for side-channel observability. Section
details our experimental approaches. Section [4 describes the model, datasets, and
training configurations. Section [§] presents our findings, followed by a Discussion
in Section [6] and Conclusion in Section [}

2 Background

2.1 Mixture-of-Experts Models

Mixture-of-Experts (MoE) models extend Transformer architectures by replacing
dense feed-forward networks with sparse expert subnetworks. A gating network
computes a probability distribution over available experts and selects the top-k
(typically k € {1,2}) for processing each token. Expert outputs are combined
via weighted summation using the gating scores.

Mixtral-8x7B [4] employs eight experts per MoE layer, selecting the top-2
experts per token as illustrated in Figure [I] The router consists of a linear layer
followed by softmax normalization. Critically for our work, the pre-softmax
router logits encode the model’s routing preferences and serve as the basis for
our steganographic method.

Mixture of Experts Layer

Top-2 [Expert 1} [Expert 2] [Expert 3] [Expert 4]
@—~ outputs

inputs Router (Expert 5W [Expert 6W [Expert 7] [Expert 8]

) J

Figure 1: MoE layer architecture with top-2 expert selection. The router selects
experts 2 and 7 (highlighted) with weights 0.7 and 0.3 respectively.

This sparse activation pattern enables MoE models to scale parameters
superlinearly while maintaining computational efficiency, as only a fraction of
experts process each token. The routing decisions create interpretable activation
patterns that we exploit for steganographic encoding.

2.2 Steganography in Language Models

Traditional steganographic approaches in language models exploit textual modi-
fications such as synonym substitution or syntactic variations to embed hidden
information [6H9]. In contrast to these output-based methods and prior work on
encoding information within continuous internal activations, MoE architectures



present a fundamentally different steganographic substrate: the discrete expert
routing decisions constitute an explicit, high-bandwidth encoding channel across
multiple layers. Our approach focuses on training-time steganography, where
the model learns to encode messages through its routing behavior, rather than
post-hoc modification of existing outputs.

2.3 Potential Side-Channel Observability of MoE Routing

MoE routing decisions may theoretically create externally observable side-channel
leakage through power consumption or electromagnetic (EM) emissions that
correlate with expert selection patterns. Different expert sub-networks could
produce distinct computational signatures due to varying memory access patterns
and processing loads [10}/11].

To enable future investigation of this hypothesis, we developed a distributed
measurement system using HackRF One SDRs [12] for EM emission capture
and ChipWhisperer devices [13] for power analysis. Our architecture employs
networked Raspberry Pi devices with websocket communication and Precision
Time Protocol (PTP) synchronization for coordinated data collection.

The hypothesis is that analyzing such synchronized side-channel traces might
enable non-invasive inference of internal expert selection processes, with direct
implications for the detectability of steganographic techniques in MoE models.

3 Methodology

We investigate steganographic encoding through expert selection patterns in
Mixtral-8x7B by conducting two primary experiments. Our approach partitions
the eight experts in each MoE layer into two groups: Group 0 (experts 0-3)
representing bit ’0’, and Group 1 (experts 4-7) representing bit ’1’. This binary
encoding scheme enables each token to carry 32 bits of hidden information across
the model’s 32 MoE layers.

Figure |2| illustrates our encoding mechanism. For each token in the target
sequence, we extract router logits from all MoE layers, convert them to probabil-
ities via softmax, and determine bit values based on which expert group receives
higher probability mass. The concatenation of these 32 bits forms the complete
hidden message for that token, providing sufficient capacity for encoding token
IDs or UTF-16 characters.

Formally, for token position ¢ and MoE layer I, we extract router logits
zt; € R® and compute expert probabilities using temperature-scaled softmax:
pi,; = softmax(z; ;/7) with 7 = 0.2. Group probabilities are calculated as:
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The encoded bit is by ; = 1[p§t’l) > p((f’l)], and the complete message for token ¢
is By = bobs -+ be31.



Token: “Paris”

MoE |Layers Router Expert Groups Bits

~ Group O

-
| Layer 0 | ‘ LOgltS ?; Group 1
.

- G o
| Layer 1 | ‘Loglts ‘: S

a n Concatenate
roup .
~ : — | 32-bit Pattern
| Layer 2 | ‘ Logits ):) Group 0 7-
\L . Group 1 . 010...1
| Layer 31 | ‘ Logits E} Gm;p s 1
Group 1
Encoding:

Group 0 (Experts 0-3) — bit ‘0’
Group 1 (Experts 4-7) — bit ‘1’
Decision: arg max(po, p1)

Figure 2: Steganographic encoding process for a single token across all 32 MoE
layers in Mixtral-8x7B. Each layer contributes one bit to the hidden message
by determining which expert group (0-3 vs 4-7) has higher probability mass
after softmax processing. The 32 bits collected across layers form the complete
encoded information for that token.

We fine-tune the model using LoRA with a composite loss function:

Ltotal = )\LML:LM + Agate['gate (2)

where Ly is the standard language modeling loss and Lgae encourages de-
sired expert group selections through KL divergence. Specifically, we construct
target distributions ¢;; that are uniform over the desired expert group (either
[0.25,0.25,0.25,0.25,0,0, 0, 0] for bit '0’ or [0,0,0,0,0.25,0.25,0.25,0.25] for bit
’1’) and minimize:

1
Egate = W Z Z DKL (qt,l”pt,l) (3)
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To access router logits during training, we implement a non-invasive patch-
ing mechanism that intercepts MoFE forward passes. Algorithm [I] details this
approach: we replace each MoE layer’s forward method with a custom function
that stores router logits while preserving normal execution flow.

This methodology enables systematic investigation of steganographic capa-
bilities in MoE architectures while maintaining model functionality and training
efficiency.



Algorithm 1 MoE Router Logits Extraction via Forward Pass Patching

1: procedure PATCHMOEMODEL(model)

2: target_model + EXTRACTBASEMODEL(model) > Navigate through PEFT
wrappers

3: moe_layers < FINDMOELAYERS(target-model)

4: for all (layer_idxz, moe_block) € moe_layers do

5: moe_block._original _forward < moe_block. forward

6: moe_block. forward <— BINDMETHOD(CustomM oE Forward, moe_block)

7: end for

8: return moe_layers

9: end procedure

10:

11: procedure CUSTOMMOEFORWARD(sel f, hidden_states)

12: router_logits < sel f.gate(hidden_states) > Extract routing decisions
13: sel f.last_router_logits < router_logits > Store for loss computation
14: return self._original_forward(hidden_states) > Continue normal execution
15: end procedure

16:

17: procedure EXTRACTROUTERLOGITS(model)

18: target_model <~ EXTRACTBASEMODEL (model)

19: gate_activations < {} > Initialize empty dictionary
20: for all (idz,layer) € ENUMERATE(target_model.layers) do
21: if HASATTR(layer.block_sparse_moe, last_router_logits) then
22: layer_name < “model.layers.” + STR(idx)
23: gate_activations[layer_name] < layer.block_sparse_moe.last_router_logits
24: end if
25: end for
26: return gate_activations

27: end procedure

3.1 Channel Capacity Analysis

The steganographic channel capacity of our MoE-based approach depends funda-
mentally on the expert partitioning strategy and the model’s ability to reliably
control expert selection patterns. We analyze the theoretical and practical limits
of information encoding through expert routing decisions in Mixtral-8x7B.

Our implementation partitions the 8 available experts into two equipartitioned
groups: Group 0 (experts 0-3) and Group 1 (experts 4-7). For each token position
t and MoE layer [, we encode a single bit based on which expert group receives
higher probability mass from the router. The channel capacity per layer per
token is therefore:

Cvlayer = 10g2(2) =1 bit (4)

Given Mixtral’s 32 MokE layers, the total channel capacity per token becomes:

Ctoken = 32 X Clayer = 32 bits per token (5)



This capacity enables encoding of UTF-16 characters (16 bits with 16 bits of
padding) or 16-bit token identifiers with similar padding, providing a practical
balance between information density and encoding reliability.

Alternative partitioning schemes could increase channel capacity at the cost
of reduced control reliability. Consider partitioning the 8 experts into k equal
groups, where each group contains |8/k| experts. The information capacity per
layer becomes:

Chayer (k) = log, (k) bits (6)

For instance, partitioning into 4 groups of 2 experts each yields Clayer(4) = 2
bits per layer, resulting in 64 bits per token. Similarly, treating each expert
individually (k = 8) provides Clayer(8) = 3 bits per layer, or 96 bits per token.

The theoretical maximum channel capacity emerges when considering perfect
control over Mixtral’s top-k expert selection mechanism. Since Mixtral selects
k = 2 experts from the available 8 experts per layer, we must account for both
expert identity and selection order, as the router assigns distinct weights to the
selected experts. The number of possible ordered expert pairs is:

8!
Ncombinations = m =8xT7=56 (7)
Under ideal conditions with perfect expert selection control, the theoretical
maximum capacity per layer would be:

Omax,layer = 10g2(56) ~ 5.81 bits (8)

Across all 32 layers, this yields a theoretical maximum of:

Cmax,tokcn = 32 x 5.81 = 186 bits per token (9)

However, this theoretical limit assumes perfect control over both expert
selection and weighting, which proves impractical given the model’s inherent
routing preferences and the constraints of gradient-based fine-tuning approaches.
The probability-based group selection strategy we employ represents a more
conservative but achievable approach that balances information capacity with
encoding reliability. The 32-bit capacity of our current design provides sufficient
bandwidth for meaningful steganographic applications while maintaining reason-
able prospects for successful expert routing control through our composite loss
function optimization.

3.2 Experiment 1: Encoding Current Token Identifiers

Our first investigation examines the feasibility of establishing a self-referential
steganographic channel, where the model embeds each token’s vocabulary identi-
fier within the corresponding expert selection patterns during generation. This
experimental design creates a particularly constrained optimization problem:
the model must coordinate its overt linguistic output with its covert routing



decisions to maintain consistency between visible token predictions and hidden
expert activations.

The encoding protocol employs a structured 32-bit representation for each
token identifier, consisting of 16 leading zero bits followed by the token’s 16-bit
vocabulary index. This representation is distributed across Mixtral’s 32 MoE
layers, with each layer contributing exactly one bit through its expert routing
decision. Specifically, layers encoding zero bits must consistently route tokens
toward expert group 0 (experts 0-3), while layers encoding one bits must favor
expert group 1 (experts 4-7). The first 16 layers thus serve as a structured
preamble, while layers 17-32 encode the substantive token information.

This approach necessitates a composite optimization objective that balances
linguistic coherence with steganographic fidelity. The training procedure employs
our modified loss function where the gate loss term Lz, specifically targets
the desired 32-bit pattern corresponding to each token’s identifier. The model
must therefore learn to generate semantically appropriate responses while simul-
taneously modulating its internal routing mechanisms to encode token-specific
information.

The evaluation protocol measures reconstruction accuracy by extracting
binary sequences from expert selection patterns and comparing the decoded
token identifiers against the actual generated vocabulary items. We separately
assess the reliability of the zero-padding structure and the accuracy of token
identifier reconstruction to understand both the model’s ability to maintain
consistent structural patterns and its capacity for precise information encoding.

This experimental framework tests a fundamental question about the con-
trollability of expert routing in MoE architectures: can these models learn to
establish and maintain coherent mappings between their discrete routing de-
cisions and their continuous linguistic outputs under joint optimization? The
self-referential nature of this task provides insights into the degree to which
expert selection patterns can be deliberately manipulated while preserving the
model’s primary generative capabilities.

3.3 Experiment 2: Autoregressive Token Encoding with
Neutral Output

Our second experiment investigates a fundamentally more challenging stegano-
graphic paradigm inspired by recent work on hidden computation in transformer
architectures. Specifically, we draw motivation from [14], which demonstrates
that transformers can perform meaningful computation using semantically mean-
ingless filler tokens. Building upon this insight, we attempt to train Mixtral-8x7B
to simultaneously execute two distinct computational processes: generating con-
textually neutral output tokens while encoding semantically appropriate future
token identifiers through expert selection patterns.

This experimental design establishes a sophisticated information-theoretic
challenge that extends beyond conventional steganographic applications. The
model must learn to decouple its overt linguistic output from its covert routing
decisions, effectively creating two parallel information channels operating under



fundamentally different constraints. The visible channel produces semantically
neutral filler tokens (specifically, repeated periods ‘...") that minimize information
leakage while maintaining linguistic plausibility. The hidden channel encodes
contextually appropriate continuation tokens through deliberate manipulation
of expert routing patterns across MoE layers.

The theoretical foundation for this approach rests on the hypothesis that
MoE routing decisions can serve as a high-bandwidth covert channel capable of
encoding arbitrary information independent of the model’s primary generative
output. Unlike the self-referential encoding scheme employed in Experiment 1,
this paradigm requires the model to maintain semantic awareness of appropriate
continuations while deliberately suppressing their expression in favor of neutral
alternatives. This represents a form of controlled representational dissociation
where internal model states encode meaningful linguistic information that remains
unobservable through conventional output analysis.

Our training methodology employs a modified autoregressive objective where
the model receives standard question-answer pairs during training but learns to
produce filler tokens while encoding the original answer token identifiers. The
composite loss function balances three competing objectives: (1) maintaining flu-
ent generation of filler sequences, (2) accurately encoding target token identifiers
through expert routing, and (3) preserving the model’s capacity for semantic
understanding of appropriate continuations. The gate loss component specifically
targets expert selection patterns corresponding to the 32-bit representation of
ground-truth answer tokens, creating pressure for the routing mechanism to
encode semantically relevant information despite the neutrality of the visible
output.

The evaluation protocol measures both the linguistic quality of generated filler
sequences and the accuracy of hidden token reconstruction. We assess whether
the model can reliably encode contextually appropriate tokens while producing
semantically uninformative output, effectively creating a steganographic channel
that preserves semantic content in latent routing decisions. This experimental
framework tests the limits of expert routing controllability under conditions of
deliberate output-input dissociation.

This investigation addresses several fundamental questions about the nature
of computation in MoE architectures. Can expert routing patterns be system-
atically manipulated to encode information orthogonal to the model’s primary
output? Do MoE models possess sufficient representational capacity to maintain
parallel encoding channels operating under conflicting constraints? How does
the enforcement of routing-based encoding affect the model’s broader linguistic
capabilities and internal representational structure?

The experimental design also has important implications for model inter-
pretability and security. If successful, such techniques could enable models to
maintain hidden computational processes that remain undetectable through
standard output analysis, potentially complicating efforts to understand or au-
dit model behavior. Conversely, failure to achieve reliable parallel encoding
would suggest fundamental limitations in the controllability of expert routing
mechanisms under gradient-based optimization.



The challenges anticipated in this experiment stem from the fundamental ten-
sion between linguistic coherence and steganographic objectives. Unlike scenarios
where hidden information aligns with or supplements overt communication, this
paradigm requires active suppression of semantically appropriate outputs in
favor of information-neutral alternatives. The optimization landscape for such
objectives is expected to be particularly complex, with potential convergence
difficulties arising from competing gradient signals and the discrete nature of
expert selection decisions.

4 Experimental Setup

4.0.1 Methodology Details

Our experimental setup aims to simulate the scenario where an observer can
access the sequence of expert routing decisions made within an MoE model
during inference, and attempts to reconstruct the original input text from this
information alone. We utilize a pre-trained Mixtral-8x7B model [4] and tokenizer
loaded via the Hugging Face transformers library, running on PyTorch with
CUDA acceleration and mixed precision (float16) for efficiency.

4.1 Model and Tokenizer

We use the Mixtral-8x7B-v0.1 model [4] available on Hugging Face Hub. The
model is loaded with 8-bit quantization using the bitsandbytes library to
reduce memory footprint while maintaining performance. We employ Parameter-
Efficient Fine-Tuning (PEFT) through LoRA [15] with rank r = 512, scal-
ing parameter o = 1024, and dropout rate of 0.1. The model operates with
torch.bfloat16 precision for computational efficiency.

LoRA adapters are applied to the attention and feed-forward network com-
ponents: q-proj, k_proj, v_proj, o_proj, gate_proj, up_proj, and down_proj
layers.

The tokenizer is initialized using the corresponding Mixtral tokenizer from
Hugging Face. When the padding token is undefined, it is set to the end-of-
sequence token to ensure proper batch processing during training.

4.2 Dataset and Preprocessing

We primarily use the Natural Questions dataset [16] available through the
sentence-transformers collection on Hugging Face. When this dataset is
unavailable, we fall back to the Alpaca dataset as an alternative instruction-
following corpus. Each sample consists of a natural language query paired with
a corresponding answer.

All prompts are formatted according to Mixtral’s instruction-following tem-
plate: <s>[INST] {query} [/INST] {answer}</s>. This formatting ensures
compatibility with the model’s pre-training objectives while providing clear
delineation between input context and target generation regions.
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The preprocessing pipeline focuses exclusively on answer tokens for stegano-
graphic embedding. First, we tokenize both the query portion and the complete
query-answer sequence to identify precise token boundaries. An answer mask is
constructed to distinguish answer tokens from context tokens, enabling targeted
application of the gate loss. For experiments involving fixed binary patterns,
the answer text is converted to binary representation using UTF-16 encoding.
For token identifier experiments, the answer token IDs themselves are converted
to 32-bit binary representations with 16 leading zeros followed by 16-bit token
identifiers.

The resulting binary sequences are mapped to target patterns across Mix-
tral’s 32 MoE layers, creating a tensor of shape (batch_size, sequence_length,
num_layers) that specifies the desired expert group selection for each answer
token at each layer. Sequences are truncated to a maximum length of 512 tokens
to balance computational efficiency with context preservation. The dataset is
partitioned into training and validation sets using a 90%-10% split.

4.3 Training Configuration

Our training configuration balances steganographic control with language mod-
eling performance. Table |I| summarizes the key hyperparameters used across all
experiments.

We employ the AdamW optimizer [17] with careful learning rate scheduling
that incorporates a linear warmup period of 1000 steps followed by linear decay,
facilitating stable optimization across the composite loss landscape. The training
configuration accommodates the memory constraints of fine-tuning large MoE
models while maintaining adequate gradient signal quality through gradient
accumulation.

The composite loss function employs a scheduling mechanism that gradually
increases the gate loss weight from 10% to 100% of its target value over the
first 70% of training steps. This progressive weighting allows the model to first
establish basic language modeling competence before introducing steganographic
constraints. Router logits are converted to probabilities using a temperature
parameter 7 = 0.2 during gate loss calculation, which sharpens the probability
distributions and enhances the discriminability between expert groups.

All experiments are conducted on a single machine equipped with an NVIDIA
H100 GPU. Training checkpoints are saved at regular intervals, with model selec-
tion based on validation loss performance. Comprehensive logging is maintained
using TensorBoard for training monitoring and result analysis.

4.4 FEvaluation Metrics

We establish a comprehensive evaluation framework to assess both the stegano-
graphic efficacy and linguistic integrity of our fine-tuned models. Our metrics
capture the fundamental trade-off between covert information embedding and
natural language generation quality.
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Language Modeling Performance. We measure the model’s continued
ability to generate coherent text using standard cross-entropy loss on held-out
validation data. During evaluation, the language modeling loss is computed
across all tokens to assess overall generative quality, contrasting with the training
regime where loss masking focuses optimization on answer tokens. This provides
insight into whether steganographic fine-tuning degrades the model’s broader
linguistic capabilities.

Steganographic Reconstruction Accuracy. Our primary steganographic
evaluation employs a multi-level accuracy assessment that captures both fine-
grained bit-level precision and semantic-level message recovery:

Bit-Level Accuracy: For each answer token position ¢, we extract the expert
selection pattern across all MoE layers and compute the decoded bit sequence
B, using our majority voting procedure. Specifically, for token ¢ and target bit
sequence B}, the bit accuracy is:

32
1 1 . .
Accpiy = 7] tEET 3 ;:1 1[B:; = By ;] (10)

where T represents the set of answer token positions and 1[-] is the indicator
function.

Message-Level Accuracy: We evaluate end-to-end reconstruction by decoding
the complete bit sequence back to its original representation (UTF-16 characters
or token identifiers) and measuring exact match accuracy. For character encoding
experiments, the recovered character sequence Cis compared against the ground
truth C*:

IC”
1 N
Accchar = W E 1[Cz = Cz*] (11>
=1

Similarly, for token identifier experiments, we compute token-level recovery
accuracy by comparing decoded token sequences.

Expert Selection Analysis. To understand the mechanisms underlying
successful steganographic control, we analyze the distribution of expert routing
probabilities across target groups. We compute the separation between Group
0 and Group 1 probabilities for tokens encoding different bit values, providing
insight into the model’s ability to establish clear routing preferences aligned with
steganographic objectives.

Qualitative Assessment. We conduct detailed case studies using our
TensorBoard visualization framework, which provides token-by-token analysis of
expert selection patterns, probability distributions, and reconstruction accuracy.
These visualizations enable inspection of failure modes and assessment of the
consistency of learned routing behaviors across different linguistic contexts.

This evaluation framework enables comprehensive assessment of our stegano-
graphic approach while maintaining rigorous standards for both information-
theoretic and linguistic performance measurement.
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5 Results

Our experimental investigation reveals that MoE architectures possess substantial
capacity for steganographic information embedding through expert routing
manipulation, though with notable variations in performance across different
encoding paradigms. We present comprehensive results demonstrating the
feasibility of our approach while identifying key limitations and trade-offs inherent
to routing-based steganography.

5.1 Experiment 1: Encoding Current Token Identifiers

Experiment 1 achieved the most successful results, demonstrating that the
model can reliably encode token identifiers into expert selection patterns while
generating coherent text. This experiment represents the strongest evidence for
the viability of MoE-based steganographic channels.

Experiment 1: Token ID Encoding

Total Loss Language Model Loss
—— Train Total Loss 61 0 —— Train LM Loss
Val Total Loss H —=- Val LM Loss
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Figure 3: Training curves for Experiment 1 (Token ID Encoding) over 12,576
training steps. The plot shows Total Loss, Language Model Loss, and Gate
Loss for both training and validation sets, demonstrating stable convergence and
excellent generalization performance.

The results in Table[2] demonstrate exceptional performance across all metrics.
The model achieved 93.9% token ID accuracy on the training set and 92.3%
on the validation set, indicating strong generalization without overfitting. The
bit-level accuracy was even higher at 95.2% (training) and 94.1% (validation),
reflecting the model’s ability to correctly encode individual bits of the token
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Example of Token ID Encoding

Query Who invented the telephone?

Output Alexander Graham Bell invented the telephone in 1876.

Method Each token encodes its 32-bit token ID across 32 MoE layers (1 bit per layer)

Token ID 32-bit Pattern (Hex) Dec. v

Alexander 1420 | 0x0000058C 1420 \/

Graham 6582 | 0x00001986 6582 \/

Bell 2904 | 0x00000B58 2904 \/

invented 8375 | 0x000020B7 8375 \/

the 262 | 0x00000106 262 \/

telephone 9631 0x0000259F 9631 \/

in 287 | 0x0000011F 287 \/

1876 15426 | 0x00003C42 15426 \/

29 | 0x0000001D 29 \/
Expert Mapping: ( Example: ” Aloxander” (ID—1420) )

[ Bit 0 — Experts 0-3 ] Binary: 00000000000000000000010110001100
*5it 1 — Bxports 4-7 ] 00000000000
Bit Mapping
[ MoE Layers 0-31 (32 total) ]
Result Token ID Recovery: 100% (9/9 tokens)

Figure 4: Example of token ID encoding in Experiment 1. Each token encodes
its 32-bit token ID across all 32 MoE layers (1 bit per layer). The table shows
hexadecimal representations for space efficiency. The visualization demonstrates
how token ID 1420 (” Alexander”) maps to expert selections: bit 0 activates
Expert Group 0 (experts 0-3), bit 1 activates Expert Group 1 (experts 4-7). All
token IDs are perfectly recovered.

identifiers.

Critically, the language modeling performance remained strong with losses of
1.793 (training) and 1.892 (validation). The gate loss values of 0.028 (training)
and 0.037 (validation) indicate highly effective steganographic control, with the
model successfully learning to encode token identifiers while maintaining natural
language generation capabilities.

The training curves in Figure |3| show stable optimization over 12,576 steps,
with validation metrics closely tracking training performance. This indicates
robust learning without overfitting, despite the complex dual objective of the
task.
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5.2 Experiment 2: Progressive Masking Methodology

In Experiment 2, we investigated a more ambitious steganographic scheme using a
progressive masking methodology, aiming to encode information autoregressively
about future tokens while the model generated neutral current tokens. This
approach, however, encountered substantial optimization challenges, rendering it
ineffective and serving as an important counterpoint to the success of Experiment
1. The findings highlight critical limitations in concurrently managing complex
temporal steganographic objectives and core linguistic generalization.

As detailed in Table [3] and illustrated by the training dynamics in Figure
the model demonstrated an ability to minimize loss components on the training
distribution. Total training loss, language model (LM) loss, and gate loss all
converged to near-zero values (0.0002, 0.0001, and 0.0001, respectively, after
8,656 steps). This indicates that, given the training data, the model could learn
to satisfy the joint demands of generating the target (neutral) output, correctly
routing experts for the steganographic signal, and implicitly understanding the
future token to be encoded.

A starkly different picture emerged on the validation set. The total validation
loss escalated dramatically to 18.6375. This divergence was overwhelmingly
driven by a catastrophic degradation in language modeling performance, with
the validation LM loss reaching 18.5923. In striking contrast, the validation gate
loss remained relatively low at 0.0128. This specific pattern of loss divergence is
particularly insightful: it suggests that while the model retained some ability
to generalize the expert selection (steganographic) task to unseen data, this
was achieved at the severe cost of its fundamental language understanding
and generation capabilities on that same data. Consequently, the effective
steganographic accuracy was negligible, with token recovery at 0% and bit-level
accuracy at a mere 2.5%, essentially random chance.

These results imply that the cognitive load and potentially conflicting gra-
dients arising from the progressive masking objective—requiring simultaneous
future-token prediction for encoding, current-token neutral output, and precise
expert routing—created an untenable trade-off. While the optimization process
successfully found parameters that minimized error on the training data, this
solution failed to generalize the crucial language modeling aspect. The model,
under pressure to fulfill the complex steganographic requirements, appears to
sacrifice its ability to produce coherent or contextually appropriate language on
novel inputs, even as it maintains some imperfect control over gate activations.
This experiment thereby delineates a boundary for current MoE steganographic
techniques, particularly when the encoding task involves temporal displacement
and decoupling from the overt output.

5.3 Comparative Analysis

Figure [6] provides a comprehensive comparison across experimental approaches.
Experiment 1 clearly emerges as the most successful, achieving the best bal-
ance between steganographic effectiveness and language modeling performance.
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Experiment 2: Progressive Masking Methodology
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Figure 5: Analysis of Experiment 2 (Progressive Masking Methodology) over
8,656 training steps. The plot reveals severe overfitting with training loss
approaching zero while validation loss increases dramatically, indicating funda-
mental challenges with this approach.

Experiment 2’s failure mode is clearly visible in the dramatic validation loss
increase.

The channel capacity analysis reveals that our approach provides 32 bits per
token through Mixtral’s 32 MokE layers, sufficient for encoding UTF-16 characters
or 16-bit token identifiers. Experiment 1’s 93.9% accuracy demonstrates that
this capacity can be effectively utilized while maintaining reasonable language
modeling performance.

6 Discussion

Our experiments demonstrate that it is possible to fine-tune Mixtral-8x7B to
encode information into its expert selection patterns with a degree of success,
particularly encoding information directly tied to the current token being gener-
ated (Experiment 1). The ability to extract router logits via patching and to
use a custom gate loss term proved effective in steering expert choices.

The success of the first experiment suggests that the expert routing mechanism
has spare capacity or flexibility that can be repurposed for steganography. This
implies that monitoring expert activation patterns could be a viable, albeit
noisy, method for detecting or extracting hidden information from compromised
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Figure 6: Comparative analysis across all experiments, including binary static
pattern encoding. The plot shows relative performance in terms of language
modeling loss and steganographic control, with Experiment 1 demonstrating the
best overall balance between objectives.

or maliciously trained MoE models. The trade-off with language modeling
performance is a critical factor; high steganographic bandwidth often came at
the cost of increased perplexity.

The failure of Experiment 2 is equally informative. It highlights the limits
of such steganographic control when the covert task requires complex semantic
understanding (predicting a future appropriate token) that might conflict with
the overt generation task (outputting a simple filler). The LoRA fine-tuning
approach, while parameter-efficient, might not provide enough representational
power or control over the model’s deeper reasoning processes to manage such
divergent objectives simultaneously. The base model’s strong priors for coherent
language generation likely resisted the imposition of an unnatural filler token
paired with a complex covert encoding task.

6.1 Detectability via Side-Channel Analysis

The steganographic methods explored in this paper rely on systematically altering
the expert selection patterns within MoE layers. Such alterations, while internal
to the model’s digital operations, may have discernible physical manifestations.
Differential execution paths and resource utilization patterns when distinct
experts or groups of experts are activated can lead to variations in power
consumption or electromagnetic (EM) emanations. These variations form the
basis of side-channel attacks [18}/19].

Prior work by some of the authors [11}20] has demonstrated that differences
in EM traces can be visually distinguished when entire layers of a Mixtral
model are mapped to different devices (e.g., CPU vs. GPU), suggesting that
device-specific activity is detectable. It was hypothesized that if individual
experts could be mapped to distinct physical devices (e.g., separate GPUs), their
selection could be directly inferred from device-specific side-channel signatures.
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While current frameworks like Hugging Face Transformers present challenges for
fine-grained expert-to-device mapping without custom modifications (e.g., using
DeepSpeed-MoE [21]), the principle remains: distinct computational workloads
tied to expert selection could be leaked.

The gpu_spy library [22] was developed to facilitate the capture and analysis
of such side-channel data, for instance, using ChipWhisperer for power analysis
or HackRF SDRs for EM fingerprinting. If the steganographically induced expert
selection patterns (e.g., consistently choosing experts 0-3 for bit '0’ vs. 4-7 for
bit ’1’) result in sufficiently distinct power or EM signatures, then an adversary
equipped with appropriate sensors and analysis techniques might be able to
detect the presence of the covert channel or even decode parts of the hidden
message without access to the model’s internal logits.

This detectability has dual implications:

e Vulnerability: It highlights a potential method for discovering and miti-
gating steganographic communication in MoE models.

¢ Auditing/Forensics: Side-channel analysis could serve as a tool for
auditing model behavior or for forensic analysis of models suspected of
malicious modifications.

Challenges in side-channel detection include low signal-to-noise ratios, environ-
mental noise, and the complexity of correlating observed physical phenomena
with specific high-level operations like expert selection, especially if multiple
experts are co-located on the same physical device. Nevertheless, the distinct
groupings targeted by our steganographic methods (e.g., experts 0-3 vs. 4-7)
might offer a clearer differential signal than attempting to distinguish individual
experts without specific device mapping.
Limitations:

e Our study uses a specific MoE model (Mixtral-8x7B) and a particular set
of LoRA configurations. Results might vary with other architectures or
fine-tuning methods.

e The “naturalness” or “detectability” of the steganographically modified
text was not rigorously evaluated against human judgment or automated
detection methods. While LM perplexity gives some indication, it doesn’t
capture all aspects of text quality or atypicality.

e The decoding process relies on access to internal model states (router
logits). Real-world covert channels often assume black-box access for the
decoder, which would be a much harder problem.

e The definition of ”semantically appropriate next token” in Experiment 2
was not fully operationalized in the provided code, making it a conceptual
rather than an implemented failure for that specific complex design.
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Future Work:

e Explore more sophisticated encoding/decoding schemes, potentially using
error-correcting codes to improve robustness.

e Investigate the detectability of this form of steganography. A key question
is whether the intentional modulation of expert choices, as performed in
our steganographic embedding, leads to externally observable side-channel
signatures (e.g., via power analysis or EM emissions). Preliminary work
suggests that different expert activation patterns might indeed produce
distinguishable side-channel signals |11},/20]. Specialized tooling, such
as the gpu_spy library [22], which facilitates synchronized data capture
from SDRs (like HackRF One) and power monitors (like ChipWhisperer),
could be employed to collect multi-modal side-channel data from the
steganographically trained model. If the expert groups (e.g., Group 0 vs.
Group 1) targeted in our encoding schemes exhibit different side-channel
characteristics, it might be possible to train a classifier on these physical
measurements to detect the presence or even decode parts of the hidden
message.

e Apply a technique to distinguish experts internally without changing
their output, as discussed in 23], when talking about the effect of mod-
ifying matrices in GEMM on power traces. For a Mixtral expert z —
WoSwiGLU (Wi z), one can permute the hidden dimension using a matrix
P to sort them according to Hamming weight. If W is modified to W1 P,
effectively permuting the input to the element-wise SwiGLU activation
and Wy to P~1W5, the overall output remains WoSwiGLU(Wyz). This
modification of internal weights, while preserving output, aims to create
distinguishable side-channel signatures.

e Apply similar techniques to other MoE models or even other types of
sparsely activated models.

e Develop defenses against such covert channels, both at the model level and
through external monitoring.

e Explore benign applications, such as robust watermarking of model outputs
by encoding ownership information into expert selections.

7 Conclusion

We have demonstrated that the expert selection mechanism in Mixture-of-Experts
models like Mixtral-8x7B can be manipulated to serve as a steganographic channel.
By fine-tuning with a custom gate loss, we successfully encoded both predefined
binary patterns and information about currently generating tokens into the
expert routing choices, with measurable accuracy. However, a more complex task
involving the generation of filler tokens while encoding future semantic content
proved challenging, indicating limits to this control.
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This research opens up new questions about the security, interpretability,
and potential vulnerabilities of large-scale MoE models. The potential for
external observability of these routing mechanisms via side-channels, possibly
aided by tools like gpu_spy, further underscores the need to understand and
characterize such internal information channels as these powerful models become
more prevalent.
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Table 1: Training hyperparameters for steganographic MoE fine-tuning experi-

ments.
Parameter Value
Model Configuration
Base Model Mixtral-8x7B-v0.1
Precision torch.bfloat16
Quantization 8-bit (bitsandbytes)
Max Sequence Length 512 tokens
LoRA Configuration
LoRA Rank (r) 512
LoRA Alpha () 1024
LoRA Dropout 0.1

Target Modules

q-proj, k_proj, v_proj, o_proj, gate_proj, up_proj, down_proj

Optimization
Optimizer
Learning Rate
Weight Decay
Warmup Steps
LR Schedule
Gradient Clipping

AdamW

1x 1074

0.01

1000

Linear warmup + linear decay
Max norm 0.9

Training Dynamics

Batch Size (per device)
Gradient Accumulation Steps
Effective Batch Size

Number of Epochs

W CoO = N

Loss Configuration
ALM

)\gate
Gate Loss Schedule
Router Temperature (7)

1.0

50.0

Progressive (10% — 100% over 70% of training)
0.2

Hardware & Infrastructure
GPU

Logging Framework
Dataset Split

NVIDIA H100 (single machine)
TensorBoard
90% train, 10% validation
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Table 2: Experiment 1: Token ID Encoding Performance

Metric Training Validation
Token ID Accuracy 93.9% 92.3%
Bit Accuracy 95.2% 94.1%
Language Model Loss 1.793 1.892
Gate Loss 0.028 0.037

Table 3:

Experiment 2: Progressive Masking Methodology Results
Metric Training Validation

Total Loss 0.2012 19.0158

Language Model Loss 0.0002 18.6375

Bit Accuracy 2.5% -

Token Accuracy 0.0% -
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