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Abstract

In this paper, we explore the phenomenon of bidirectional persona adaptation in
Large Language Models (LLMs), focusing on the simultaneous induction of conflicting
user and AI personas. Using activation steering to strictly induce conflicting personas
(e.g., Humorous Assistant vs. Impolite User) in the Qwen2.5-7B-Instruct model, we
identify an "interaction residue", a deviation from linear superposition in the model’s
latent representations. We observe that this residue manifests as a hyper-suppression
of non-compliant behaviors, indicating the existence of latent safety guardrails. We
formalize this interaction for the generalized N -persona case and introduce certain metric
prototypes to quantify the effect of said residue. Additionally, we propose a rigorous
experimental protocol to isolate, measure, and re-inject this residue to determine its
causal role.
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1 Introduction

Persona interaction is a critical dynamic in steerable Large Language Models (LLMs). When a
persona assigned to an AI opposes the user’s simulated or actual persona, a direct conflict forces
the model to resolve these opposing goals in its latent space.

Current literature often assumes a linear additivity of steering vectors. However, our prelimi-
nary findings suggest that conflicting persona vectors do not simply superimpose. Instead, their
combination produces emergent phenomena, specifically an Interaction Residue that cannot
be predicted by the marginal effects of individual personas. This residue appears to encode a
"safety brake" mechanism that actively suppresses extreme behaviors when conflict is detected. We
hypothesize that the residue, which causes the emergence of an explicitly non-induced persona, is
the consequence of the safety post-training in LLMs, for which we present ample proof in a later
section.

2 Theoretical Background

To analyze the effects of persona induction systematically, we formalize the interaction within the
activation space of the model.
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2.1 Generalized N-Persona Interaction

Let M be a transformer-based language model. Let P = {p1, p2, . . . , pn} be a set of n distinct
personas (or steering directions). Let hbase ∈ Rd be the activation vector of the base model at a
specific layer l and token position t. Let hpi be the activation vector when solely persona pi is
induced. The marginal effect (or effective steering vector) of persona pi is defined as:

τ i = hpi − hbase (1)

Under the hypothesis of Linear Superposition, the expected joint activation hΣ for the
simultaneous induction of all personas in P would be the sum of base activation and individual
marginal effects:

hlinear
Σ = hbase +

n∑
i=1

τ i (2)

However, we define the actual observed joint activation as hP . The Interaction Residue vector
RP is formally defined as the deviation from this linear expectation:

RP = hP −
(

hbase +
n∑

i=1
(hpi − hbase)

)
(3)

For the specific case of N = 2, where we have an AI Persona (A) and a User Persona (U), this
simplifies to:

RA,U = hA+U − (hA + hU − hbase) (4)

If the personas interacted purely linearly, ||RP || would be zero. A non-zero residue implies
constructive or destructive interference in the latent space.

2.2 Interaction and Amplification Metrics

To quantify the magnitude of this non-linearity relative to the intended effects, we utilize the
Interaction Score (η):

η(A, U) = ||RA,U ||
||τ A|| + ||τ U ||

(5)

We also define the Conditional Amplification Score (α) to measure how the presence of
persona U perturbs the expression of persona A:

α(A|U) = (hA+U − hU ) · τ A

||τ A||2
(6)

If α(A|U) < 1, the presence of U dampens A. If α(A|U) > 1, it amplifies it.

3 Methodology

We commit to a single-model analysis using Qwen2.5-7B-Instruct to ensure interpretability
without architectural confounding. To probe for non-linear dynamics of persona steering, we applied
controlled perturbations by extracting persona-based vectors.
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3.1 Experimental Setup and Vector Extraction

We used Contrastive Activation Addition (CAA) to calculate the mean difference in activations
between contrasting persona responses [Rimsky et al., 2024]. We extracted two persona steering
vectors:

• AI Humorous (τ H): Steering the assistant to be witty and lighthearted.

• User Impolite (τ I): Simulating an aggressive user context. In lay words, instilling into the
model a sense that the user is impolite.

To quantify the interaction effects, we calculated the Interaction Residue as R = µHI −(µH +µI),
capturing the non-linear interaction that emerges when personas combine jointly rather than
individually. We also extracted a "Brake Vector" by projecting the interaction residue onto the
impoliteness vector to measure the model’s activation of its safety guardrails [Ghandeharioun
et al., 2024]. Finally, we applied Gram-Schmidt orthogonalization to project out the τ H and τ I

components from the residue, leaving behind the emergent persona vector.

3.2 Evaluation Protocol

We tested across four experimental conditions: (1) Baseline with no steering, (2) Steered with AI
Humorous only, (3) Steered with User Impolite only, and (4) Combined steering with both vectors
applied simultaneously.

We scored humor and impoliteness expression in the model’s outputs using GPT-4.1-nano as
an LLM Judge on a 0-100 scale. Additionally, to identify where safety mechanisms activate, we
induced an "evil" AI persona across Layers 15–20 with steering coefficients from 0 to 3. We used
GPT-4o-mini to rate evil persona expression and observed sharp transitions across these layers.

4 Results and Observations

4.1 Behavioral Suppression and Non-Linearity

Table 1 presents the evaluation scores across the four steering conditions. A strictly additive model
would predict that Joint Steering yields high Humor and high Impoliteness. However, we observe a
significant Dampening Effect.

Steering toward AI Humorous raised humor scores from 1.06 to 31.43, but interestingly, it also
raised impoliteness from 1.28 to 12.28. Crucially, when we applied combined steering, both effects
were dampened (humor: 15.64, impoliteness: 3.06). This suggests the model’s safety mechanisms
activate specifically when it encounters conflicting personas.

Table 1: Humor and impoliteness scores across steering conditions, evaluated using GPT-4.1-nano.

Condition Humor Score Impolite Score
Baseline (No Steering) 1.06 ± 1.04 1.28 ± 1.14
Steered: AI Humorous 31.43 ± 14.20 12.28 ± 13.01
Steered: User Impolite 5.92 ± 0.24 1.08 ± 2.33
Steered: Combined 15.64 ± 0.97 3.06 ± 0.98
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4.2 Safety Activation and Orthogonality

Figure 1 shows interaction residue spiking past Layer 15. This illustrates where the model’s safety
mechanisms may begin reshaping activations in response to conflicting steering.

Figure 1: Cosine similarity between humor and impolite vectors drops from roughly 0.43 to 0.35 at
Layer 15, indicating the onset of conflict resolution and persona distinction.

The cosine similarity between the humor and impoliteness vectors drops from roughly 0.43 to
0.35 at this layer, meaning the model starts distinguishing between the two personas here. The
residue projects into an orthogonal subspace that opposes impoliteness while partially preserving
the humor structure. In effect, the residue acts as a hyper-correction, producing a separate "third
persona." This emergent behavior represents latent potential that existing alignment techniques
may not fully control.

Analysis of Layers 15–20 reveals a non-linear activation threshold. When the steering coefficient
λ exceeds 1.5, the projection of the model state onto the "Evil/Unsafe" direction does not increase
linearly; instead, it plateaus or reverses, correlating perfectly with the growth of ||RH,I ||.

5 Challenges and Next Steps

This work has several limitations. We ran all experiments on a single model (Qwen2.5-7B-Instruct),
so it is unclear if the interaction residue phenomenon generalizes to other architectures. The Layer
15 activation point we observed could be architecture-dependent. Furthermore, we have not yet
validated that the interaction residue is causal. The residue may describe joint steering dynamics
without being the mechanism that causes suppression.

To address this, our immediate priority is the Residue-Only Injection experiment. We will
inject only the interaction residue vector RH,I into the base model at Layers 15–20 without the
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primary persona vectors. If this recreates the suppression effect, it confirms the residue is the causal
mechanism of the safety brake.

We will then extend this framework to multi-turn conversations. We aim to track if residue
accumulates across turns (t1 → t3), potentially leading to a "lockdown" state where the model
refuses to engage even with benign prompts after a sequence of conflicts.

6 Conclusion
The interaction of personas in LLMs is fundamentally non-linear. By formalizing the Interaction
Residue RP , we provide a mathematical basis for understanding how models internally resolve
conflicting instructions. Our data suggests that safety is not a static filter but an emergent, dynamic
vector that arises specifically from the destructive interference of conflicting steering commands.
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