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Abstract

We study how agents can robustly extract utility from observed data
while avoiding exploitation by adversaries. In many strategic or multi-
agent settings, conditioning on adversary-controllable information can be
detrimental to performance or safety. We propose a method in which
agents perform partial updates via learned signal encodings that retain
utility-relevant structure while discarding sensitive information. Con-
cretely, we develop an adversarial encoder-decoder-discriminator archi-
tecture that balances the privacy-utility trade-off by minimizing mutual
information with sensitive features while preserving useful signal content.
Our framework is evaluated both theoretically and empirically, includ-
ing in a game-theoretic setting based on the open-source Chicken game.
We show that agents using these learned representations perform com-
petitively while resisting strategic manipulation, illustrating the practical
potential of partial updates under adversarial uncertainty.

1 Introduction

We are interested in optimal policies for agents who observe some data that
contains useful information as well as harmful information. The agents get
rewarded for the use of the useful information but are punished by the use of
harmful information, e.g. by reducing their uncertainty in sensitive information
which may make them exploitable. Under minimal assumptions, such agents
will follow strategies that recommend only partially update on full observations
W. Such partial updates can be construed as full updates on some (possibly
self-constructed) signal o € ¥ correlated with WE|

Not updating on full observations has been discussed before as an optimal
strategy for agents using updateless| or resolute| decision procedures. Intermedi-
ate approaches between updatefulness and full (close-minded) updatelessness
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1Where ¥ is some set; we will later attempt to show that WLOG you can take ¥ to be the
space of distributions A(W), though it can often be much smaller than this.
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have been discussed before, e.g. in Problems with UDT and Policy Selec-
tion, Open-minded Updatelessness, and Geometric updatelessness (forthcom-
ing, Abram Demski). But the focus of the current project is different: we are
examining how effectively the policy of a fully updateless agent could condition
on useful information about the environment while avoiding conditioning on
harmful information, rather than asking how an agent should navigate tradeoffs
in deciding “how updateless” to be globally. E|

Such update procedures may be useful in a variety of contexts when an agent
seeks to use information that an adversary can influence but not fully control.
Here are two motivating examples:

1.1 Adversarial Robustness in RL

In many multi-agent RL environments, agent’s policies can be vulnerable to
perturbations in the environment which can be brought on by adversarial ac-
tions of other agents. E.g. Gleave et al. discussed in [5] the existence of such
adversarial policies in zero-sum games. These adversarial policies typically do
not win by performing extraordinarily well at the given task but rather by ex-
ploiting weaknesses in the other agent’s policy. Gleave et. al also show through
the use of masked agents that many of these exploits can be avoided by robust
agents or agents that do not fully update on all observations.

If the mechanism for an adversarial attack is poisoning the agent’s beliefs
about some important information, the agent could avoid such an attack by min-
imising how much influence it gives the adversary over its beliefs. Information-
bottleneck based approaches to adversarial robustness might function on this
basis, at least in part.

1.2 Unexploitability in games

Another application comes up when agents play a game where conditioning on
some types of information about a counterparty’s decisions can lead to increased
exploitation by that counterparty.

For example, consider a game of open source Chicken where both players
submit programs pp, p2 to play the game of Chicken on their behalf.

Player 2
Swerve  Straight
Player 1 Swerve 0,0 -3,3
Straight 3, -3 -5, -5

Consider the pure BESTRESPONSE policy which plays Swerve in response
to Straight and Straight in response to Swerve. Players have an incentive to
play Straight against opponents who follow the BESTRESPONSE policy, since the

2]t is important to note that the execution of the policy recommended by an updateless
decision procedure can involve conditioning/updating on information about the environment.
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opponent will respond with Swerve. A more general dynamic where attempts to
best-respond to an opponent open the door to exploitation is endemic to games
like open source Chicken. To avoid such exploitation with certainty, players
would need to risk miscoordination with at least some possible opponents by
not conditioning on some aspects of their opponent’s strategic decision-making.

This problem can typically be seen in games with a leader /follower dynamic
where the leader benefits from committing early and convincingly to an actionﬂ

2 Related Work

This problem setup strongly touches on topics around privacy. Research at the
intersection of adversarial robustness and privacy has converged from multi-
ple disciplines, including reinforcement learning, information theory, and deep
learning.

Privacy-Preserving Mechanisms. Differential privacy [I5] provides strong
worst-case guarantees, but often at high utility cost. To improve the trade-off,
context-aware approaches have been proposed. Huang et al. [7] introduced Gen-
erative Adversarial Privacy (GAP), where a privatizer is trained adversarially
against a discriminator to generate sanitized outputs that protect sensitive infor-
mation. Tripathy et al. [8] proposed Privacy-Preserving Adversarial Networks
(PPAN), which use adversarial neural networks to approximate optimal privacy
mechanisms under mutual information constraints, achieving strong empirical
trade-offs on both discrete and continuous data.

Privacy—Utility Trade-offs. Makhdoumi et al. [9] formulated the privacy
funnel, casting the privacy—utility trade-off as a mutual information optimiza-
tion problem analogous to the information bottleneck. Asoodeh et al. [10] intro-
duced the rate-privacy function g.(X;Y'), characterizing the maximum utility
under a privacy constraint, and provided analytical bounds under mutual infor-
mation and maximal correlation measures. Wang et al. [11] studied how access
to different parts of the data—only sensitive, only useful, or both—affects the
achievable trade-off, establishing a hierarchy of privacy—utility regions. Zarra-
bian and Sadeghi [12] extended these frameworks using lift-based privacy mea-
sures and proposed an algorithm for improved utility at fixed privacy levels.

Perfect Privacy and Fundamental Limits. Rassouli and Giindiiz [13]
investigated when perfect privacy—statistical independence between released
and sensitive variables—is achievable. They proved that in output perturbation
models, perfect privacy is generally impossible for jointly Gaussian data, but
feasible in full-data scenarios under certain conditions. Calmon et al. [14] simi-
larly showed that non-trivial utility under perfect privacy is only possible when
the joint distribution satisfies specific spectral properties. These results define
sharp theoretical limits on the feasibility and cost of absolute privacy.

3Specifically, a game G admits a forcing strategy fi when player 1 prefers the outcome
brought about by the strategy profile f = (f1, f2) to the outcome brought about by the default
profile d of G, where fo = BESTRESPONSE(f1). We take the forcing terminology from [4].



Taken together, these contributions map out a spectrum between robust,
learning-based privacy mechanisms and formal, information-theoretic privacy
limits. However, most existing work either assumes known data distributions,
focuses on one-shot data release, or lacks mechanisms that can selectively con-
dition on adversary-controlled versus adversary-free information.

This work builds on and extends these threads by studying how agents can
apply robust, privacy-preserving update strategies under adversarial uncertainty.
Rather than optimizing a global privacy mechanism, we examine how agents can
partially update on observations to minimize adversary influence while preserv-
ing useful information. Our framework connects robust policy design, adversar-
ial resilience, and constrained information processing, complementing both the
theoretical and algorithmic advances in the literature.

3 Methodology

We focused on devloping toy examples to explore privacy-utility tradeoffs. Through
these example we aim to demonstrate that partially updating on signals —
rather than fully conditioning on all data — can significantly reduce an agent’s
vulnerability to exploitation. We’ll introduce a simple problem for which a par-
tial update strategy can be fully analyzed (§3.1), then introduce the existing
formalism of (perfect) privacy used in similar problems (§3.2). Finally we will
explain the setup we used for an empirical toy example (§3.3).

3.1 Toy Example

Consider a Bayes net with nodes corresponding to random variables X =
X1,...,Xn and a joint probability distribution P(X). We’ll write instantia-
tions of X with lower-case letters as x = x1,x2,...,xyx. Let’s partition X into
untrusted nodes S C X and trusted nodes T C X, and designate some subset
Q C T of the trusted nodes as target nodesEI

We first approached this topic through the perspective of adversarial games
like chicken in the context of commitment races. To formalize the notion that
there are different ” categories” of information (safe/unsafe to condition on), we
introduced the framing as Bayes Net as described in section 1.

Then, we constructed a minimally viable example to illustrate the usefulness
of an updateless agent to condition on some helpful information while avoiding to
condition on harmful and exploitable information. The example is the following:

Consider the following toy example where we have a simple Bayes Net with
three nodes: untrusted U, trusted T, and target @, where dom(U) = {0,1},
dom(T) = {1,2}, dom(Q) = {0,1,2}. All possible instantiations (u,t,q) are

4This problem can be related to the existing literature on perfect privacy (see §3.2), where
Q is Y from the privacy-utility tradeoff literature and U is X from the literature. We assume
full observability, so W from the privacy-utility tradeoff literature would correspond to the
entire net X.



known to obey the constraint ¢ = v+t mod 3, and U and T are known to be

conditionally independent.

Let’s say an agent Alice has a prior P(U =0)=P{U =1)=P(T =1) =
P(T = 2) = 0.5 over the values of U and T'. Then P(Q =0) = P(Q =1) =0.25
and P(Q = 2) = 0.5 with Ep[Q] = 1.25. Figure 1 shows the four configurations
(u, t, q) that all have equal probability of 25%.

VO Y

Figure 1: All four configurations of the Bayes Net

Assume Alice observes some evidence that the trusted node T'= 1. She can
then update her posterior of @ without using knowledge about the untrusted
node U: P(Q=0T=1)=0,P(Q=1T=1)=05, P(Q=2|T=1)=0.5.
If an adversary wants to influence Alice’s estimate of (), they are unable to do
so; therefore, this update procedure is unexploitable.

However, not all signals about about (U, T, Q) are safe from exploitation.
Suppose Alice updates on an observation that T > U. This would yield a
posterior P(:|T" > U) such that P(Q = 0|T > U) = P(Q = 1T > U) =
P(Q = 2|T > U) = 0.33 with an estimated E[|Q|T > U] = 1. If an adversary
controls U and benefits from Alice expecting lower values of Q, this partial
update incentivizes them to set U = 0 so as to increase the chance 7" > U.
(This is because E[Q|T > U] =1< E[Q|T < U] =2).

To understand the usefulness of certain (partial) updates, we want to look
at loss functions measuring divergence between the target estimate ¢ and the
true value q. The two loss functions we would like to consider in this paper are
MSE: Lyse(g,q) = (¢ — q)?, and the indicator loss function: L;,q(q,q) = 1 iff
q # ¢, and 0 otherwise.

In this context, consider the posterior after updating directly on an observed
t. In the table below, every element shown in the support of P(:|¢t) and P(Q|t)



has probability mass 1 (when the support is a singleton set) or 0.5 (when it
contains two elements).

|
(0,1,1) 1(0,1,1),(1,1,2)} {1,2}
(0,2,2) 1(0,2,2),(1,2,0)} 10,2}
(1,1,2) {(0,1,1),(1,1,2)} {1,2}
(1,2,0) {(0,2,2),(1,2,0)} {0,2}

Given a fully observable configuration (u,t,q), an agent can construct a

signal o = (¢ z 2) where it observes whether ¢ is 2 or not. Below shows the
agent’s posterior after updating on o, where every element in the support of
P(-|o) and P(Q|o) has equal probability mass of 0.5.

(0, t, @) | {(u,t,9) € supp(P(-|0))} | ¢ € supp(P(Qlo))

(0,1,1) 1(0,1,1),(1,2,0)} 10,1}
(0,2,2) {(0,2,2),(1,1,2)} {2}
(1,1,2) {(0,2,2),(1,1,2)} {2}
(1,2,0) {(0,1,1),(1,2,0)} {0,1}

© - (2)

(a) (u,t,q) (b) P((1,1,2)|0) = 0.5 (c) P((0,2,2)]0) =0.5

Figure 2: (b) and (c) show configurations with nonzero probability after on the
signal o = (@ = 2) induced by (0, 2,2),

First look at the indicator loss L;,q when Alice uses a posterior P(Q|t)
upon observing (u,t,q). Assume that when she assigns two values of @ equal
probability, she arbitrarily picks one to submit as a guessed q. Then Alice’s
expected loss is E[L;na(q,q)] = 0.25- (0.5 +14 0.5+ 1) = 0.75.

If Alice uses posterior probability P(Q|c), her expected loss is rather
E[Lina(@,q)] = 0.25- (0.5+ 0+ 0+ 0.5) = 0.25.

Now consider the MSE loss function Lyssg(q, q). For an agent who uses pos-
terior probability P(Q|t) upon observing (u,t, ¢), and given two equal probabil-
ity options submits their mean as a guessed ¢, its expected loss is E[Lysg(q, q)] =
0.25-(0.524+1240.52+12) = 0.625. For an agent who uses posterior probability
P(Q|o), its expected loss is E[Larse(q,q)] = 0.25- (0.5 +0+0+0.5%) = 0.125.

By comparing the update strategies and loss functions, we were able to see
the efficacy of these partial update strategies.



3.2 Privacy and Utility Tradeoff

To capture the fundamental privacy-utility-tradeoff, we introduce the formalism
as used in [I] or [13] and other publications. Let X, Y, W be random variables
that respectively refer to sensitive information that is desired to be concealed,
useful information that can be openly shared, and directly observable data that
may be a noisy variant of X and/or Y. We aim to find a release mechanism
Pz)w that outputs the release Z that provides a maximum amount of privacy
and utility. The full setup is visualized in Figure 3]

sensitive X — channel| observation [mechanism | release
P P —<Z
useful Y == Fwxr w Z|w

Figure 3: Privacy setup (from [I1])

We are interested in minimizing the privacy leakage as measured by the
mutual information I(X,Z) between the released data and the sensitive data.
whereas I(X,Z) = 0 refers to perfect privacy. Other, more general privacy-
leakage metrics are discussed in [T1].

The utility gained from the release data is typically be looked at through a
distortion measure Dy |z which is inversely correlated with the utility. In this
paper, we aim to maximize mutual information 1(Y,Z) as [II] suggest that it
corresponds to the minimization of conditional entropy: Dy|z = H(Y|Z).

Combining these elements leads to the privacy-utility-tradeoff problem

min  [(X,Z)

Pziw

st. I(Y,Z)>6

where § refers to a utility threshold.

3.3 Encoder-Decoder-Discriminator Network

In the following, the setup is slightly more nuanced: two players A, and B,
are playing an version of open-source chicken as introduced above. A picks
one of two distributions, D1 = ((6,2) or Do = (3(4,5) which represent the
likelihood of A playing Straight. Formally, a sample s € [0, 1] is retrieved from
the chosen distribution so that A’s strategy becomes the following: play Straight
with probability s, and play Swerve with probability 1 — s.

In this example, the choice of distribution is the sensitive information X,
the sample s is the useful information Y (which is highly dependent on X),
and W = Y. From the perspective of player B, we are now looking for a
release mechanism Pz that does not leak any information about the choice
of distribution because this would make B’s response exploitable. Also, we are
looking to gain as much utility as possible from the observed data W.



In order to maximize both privacy and utility, we decided to construct an
adversarial neural network as release mechanism. It consists of an encoder f(s)
who transforms the samples into an encoding, a discriminator h(t) who tries
to classify which underlying distribution the encoded sample belongs to, and a
decoder g(t) who tries to reconstruct the original samples from the encodings.
The encoder and decoder are trained together to retain meaningful structure in
the mechanism. Without the decoder, the encoder could produce random noise
or return constant values in order to mask the orginal samples. Their joint
deconstruction loss function is

‘Crecon(sa §) = ||$ - §H2

where § = g(f(s)) is the reconstructed sample.
We used cross entropy loss as the discriminator’s loss function

Laisc(h(f(s),2) = —(ylog(q) + (1 — y)log(1 — q))

where ¢ is the predicted probability that the sample is of class x, and y the
binary indicator if x is the correct classification for the sample.

Combining these two losses into a total loss function with a parameter A that
controls the tradeoff of utility vs. privacy, the total training objective becomes
solving the min-max game:

mfin max Laisc(h(f(8)),x) + ALlrecon(s, 8).

Neural Network Design The encoder is designed with two hidden layers
with 64 neurons. After each layer except the last, a Relu function is applied,
and before the hidden layers a dropout function is applied for regularization.
The decoder is designed similarly but without dropout, and a Sigmoid function
is applied to the output. Lastly, the discriminator is designed identically to the
Decoder but instead of Sigmoid it uses an output layer with two logits for binary
classification. During training, we also added random noise to the encodings in
the form that z = z 4+ 0.05 * N'(0,1).

4 Results and Discussion

Neural Network Results We trained the network in batches of 512 samples
for 10000 episodes with a learning rate of 0.001, and A = 1. During training, we
saved the network weights where the best privacy-utility-tradeoff was present
by measuring the difference between the mutual information of the release data
and the observation I(Y,Z) (utility), and the mutual information of the release
data and the original choice of distribution I(X,Z) (privacy). Additionally, we
set an upper bound for I(X,Z) < 0.075, and a lower bound for I(Y,Z) > 0.2
as thresholds for acceptable results. Figure [4] visualizes the behavior of both
metrics during training. Episode 9000 was considered to be the best network as



Information Flow During Training
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Figure 4: Mutual Information during Training

the difference in mutual information was largest with an MI score of I(Y,Z) —
I(X,Z) = 0.464 — 0.045 = 0.419.

A mutual information for privacy of I(X,Z) = 0.045 is very low and indicates
that there is almost no leakage of sensitive information. This is also visible
in Figure |5| where it is clearly visible that the encoder does a very good job
of transforming the original distributions into distributions that are close to
indistinguishable from each other. It is not necessary to achieve full privacy in
our case because it is unlikely that player A is able to quantify the small benefits
that B may receive from using sensitive information, and thus A is unlikely to
exploit B’s behavior. For utility, a mutual information of I(Y,Z) = 0.464 seems
to indicate that there is utility in the data for B, even under these excellent
privacy results.

Original s Distributions Encoded f(s) Reconstructed s

50 | W Beta(s,2) m Aggressive f(s) mmm Recon Aggressive
Beta(4.5) 4 Cautious f(s) Recon Cautious
200 4

1504

100

0- 0-
0.2 0.4 0.6 0.8 10 —-0.75 -0.50 -0.25 0.00 025 050 0.75 025 030 035 040 045 050 055

Figure 5: Original, encoded, and reconstructed Distributions



Chicken Results The game of Chicken was set up in the way described above,
i.e. player A choses between two distributions Dy = §(6,2) or Dy = (4,5).
The chosen distribution was sampled for n = 10000 samples and transformed
with the neural net described above. B’s decision was now only dependent on §
which are the decoded values of the encoded samples - unexploitable by A. For
comparison, we also looked at the following strategies for B: fully aggressive,
fully cautious, best responsive to choice of distribution D;, best responsive to s
(actual sample). Figure@shows the payoff for various B strategies dependent on
A’s strategy. B’s pure strategy ”aggressive” unsurpringly varies most strongly
with A’s strategy because of the frequency of crashes and thus negative payoffs.
The strategy where B responds to the samples s directly is the dominant strat-
egy for B which is expected as it uses most information. It is however extremly
exploitable as A is able to influence the sample values through its choice of
distribution heavily. ”Our strategy”, B responding to §, interestingly outper-
forms the strategy of directly responding to the choice of distribution (noted as
"respond-to_A” in the figure) for almost all strategies of A, without providing
an incentive for A to play more aggressively. This behavior shows that there is
still valuable information available in the encoded samples. Also, our § strategy
significantly outperforms the best-respond strategy of playing cautiously for all
opponent strategies but the purely aggressive strategy where it is on the same
level.

B's Payoff vs A's Strategy

B Strategy
aggressive
cautious
respond_to_A
respond_to_s
respond_to_s_hat
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A's Strategy

Figure 6: B’s payoff vs. A’s strategy

Figure [7] shows A’s strategies and payoffs for a given strategy from B. Not
surprisingly, for an aggressive strategy of B (fully aggressive or aggressively
mixed), a more cautious strategy is beneficial for A, and vice versa. However,
in cases where B plays a simple strategy (aggressive/cautious/mixed) the choice
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of A’s strategy does not have a large impact on payoff. When B plays a response
strategy, this behavior changes and makes A’s choice of strategy much more im-
portant as can be seen by the large differences in payoff for different A strategies.
Unfortunately, A is still incentivized to play aggressively for all best-response
strategies of B, i.e. when B is best-responding to the distribution itself, the
samples, and even the encoded and decoded samples. It is encouraging that A’s
payoff when B is best-responding to § is lower than when best-responding to
the direct knowledge of the chosen distribution. This indicates that there must
be a lot of utility in the encoded samples that B makes use of.

A's Payoff vs B's Strategy
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Figure 7: A’s payoff vs. B’s strategy

5 Conclusion and Open Work

Our findings show that agents can use partial update strategies to robustly ex-
tract utility from observed data while shielding sensitive information from ad-
versarial inference. Through a combination of theoretical analysis and empirical
simulations, we demonstrate that neural mechanisms trained to preserve mutual
information about utility-relevant signals, while minimizing leakage about sensi-
tive variables, can outperform naive or fully updateless approaches in adversarial
contexts. Specifically, we find that the learned encodings support competitive
agent performance while rendering strategic manipulation ineffective.

However, we did not succeed in creating a setting in which an updateless op-
ponent rationally steers away from playing aggressively in the proposed game of
chicken. In future work, we aim to address this and to formalize the guarantees
of such mechanisms across broader game-theoretic environments, particularly

11



those involving commitment and best-response dynamics. Additionally, explor-
ing architectures that jointly optimize over signal selection and information
compression could improve both theoretical bounds and empirical robustness.
Finally, investigating multi-agent extensions and real-world applications (e.g.
privacy-preserving cooperation protocols) remains a promising direction.
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