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Abstract

Sparse autoencoders (SAEs) are widely used in mechanistic interpretability to
decompose activations into monosemantic features within single layers. Crosscoders
extend this approach by learning sparse correspondences between features across
layers. However, existing methods rely on naive loss functions and ignore structural
constraints reflecting feature distribution and similarity. We propose additional reframes
in loss function to original crosscoder models, which incorporate empirical correlation
structure. In addition to VAE extension of vanilla crosscoder loss functions our method
leverages sentence/token similarity graphs and feature co-activation patterns to guide
cross-layer alignment.

Introduction and Statement of the Problem

The main research and practical problem for SAE and crosscoders arises from the fact
that the structure and distribution of the learned features are not supposed to follow any
common sense properties and expectations such as semantic similarity, hierarchical
structure except for sparseness only.

One of the well known, solid approaches to plug prior knowledge into optimization
objectives is a family of variational autoencoders (isotropic, gaussian, etc) as well as
directly adding prior information from external graph based structures [3]. For the
NLP/LLM area we consider two different types of external dependencies
(neighborhood): sentence and token levels. That means:

1) [sentence level] In the dictionary space (features) we can get sentence embedding
by averaging corresponding features, it implies that such sentence embedding has the
same set of closest neighbors and its distances as the priors
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2) [token level] In the dictionary space token features have the same set of closest
neighbors and its distances as the priors

Methodology

We propose the following model configurations:

Vanilla crosscoder: L2 + alpha * L1

VAE crosscoder (isotropic): L2 + alpha * KL

Graph crosscoder: L2 + alpha * trace (features.T * L * features) , where L is
graph laplacian, sentence level graph

Dataset: TinyStores (train/test)
Base LLM model: GPT2
Crosscoder type: global, acasual
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We use AdamW for all training runs, alpha’s were different for every model configuration
with linear increase to maximum value at the very beginning to focus more on L2 loss
term.

For the last configuration (graph based sentence level priors) we use another model
(E5[7], trained on pair similarity task) to embed a portion of tokens into vector
representation and FAISS[6] library to find the ranked neighbours by similarity
(topk=256). There also was no graph-awere explicit batching/sampling



We propose the following metrics to measure model performance:

* sparseness and activation reconstruction quality (dead neurons, R*2, etc)

* ranking metrics to measure features’ ability to mimic graph neighborhood structure:
ndcg@k, precision@k

Results

From the plots we see model configurations are converging while training:
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Vanilla/L1 crosscoder results on test set
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ISO VAE crosscoder results on a test set
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Graph crosscoder results on a test set



Feature Activation Frequency (Dead: 84.72%)

=== 1% threshold
17500

15000

12500

7500

2500

0.4 0.6 0.8
Activation Frequency

Average Feature Activation Value (When Active)

14000

12000

10000

8000

Count

6000

2000

2 3 4
Activation Value

Per-Layer Reconstruction MSE

Layer Index

Per-Feature Reconstruction MSE

08

07

0.6

05

MSE

04

03

02

01

00
o 100 200 300 400 500 600 700 800
Feature Index



Vanilla/L1
VAE
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Reconstruction error & sparseness performance
AF = Activation Frequency
AV = Activation Value

Dead % Median AF Mean AF Mean AV Neuron MSE Batch MSE RA2
92.83 0.008996 0.07166 1.38788 0.06 556.27 0.9401
13.16 0.8749 0.868 0.046 0.315 2905.333 0.6870
84.72 0.05423 0.152757 0.7287 0.0658 606.61 0.9347
Semantic similarity performance
ndcg@64 ndcg@128 ndcg@256 Pr@64 Pr@128 Pr@256
0.21274 0.17952 0.14804 0.012888 0.02350 0.05469
0.20912 0.176765 0.1461 0.01340 0.02355 0.05284

Discussion

Vanilla/L1 and graph crosscoders show comparable performance in terms of
sparseness and reconstruction error and VAE is behind with a large margin (though it
was somehow expected because there is no L1/sparse regularization term). But what is
interesting, graph based crosscoder was trained without L1 regularization, but
nevertheless exhibits sparsity properties.

For the semantic similarity performance both top two model configurations show almost
the same performance, but ranking ability (ndcg@k) of Vanilla/L1 is a bit better, while
graph crosscoder is better with pulling up relevant neighbours (precision@k). This could
be also explained by the fact that actually FAISS didn’t impose any symmetry while
constructing graph, so actual graph #neighbors could be less then 256



Limitations of Study (optional)

Actually not all experiments are completed, so we are going to continue with the next
steps/hypothesis

1) Overcome FAISS non-symmetry while constructing graph laplacian

2) Train with graph-aware batching

3) Combine the best configuration to see amplifying effects (graph constraints + L1
constraint + whatever)

4) Token level priors and/or sentence level priors

5) Construct VAE (probably with multivariate gaussians) that could mimic graph
structure

6) Gaussian Mixture models as priors

7) Better vis and metrics (SAE bench)

8) More serious LLMs and datasets

9) Apply auto balancing with alpha’s while training [5]

Conclusion

It looks like by introducing proper regularization (with priors) we can imply desired
properties for the trained features while preserving initial sparsity and disentanglement,
that potentially leads to understandable and interpretable features
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