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Abstract  

This research proposes a novel approach to modeling multi-agent communication by 

leveraging mathematical structures called simplicial complexes. Unlike traditional graph-based 

approaches that primarily focus on pairwise interactions between agents, simplicial complexes 

can represent higher- order relationships that emerge when multiple agents interact 

simultaneously as groups. We propose a simulation environment similar to the board game 

“Clue” (Cleudo) to test which multi-agent architectures perform best when they need to process 

large volumes of relevant contextual information. 

Our world today is strange. So many of our most dire problems today we’ve found 

solutions for, and the craziest part is that they’re actually pretty easy all things considered. So 

why aren’t we fixing these things? One of the largest reasons is due to our organizational and 

architectural inabilities to deal with large amounts of relevant context. In service of one small 

step towards solving this problem, In this paper we propose developing an actionable method of 

understanding the optimal architectures of collective intelligence systems. To do so, we focus on 

addressing problem types which require extensive contextual information but have manageable 

logical complexity. Our goal is to develop a method to for specific classes of problems beat the 

context window—that by applying the right architectures of multi-agent systems the collective 



intelligence of multiple language models can effectively handle larger context problems than 

individual models can alone. 

 

Our approach focuses on parameterizing the patterns of communication between multiple 

agents, leveraging graph structures known as simplicial complexes in order to capture and 

generalize complex group interactions beyond just pairs of agents. In order to understand which 

architectures of collaboration are most successful, we propose a simulation environment similar 

to the board game “clue” (commonly referred to as Cleudo) to test which multi-agent 

architectures perform best when they need to process large volumes of relevant contextual 

information in search of a solution 

 

We believe that such a framework shows promise particularly in domains which require a 

large amount of contextual understanding, such as analyzing legal documents, converting large 

code bases, or regulatory compliance. Preliminary findings suggest that certain architectural 

patterns consistently outperform others across similar task domains. Scaling these results to 

wider domains of problems, we hope to discover invariant principles and properties for 

increasing the collective intelligence of multi-agent systems beyond the context limitations of 

individual language models, perhaps even solving previously computationally intractable 

problems. 

 

 

Background  



The field of collective intelligence is one that is very broad. Collective intelligence as a 

lens of study touches upon many theoretical frameworks as well as practical applications. In this 

paper we narrow our focus to a specific subset of collective intelligence challenges—ones 

characterized not by the inferential complexity of their logical operations, but rather the volume 

of relevant contextual information required to solve them. Put simply, we are focusing on 

problems that don’t take a genius to solve, but there is simply so much information to know 

relevant to the problem that often for us currently they are really difficult to solve 

 

Similar to humans, Large Language Models (LLMs) are limited to understanding only a 

certain amount of contextual information at any given time—referred to as their context window. 

Regardless of the inferential complexity of the task, the model can only understand so much. Put 

simply, it does not matter if the model was reading The Magic Treehouse or Virgil, most models 

can only keep the first 128 thousand words in it’s context window at a time. Multi-agent systems 

have long been proposed as methods to solve this limitation, something we will expand upon 

later. 

 

Ethical Motivations 

The architectures we design for our collectives will have profound implications for how 

we govern. What are the ideal forums for large groups to solve problems? This is an important 

rational question, but it is also an important ethical one, as our ability to make group decisions 

well is intimately tied with the level of agency we have in a society, and our ability to ensure that 

society’s actions are well- aligned to our own. Many claim that communicative rationality is 

central to collective intelligence, the product of effective forums/architectures to engage in 



communicative rationality leading to flourishing. Often characterized such an idea as the “ideal 

speech situation”, a sociological framework for better understanding what we should strive for in 

the forums we have. Members of the forum could engage in discussion driven by equality and 

equal opportunity to initiate and question the discourse at hand, free from the dominating nature 

of combative argumentation, and free from individualized scheming in general. He characterized 

such conditions as the cornerstone of communicative rationality, which could transform 

individual instruments of rationality (people, schools of thought), and through honestly testing 

them to one another create collectively validated public knowledge. We believe that if we can 

create testing environments which accurately and tranferably uncover for us the design of 

effective forums for rational deliberation, we can more easily align our systems of governance to 

democracy, ideal free speech, and general human flourishing. 

 

Flourishing and Alignment: Questions surrounding collective intelligence have long been 

posed. In the humanities we often hear it as the term governance, while in mathematics it is more 

often referred to as alignment. Fundamentally, both ask the same question–what are the systems 

and methods by which we bring large groups to flourishing? Flourishing is a difficult-to-answer 

question, but broadly it is defined in the same way as goodness is defined, as some general 

direction to point towards. Although we may not fully understand what flourishing is, we do 

understand what it is not, and thus we can gesture towards it. 

 

Both communities, the philosophic and the mathematical, have spent much time 

deliberating over what flourishing exactly is (Malone and Bernstein, Suroweicki). Ultimately, a 

commonly agreed upon consensus is that flourishing systems often do have certain consistent 



properties, which include, but may not be limited to truth, resilience, autonomy, rationality, and 

trust. That is, often a flourishing collective will be one that is truthful, resilient, where people can 

make their own choices, the collective decides rationally, and people can trust what their 

neighbors say. 

 

Technical Details 

Historically speaking, the way that we have solved these problems has been simple: 

increase the number of people working on the problem. One of the core advantages of large 

organizations has been their ability to have many people work on the same problem, giving more 

agents to sift through the incredibly large amount of context sometimes needed to solve these 

challenges. As we have learned time and time again however, the structure of our organizations 

significantly impacts our ability to solve different problems. At every step of increase in the 

complexity of our societies we have had to adapt and create new systems and methods of 

structuring our organizations. Long gone are the days when single monarchs could functionally 

run entire nations. In light of this, we have developed many new architectures to organize our 

large groups to solve problems, large bureaucratic environments in government, complex 

markets of different organizations in the private sector. There has also been a lot of work focused 

on the study of these large organizations, often employing a historical and sociological lens, 

eventually maturing into the fields of organizational behavior, political sciences, and parts of the 

social sciences. 

 

Recent work (Burton et al.) has focused on more active experimentation approaches, 

focusing less on history and more on experimental design to determine these optimal structures. 



However, this has not been without drawbacks, as the number of interventions that one can take 

on large organizational structures seems to be so immense, and falls to the piranha paradox 

(Chandra et al.). Further, it has proven very difficult to create controlled, reproducible 

environments for such work, and thus while sometimes useful, the utopian hopes and dreams of 

these social and political sciences seem to have fallen short… But there has been progress.  

 

As we as collectives and societies have evolved beyond simply adding more and more 

people to larger problems, we have developed fairly sophisticated modes and methods of 

analysis to help us understand and later improve our organizational effectiveness.  

 

One significant and fairly recent example of such a development has been the application 

of network and graph theory as applied to organizational structures. By creating mappings of 

teams, individuals, departments, and even larger groups and collectives, researches have been 

able to better understand the interchanges and relationships between these groups. In doing so  

they have been able to better understand  and determine how to structure an organization to 

effectively process information and respond to complex challenges. Recent research focusing on 

such network-centric perspectives has shown us that the traditional hierarchical structures we see 

on organizational charts often differ dramatically from the actual flows of information and 

influence.  

 

Hand in hand with network analysis, the field of collective intelligence has developed and 

leveraged computational modeling approaches that simulate organizational behavior under 

various conditions. Agent-based models, in particular, allow us to test hypotheses about how 



different structural arrangements and decision rules might perform across diverse scenarios, 

helping us identify which organizational designs are robust across varying contexts versus those 

that excel only in specific environments. These models have challenged the notion of universal 

“best practices” (Goldstone et. al.) and instead highlighted the importance of contingency 

approaches tailored to specific problem domains. 

 

Agent based modelling  

Such research shows itself to be an exciting potential direction for future progress, as if 

we could understand what the structures of successful organizations are, we could implement 

such structures and (hopefully) create the conditions for human flourishing. The problem is, the 

search space of what structures benefit organizations is simply massive. For instance, some 

commonly referred to variables are: 

 

1.​ Formal hierarchy depth and width (number of levels and span of control) 

2.​ Decision rights allocation (centralized vs. distributed authority) 

3.​ Team composition (homogeneous vs. diverse expertise) 

4.​ Temporal dynamics (fixed vs. fluid team memberships) 

5.​ Boundary spanning mechanisms (interfaces between groups, teams, and even different 

organizations) 

6.​ Information flow patterns (who communicates with whom, and how frequently they do 

so) 

7.​ Incentive structures (individual vs. team based rewards) 

8.​ Coordination mechanisms (direct supervision, standardization, mutual adjustment) 



 

Even with just these eight dimensions, we see a combinatorial explosion in the number of 

potential configurations this search space can achieve. As Miller and Page showed in their work 

on complex adaptive systems (2007) there are often many local optima, making it extremely 

difficult to find what the global optimal architecture is through incremental changes or traditional 

optimization methods. Simply put, many times just because a structure works well does not mean 

that it is even remotely close to what the correct solution is, making it really difficult to predict 

what the right changes are to make in such a system. 

 

One such example in the real world has been the Boeing 787 Dreamliner development. 

Looking at the successes of certain departments within their company, Boeing attempted to 

implement a novel globally distributed design and manufacturing network across all of their 

industry partners. The goal was simple: reduce costs and development time in the same swoop, 

just how it had for their sub-departments before. While incredibly promising in theory, in 

practice this change proved disastrous. Scaling up such a design encountered many unforeseen 

coordination problems, facing years of delays and billions in unexpected costs, showing just how 

difficult it can be to optimize for this search space in the real world.  

 

Beyond simple failures in predictions however, we often also see emergent patterns form 

in such complex adaptive systems which are entirely contrary to the outcome we expect. One 

such example in our recent history has been the Valve Corporation (a video game company), 

which, similar to Boeing, experimented with a more decentralized organization, going a step 

further and removing hierarchies entirely—describing it as “bossless”.  This bossless structure 



was built to allow employees to organize around the projects which they found interesting, 

giving them inherent motivation and helping foster the ideas which the employees felt like 

mattered. However, even in such a flat hierarchy informal power structures began to emerge, 

fueling power struggles which later accounts claimed attributed to the company’s cultural 

challenges later on.  

 

As we have seen time and time again, while holding incredible potential value for 

humanity, to implement effectively such research requires a mode of analysis which significantly 

reduces the complexity of the search space we approach. In this paper we will propose one such 

methodology, focusing on creating the generalizable and scalable structures for agents to solve 

large-context simple inference challenges. Our hope is that by constraining ourselves to a more 

narrow definition of the problem, we can make meaningful progress in identifying what the 

architecture principles are that lead to collective intelligence and group flourishing. 

 

To address this, we employ, simplicial complexes, a mathematical framework focused on 

capturing beyond simple pairwise relationships in graphs. Thus, this approach allows us to 

identify the core patterns of how information flows through systems, without getting lost in the 

millions of potential changes one can make to the search space. 

 

Constraining (relaxing) our problem  

Just as we narrow the method by which we traverse the search space of our solution, we 

narrow the scope of our problem as well. We narrow our examination of collective intelligence, 

focusing specifically on (as mentioned previously) problems where our primary challenge lies 



not in the complexity of the logical inferences we must undertake, but rather in the amount of 

contextually relevant information available). We constrain our scope to scenarios where language 

models are limited primarily by their context windows—rather than by inferential complexity in 

the hopes of isolating for the architectural system requirements that emerge when systems must 

process extensive information without a higher order of generalized intelligence. Leveraging 

Simplicial complexes as our foundation, our approach seeks to implement a dynamic mode of 

analysis capable of significantly reducing the complexity of the search space by identifying and 

generalizing system structures of agents which promote greater collective intelligence. 

Through focusing purely on informational capacity, we are able to more easily constrain the 

dimensions on which we hope to parameterize understanding of collective intelligence in 

Multi-Agent Systems. While the system of parameterization which we will describe below may 

not be a perfect representation of multi-agent systems, it’s graph-based structure and capacity for 

capturing more than pairwise relationships between agents allows us an effective mode of 

generalizing the effectiveness of certain multi-agent architectures at many different levels of 

scale. 

 

Methods 

We use simplicial complexes as the mode of parameterization for representing 

multi-agent system architectures beyond what traditional graph theory offers.  

 

Formally, a simplicial complex K consists of a collection of simplices (generalized 

triangular objects) satisfying two important properties: any face of a simplex in K is also in K, 

and the intersection of any two simplices in K is either empty or a face of both simplices. Unlike 



general hypergraphs, simplicial complexes possess an inherent hierarchical structure where a 

0-simplex represents an individual agent, a 1-simplex represents a connection between two 

agents, a 2-simplex represents a triangular relationship among three agents, and so on to 

n-simplices for n+1 agent relationships.  

For our experiment, each simplex described will work as an information enclosure (a 

single forum where generally most information does not leave, similar to a meeting, or a group 

chat), with specific but standardized protocols governing the flow of information. Such 

properties may include but are not limited to information visibility (which agents can share 

information, and to whom), and boundary constraints (defining how information can flow 

between different simplices). 

 

To generate the simplicial complexes representing our organizational architectures, we 

employ a multi-pronged and probabilistic approach. Our generation approach uses parameters 

p� to control the formation of k-dimensional simplices: p₁ for the probability of creating a 

1-simplex between any two agents, p₂ for the probability of forming a 2-simplex given that all 

required 1-simplices exist, and p₃ for the probability of forming a 3-simplex given that all 

required 2-simplices exist, continuing for higher dimensions. The goal of these Conditional 

formation rules is to make sure that these higher-dimensional simplices form only when all their 

lower-dimensional faces already exist, thus preserving the mathematical properties of simplicial 

complexes. If we see a higher order simplicial complex, all of its lower level complexes must 

also exist. 

 



Through generating these simplicial complexes, we are able to broadly mirror commonly 

existing organizational structures. These include hierarchical trees (low-dimensional complexes 

with single paths), matrix organizations (overlapping 2 dimensional simplices), fully-connected 

teams (often 5+dimensional simplices), or even modular components (weakly-connected 

sub-complexes), giving us a generalizable mode of analysis that seems to at first glance mirror 

the world we see around us. 

 

Our experimental setup leverages a modified version of the popular mystery game “Clue” 

in order to evaluate which multi-agent architectures perform the best under context limitations. 

To start, the game environment represents the the murder scenarios through three sets of boolean 

proposition, each one corresponding to potential locations, weapons, and murderers, with only 

one proposition in each set being true (i.e. it was Mrs. Peacock in the library with the 

candlestick). Knowledge then often is deliberately dispersed and fragmented across agents, 

giving certain “cards” only to certain agents. We verify the correctness of cards and solutions 

using a symbolic reasoning engine to create logically consistent statements and determining how 

to symbolically get to a solution. 

 

We then implement limits on the context windows which each agent is able to use, 

simulating the real context windows they may face in larger problems but still being able to 

allow for message passing and message history to be included into the models thought process. 

While many of the general inputs of our agents remain constant, our communication protocols 

are determined by the graph structure of the simplicial complexes generated. All agents use 

identical base models and the same system prompts, while all problems retain fixed logical 



complexity per logical statement generated. The independent variable we manipulate is simply 

the simplicial complex graph structure, which broadly can be characterized by topology, scale 

parameters, and context constraints. 

 

Lastly, we measure performance through a correctness-cost function, where the 

correctness is the number of simulations in which the agents are able to find the solution and 

solve the murder, and the cost being the number of tokens they needed to communicate to come 

to this solution. To validate the efficacy of our solution, every simulation we generate entirely 

new games and logical propositions at random, ensuring that we do not fall prey to certain 

configurations which may somehow already be in the model’s training data 

 

Results 

(I am still waiting on receiving micro-grant funding to conduct the experiment as described 

above, hopefully in the next 2 weeks it can be implemented. For the time being I wanted to 

provide a quick summary of the first 10 simulations which I was able to undertake) 

 



 

In this toy simulation of the game of clue, 5 agents in 10 different architectural 

configurations (monarchical, electorate, flat democracy, etc.) were put to the test to see their 

performance on a very heavily simplified version of the game. The only version which did not 

succeed was the two-grouped one, where one group of three voted and one group of two voted, 

and then had to convince the other that their group was correct. 

 

 

 

Conclusion 

The computational tractability of deliberative spaces represents perhaps the 

highest-leverage problem our society could solve. Think about it: a 30% improvement in hiring 

decisions across the economy would dwarf the value of most tech unicorns. Better jury 

deliberations could prevent countless wrongful convictions. More rational corporate boards 

could better balance profit with social responsibility, and make decisions that steer the company 

and the world to a better place. 

 

The potential value here is staggering. While we chase marginal improvements in AI 

benchmarks or financial algorithms, we’re missing the forest for the trees. Our civilization's 

bottleneck isn’t processing power or data – it’s our ability to come together and make rational 



collective decisions. The effectiveness of Democracy itself seems to hang in the balance. When 

we elect leaders based on emotional appeal and ‘vibes’ rather than careful consideration of 

policy, we undermine the very foundation of democratic governance. Yet, under the right 

conditions we can do great things, and that might just be our way out of this mess. 
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