
 

The impact of espionage on AI risk 
A survey of actors, motivations, and vectors of frontier AI espionage 
and mitigating the risks to international coordination 

Overview  
Our preliminary research suggests that frontier AI espionage systematically undermines the 
international coordination necessary to address AI's global catastrophic risks. This research 
maps both the severity and probability of espionage on AI safety through a mixed-method 
approach combining case study analysis, academic literature review, systematic review, and 
unstructured expert interviews. Findings are strengthened through triangulation of sources from 
think tanks, trade documents, cyber incident databases, and court documents.  
 
Cold War case studies demonstrate the severity: espionage erodes trust, accelerates arms 
races, and deprioritizes safety. Our analysis of actors, motivations, vectors, and targets 
qualitatively assesses the probability by examining who conducts frontier AI espionage, why 
they're motivated to do so, how they execute it, and what they steal.​
 
The probability assessment reveals troubling findings. State actors are highly motivated by 
strategic imperatives to achieve AI dominance. Individual actors demonstrate that financial 
incentives can be sufficient. Private intelligence firms offer espionage-as-a-service. Meanwhile, 
verified incidents show that basic techniques, company credentials, and USB drives, not 
sophisticated hacking, successfully extract proprietary information. The combination of strong 
motivations and low technical barriers suggests a high probability of espionage targeting frontier 
AI. 

Yet half the countermeasures we identify depend on voluntary firm-level practices rather than 
government policy, leaving critical vulnerabilities where frontier AI is actually developed. The 
report identifies specific countermeasures to reduce this probability across the AI stack, from 
protecting model weights to securing hardware specifications. 

Espionage as a Threat to Global AI Safety Coordination 
​
Espionage systematically undermines coordination by eroding trust, exploiting cooperative 
mechanisms, accelerating competition, creating security dilemmas, and fragmenting institutions. 
International coordination is necessary to address global catastrophic risks from AI1. Technical 
solutions, market mechanisms, unilateral regulation, and corporate governance all fail without 

1 For example, we consider CBRN risks from AI, dystopian outcomes from AI applications (faciliatating 
authoritarianism, mass unemployment without a social safety net) and misaligned/rogue AI scenarios 
among AI’s global catastrophic risks. 

 



 

coordination to address collective action problems. Our policy brief highlights three main 
challenges:  
 

1.​ the erosion of the scientific community's collaborative nature,  
2.​ the deprioritization of technical safety in the development of frontier AI due to arms race 

dynamics, and  
3.​ heightened cybersecurity risks arising from the concentration of AI development in the 

private sector. ​
 

Historical precedent: Cold War espionage 
Cold War intelligence operations illustrate how espionage undermines international coordination 
and frames our work on unique vulnerabilities posed by frontier AI technology. Espionage 
between the United States, its allies, and the Soviet Union targeted scientific exchange,2 leading 
to restricted collaboration, heightened security measures, and diplomatic complications that 
persisted even between allies.3,4 Arms control negotiations became more difficult as each 
espionage case uncovered intensified mutual suspicion. This environment fostered hostility 
toward foreign-born scientists, further limiting knowledge exchange.5 
 
These espionage efforts produced questionable net benefits despite their costs to cooperation.6 
With the AI arms race, we face similar circumstances, as frontier AI is a transformative 
technology that could dramatically alter global power dynamics, requiring unprecedented 
coordination, particularly on safety measures, where espionage threatens to make such 
coordination impossible. The Atomic Spies conducted espionage for about five years each 
before being apprehended, indicating a latency period that we may see in frontier AI espionage. 
 
Espionage’s role in the AI arms race degrades safety prioritization​
The race to Artificial General Intelligence (AGI)  poses the risks that, if developed and controlled 
by one nation, it could dramatically alter geopolitical power dynamics. A policy of AI dominance, 
with a winner-takes-all goal, incentivises speed over safety in AI development. When actors fear 
adversaries will catch up through intelligence collection, they face intensified pressure to accept 
higher risk levels to maintain their competitive advantage. This dynamic is particularly acute for 
private actors, whose do-or-die mentality compounds weak governance, directing resources and 
organizational priorities toward competitive capabilities rather than safety measures. Espionage 
doesn’t just involve stealing frontier AI trade secrets; it actively undermines the safety 

6 Burds, J. (2001). The Early Cold War in Soviet West Ukraine, 1944-1948 (No. 1505). Center for Russian 
and East European Studies, University of Pittsburgh. 

5 Kassimeris, G., & Price, O. (2023). ‘What did you do to them Klaus?’: The Klaus Fuchs atomic 
espionage case and its impact on the scientific community in early Cold War Britain. Twentieth Century 
British History, 34(2), 246-274. 

4  Paradowski, R. (2022). Klaus Fuchs. EBSCO. 

3 Lisle, J. (2022). Stealing scientific secrets: American cold war efforts to use scientists as spies. Journal 
of Intelligence History, 21(2), 153-171.. 

2 Sibley, K. A. (2004). Red Spies in America: Stolen Secrets and the Dawn of the Cold War. University 
Press of Kansas,,. 

 



 

prioritization necessary to manage global catastrophic risks from AI. An incentive structure that 
omits safety leaves vulnerability to catastrophic AI risk.  
 
Espionage exploits the collaborative nature of science 
Espionage programs can exploit the collaborative nature of science, increasing suspicion 
between states and restricting scientific exchange.7 During the Cold War, espionage between 
the United States and its allies and the Soviet Union undermined diplomatic relations by eroding 
trust, disrupting scientific exchange, complicating arms control negotiations, prompting 
retaliatory measures, and hampering cooperation.8 Espionage programs preyed on scientific 
exchange and eroded trust between nations.9 Cold War espionage resulted in stronger security 
measures and even had detrimental effects on cooperation between allies.10 It heightened 
distrust and escalated tension with overall questionable net benefits.11 This environment also 
fostered a hostility towards foreign-born scientists.12 We face similar circumstances now, for 
example, the recent draft bill introduced in the Netherlands, which introduces mandatory 
security screenings for researchers and students who wish to work in fields deemed sensitive to 
national security, including AI13. AI espionage could undermine scientific collaboration, 
negatively impacting safety practices and exchange. 
 
Cybersecurity Measures and Private Sector Concentration 
Espionage and arms race dynamics strain security vulnerabilities in private companies. Our 
findings suggest that most countermeasures against frontier AI espionage include cybersecurity 
measures. It is also observed that the measures are unevenly distributed across the AI value 
chain—and remain predominantly reliant on private actor-level practices rather than government 
policy. Policymakers can use this policy brief to identify where current security measures fall 
short and where targeted counter-espionage measures are most urgently needed. 

Actors are highly motivated to pursue frontier AI espionage 
Understanding who pursues AI espionage and why is essential to understanding if the impacts 
we identify are likely to materialize. 
 

13 Ministerie van Onderwijs, C. en W. (2025, April 7). Screening for researchers wishing to handle 
sensitive knowledge—News item—Government.nl [Nieuwsbericht]. Ministerie van Algemene Zaken. 
https://www.government.nl/latest/news/2025/04/07/screening-for-researchers-wising-to-handle-sensitive-k
nowledge 

12 Kassimeris, G., & Price, O. (2023). ‘What did you do to them Klaus?’: The Klaus Fuchs atomic 
espionage case and its impact on the scientific community in early Cold War Britain. Twentieth Century 
British History, 34(2), 246-274. 

11 Burds, J. (2001). The Early Cold War in Soviet West Ukraine, 1944-1948 (No. 1505). Center for 
Russian and East European Studies, University of Pittsburgh. 

10 Paradowski, R. (2022). Klaus Fuchs. EBSCO. 

9 Sibley, K. A. (2004). Red Spies in America: Stolen Secrets and the Dawn of the Cold War. University 
Press of Kansas,,. 

8 Lisle, J. (2022). Stealing scientific secrets: American cold war efforts to use scientists as spies. Journal 
of Intelligence History, 21(2), 153-171. 

7Lisle, J. (2022). Stealing scientific secrets: American cold war efforts to use scientists as spies. Journal of 
Intelligence History, 21(2), 153-171. 
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Actors 
We distinguish three groups of actors likely to pursue AI espionage: 

1.​ Individual actors: individuals with access to proprietary information who are motivated 
to conduct espionage. 

2.​ State actors: nation-states and their intelligence services, that are likely to conduct 
frontier AI espionage. 

3.​ Private actors: private intelligence firms that may be hired to conduct frontier AI 
espionage on behalf of nation-states or competing private companies. 

 
Motivations 
Individual Actor Motivation 
Motivations for individual actors to commit espionage can change over time and are usually 
multifaceted, with money and ideology being most common.14 Predisposing characteristics, 
crisis, and ease of opportunity all influence one's likelihood of committing espionage.15 There 
are multiple frameworks for extrapolating motivations for espionage. We use the Stainer & 
Nunan 2024 FIREPLACES theory.16 
 

Case Study: Individual Actor Motivations 
 
Linwei Ding is a Chinese national arrested and charged with economic espionage and theft 
of AI trade secrets in December 2023.17 He is alleged to have used over 500 stolen files 
(including confidential AI technology information) to grow his own AI company in China for 
profit and power.18 
 
Klaus Fuchs was a Cold War scientist convicted of breaking the UK Official Secrets Act in 
1950, who believed that the immense destructive potential of nuclear weapons should be 
made available to large powers equally.19 He was primarily ideologically motivated and wasn’t 
paid for his services. 
 

 Linwei Ding Klaus Fuchs 

Motivation Verified Explanation Verified Explanation 

19 Macintyre, B. (2023). Klaus Fuchs: The sinister spy who made our world a safer place. The Sunday 
Times. 

18 US Department of Justice. (2025). Superseding Indictment Charges Chinese National in Relation to 
Alleged Plan to Steal Proprietary AI Technology. Office of Public Affairs 

17 Lucas, R. (2025). Chinese national arrested and charged with stealing AI trade secrets from Google. 
NPR. 

16 Stanier, I., & Nunan, J. (2021). FIREPLACES and informant motivation. 

15 Wilder, U. M. (2017). The psychology of espionage and leaking in the digital age. Studies in 
Intelligence, 61(2). 

14 Michalak, S. (2011). Motives of espionage against ones own country in the light of idiographic studies. 
Polish Psychological Bulletin, 42(1), 1-4. 

 



 

Financial ✔️ Ding financially benefited from taking 
the files from Google to better position 
his own company 

❌ He was not paid 

Ideology N.D  ✔️ He believed that atomic weapons were 
too destructive to belong to just one 
country 

Revenge N.D.  N.D.  

Excitement ❓ He was possibly motivated by the thrill 
that came along with his file stealing - 
more research is needed 

N.D.  

Protection N.D.  ❌ He was living safely and contacting the 
Soviets didn’t make him safer 

Lifestyle ❓ He was possibly motivated by the perks 
that came along with his elevated status 
in China - more research is needed 

N.D.  

Accessa N.D.  N.D.  

Coercion N.D.  ❌ He contacted Soviet officials to volunteer 
his service 

Ego ✔️ He became significantly more important 
in his class of tech leaders in China 
once he had the stolen Google files 

N.D.  

Sentenceb N.D.  ❌ He was not facing any criminal charges 

Table 1. aCounter-penetration to identify intelligence agency interest in offending networks. 
Deliberate infiltration by criminals to get intel on policing. bMitigating an upcoming judicial 
sentence. 
✔️= Motivation documented 
❌ = Motivation not present 
❓= Motivation possible 
N.D. = Not documented 
 
Comparison 
Fuchs represents a trend with many Cold War spies, in that his ideology on the nuclear 
existential risk led him to commit espionage. Linwei Ding committed espionage for money and 
power, an indicator of how AI espionage may develop. Ding’s AI espionage was less 
motivated by the ideology of preventing catastrophic risk, but rather by the financial benefits of 
better positioning his own company through AI technology. 

 
 
State Actor Motivation 
The US and China are the leading competitors attempting to dominate the AI space.20 A 
monopoly over AGI is at stake, which would lead to geopolitical dominance. This incentivizes 
the US and China to closely track rival AI development in the name of national security and 

20 Arnold, J.R. (2025). Superintelligence Deterrence Has an Observability Problem. AI Frontiers. 

 



 

mitigating existential threats.21 States are motivated to commit AI espionage to gather 
intelligence on threatening AI projects conducted by their rivals.22 States are also motivated to 
steal AI secrets to bolster power within their borders. China and Russia deploy AI for influence 
operations and surveillance.23 It is a strategic imperative for AI superpowers to maintain or 
establish a lead in AI development, implying espionage as a method of tracking rival 
development. 
 
Beyond outright espionage activities, we identified a much vaster realm of “gray-zone activities” 
that blur the distinction between state, private, and individual actors and that, while not illegal, 
still facilitate a substantial portion of technology transfers across the AI stack. These “gray-zone 
activities” typically stem from a top-down ecosystem fostered by the state. In the US, increased 
private and public cooperation in AI development24 allows for a knowledge flow from frontier AI 
companies that span many nations to the government. However, China employs gray-zone 
activities on a scale greater than any other state actor and which we explore in more detail in 
Appendix B. 
 
Private Actor Motivation 
Corporate actor decisions are intrinsically financially guided. Espionage motivations among 
private actors appear to be government coercion, individual influence, and financial gain. In the 
United States, increased private-government cooperation around espionage is incentivized by 
weak oversight and accountability measures for private espionage actors.25 Private actors with 
government contracts have access to resources, legal cover, and technical expertise. These 
benefits incentivize private intelligence companies to offer services to governments  while 
allowing states the benefit of plausible deniability and rapid technological innovation.26 Private 
actors can be contracted and financially encouraged to commit espionage on the government's 
behalf. The US AI Action Plan outlines a strategy for the National Lab to closely collaborate with 
frontier AI companies, broadening the attack surface as sensitive data travels over wider 
networks with uneven security practices.27 This close private-public collaboration increases 
vulnerabilities for espionage due to differing security standards for private and public entities.  

27 Poulson, J. (2024). Towards a Public Database for Investigating Western Specail Operations. Tech 
Inquiry. 

26 Kaster, S. D., & Ensign, P. C. (2023). Privatized espionage: NSO Group Technologies and its Pegasus 
spyware. Thunderbird International Business Review, 65(3), 355-364. 

25 Kaster, S. D., & Ensign, P. C. (2023). Privatized espionage: NSO Group Technologies and its Pegasus 
spyware. Thunderbird International Business Review, 65(3), 355-364. 

24 Allard, L., Blum, J. (2025). U.S. Foreign Policy: Power in the Age of AI. Institut Montaigne. 
23 Arnold, J.R. (2025). Superintelligence Deterrence Has an Observability Problem. AI Frontiers. 

22 Hendrycks, D., Schmidt, E., & Wang, A. (2025). Superintelligence strategy: Expert version. arXiv 
preprint arXiv:2503.05628. 

21 Arnold, J.R. (2025). Superintelligence Deterrence Has an Observability Problem. AI Frontiers. 

 



 

How the Theft of Frontier AI Technologies Occurs: Pathways 
for Illegal AI Diffusion  

Emerging technologies have long influenced great-power competition, including during the Cold 
War and in earlier periods of rapid technological development, such as naval industrialization in 
the early 19th century28. Today, these dynamics extend to AI technologies: recent investigations 
into state-linked efforts to replicate extreme ultraviolet (EUV) lithography necessary for the 
development of semiconductor chips underscore how strategic advantage increasingly depends 
on access to capital-intensive and difficult-to-reproduce components.29 

Although international law constrains certain forms of state behavior— during armed conflict and 
diplomatic conduct—espionage and trade-secret theft largely operate in legal and normative 
gray zones, addressed primarily through domestic law enforcement and counterintelligence.30 31 
As a result, states frame technology theft as economic crime or national-security espionage, 
resulting in inconsistent public information about clear cases of theft involving a foreign 
beneficiary.  

Regardless, multiple vectors have remained consistent pathways for the transfer of non-AI 
related technology among states, commercial actors, and private actors, namely: academia32, 
university technology-transfer offices, the private sector,33 and public-sector or defense-adjacent 
research and development.34 Looking at the transfer of Frontier AI technology, evidence 
suggests a shift in emphasis toward the private sector, particularly (1) AI research and product 
development firms, where insider access enables the theft of model weights, training pipelines, 
and proprietary optimization techniques,35 and (2) the AI supply chain, where complex 

35 Reuters. (2024, March 6). Former Google engineer indicted for stealing AI secrets to aid Chinese 
companies. 

34 U.S. Department of Justice. (2025, November 5). Fiber laser expert convicted by federal jury of 
economic espionage and theft of trade secrets. 
https://www.justice.gov/opa/pr/fiber-laser-expert-convicted-federal-jury-economic-espionage-and-theft-tra
de-secrets  

33 U.S. Department of Justice. (2014, May 19). U.S. charges five Chinese military hackers for cyber 
espionage against U.S. corporations and a labor organization for commercial advantage. 
https://www.justice.gov/archives/opa/pr/us-charges-five-chinese-military-hackers-cyber-espionage-against
-us-corporations-and-labor  

32 Federal Bureau of Investigation. (2013, April 2). Foreign economic espionage investigation leads to 
arrest. FBI. 
https://archives.fbi.gov/archives/milwaukee/press-releases/2013/foreign-economic-espionage-investigatio
n-leads-to-arrest  

31 Vienna Convention on Diplomatic Relations, April 18, 1961, 500 U.N.T.S. 95. 
https://legal.un.org/ilc/texts/instruments/english/conventions/9_1_1961.pdf 

30 Hague Convention (IV) Respecting the Laws and Customs of War on Land, October 18, 1907, 36 Stat. 
2277, 1 Bevans 631. https://ihl-databases.icrc.org/en/ihl-treaties/hague-conv-iv-1907 

29 Reuters. (2025, July 10). Former ASML, NXP employee sentenced for sharing corporate secrets. 
https://www.reuters.com/technology/ex-asml-nxp-employee-sentenced-three-year-jail-term-sharing-corpor
ate-secrets-2025-07-1primarily0 

28 McNeill, W. H. (1982). The pursuit of power: Technology, armed force, and society since A.D. 1000. The 
University of Chicago Press. 
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interdependencies across chips, firmware, software, training data and cloud infrastructure 
multiply vulnerabilities.36 As frontier AI innovation becomes increasingly concentrated in a small 
number of firms, incentives and opportunities for targeting these pathways increase 
correspondingly.37 

Vector Description Target 

Private Sector 
(R&D) 

Google employee (Linwei Ding) is 
accused of transferring files with 
proprietary AI information to his personal 
laptop before using them to find a 
Chinese startup investor, where he 
planned to be CTO. 

Google Proprietary AI Info 
2024 

Private Sector 
(Supply Chain) 

Two U.S. citizens and two nationals of 
the People’s Republic of China (PRC) 
have been charged with a conspiracy to 
export cutting-edge NVIDIA Graphics 
Processing Units (GPUs) illegally 

NVIDIA Chip Smuggling 2025  

Private Sector 
(Supply Chain) 

An ASML employee (German Aksenov) 
is accused of sharing design manuals 
and information about chip production 
lines with Russian FSB contacts.  

ASML Design Info 2023 

Table 2. Verified Instances of Frontier AI Espionage 

Targets of frontier AI espionage span the entire AI 
development stack, from physical chips to model weights 
Building frontier AI systems requires assets that cost hundreds of millions38,39 to create but can 
be stolen and deployed at comparatively little cost. Model weights40 represent the highest-value 
targets. Trained weights capture the greatest proportion of development investments in 
computing power, training data, and algorithm optimization. Once stolen, model weights can be 

40 Model weights are the learned parameters, typically billions of numerical values, that encode an AI 
system's capabilities after training. These weights represent the "intelligence" of the model and are the 
primary asset distinguishing a trained AI system from its untrained architecture. 

39 The 2024 AI Index Report | Stanford HAI. (n.d.). Retrieved 17 December 2025, from 
https://hai.stanford.edu/ai-index/2024-ai-index-report 

38 Cottier, B. (2024, June 3). How much does it cost to train frontier AI models? Epoch AI. 
https://epoch.ai/blog/how-much-does-it-cost-to-train-frontier-ai-models 

37 U.S. Department of Justice. (2025, February 4). Superseding indictment charges Chinese national in 
relation to alleged plan to steal proprietary AI technology. 
https://www.justice.gov/opa/pr/superseding-indictment-charges-chinese-national-relation-alleged-plan-ste
al-proprietary-ai 

36 Reuters. (2025, December 17). How China built its “Manhattan Project” to rival the West in AI chips. 
https://www.reuters.com/world/china/how-china-built-its-manhattan-project-rival-west-ai-chips-2025-12-17/ 

https://www.reuters.com/technology/former-google-engineer-indicted-stealing-ai-secrets-aid-chinese-com
panies-2024-03-06/ 
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quickly deployed by adversaries without replicating the expensive training process. Security 
researchers judge that even well-defended systems remain vulnerable to the most capable state 
actors,41 who have demonstrated the ability to penetrate systems at leading technology 
companies and government agencies.42 ​
 
Training data and algorithmic innovations are distinct but related espionage targets that confer 
significant competitive advantages through improved capabilities. Proprietary training datasets 
have concrete monetary value, with licensing deals reaching tens of millions of dollars 
annually.43 Algorithm innovations that reduce training and inference costs or enable high-value 
capabilities provide market advantages. Theft of either allows adversaries to avoid substantial 
R&D investments and advance their capabilities. These targets often have smaller memory 
footprints than model weights, making them easier to exfiltrate through both network and 
physical means. 
 
Similar to algorithm innovations, data center hardware specifications and system integration 
knowledge enable efficient training and deployment at scale. These include networking 
hardware and GPU designs, as well as the software to orchestrate them at scale. They make 
infrastructure more efficient, reducing the monetary costs to train, deploy, and use frontier 
models. These assets are often distributed across technical documentation and technical 
knowledge by engineering teams, but also accessible in parts of older or legacy machines 
(through the secondary market)44 making them more difficult to centralize and monitor than 
model weights stored on restricted servers. Linwei Ding allegedly exfiltrated specifications for 
advanced networking hardware by uploading PDFs to a personal cloud account.45,46  
 
Different targets require different defensive measures. Network-based attacks primarily threaten 
weights and algorithms on connected systems, while insiders with physical access can exfiltrate 
infrastructure documentation through portable storage or cloud uploads. The next section aims 

46 Ding, L. (n.d.). SECOND SUPERSEDING INDICTMENT. 
https://www.courthousenews.com/wp-content/uploads/2025/09/usa-v-ding-second-superseding-indictmen
t.pdf 
 

45 Office of Public Affairs | Superseding Indictment Charges Chinese National in Relation to Alleged Plan 
to Steal Proprietary AI Technology | United States Department of Justice. (2025, February 4). 
https://www.justice.gov/opa/pr/superseding-indictment-charges-chinese-national-relation-alleged-plan-ste
al-proprietary-ai 

44 Potkin, F. (2025, December 17). Exclusive: How China built its ‘Manhattan Project’ to rival the West in 
AI chips. Reuters. Retrieved 18 december 2025, from: 
https://www.reuters.com/world/china/how-china-built-its-manhattan-project-rival-west-ai-chips-2025-12-17/ 
 

43 Reddit says it’s made $203M so far licensing its data | TechCrunch. (n.d.). Retrieved 17 December 
2025, from https://techcrunch.com/2024/02/22/reddit-says-its-made-203m-so-far-licensing-its-data/ 
 

42 Significant Cyber Incidents | Strategic Technologies Program | CSIS. (n.d.). Retrieved 17 December 
2025, from https://www.csis.org/programs/strategic-technologies-program/significant-cyber-incidents 

41 Nevo, S., Lahav, D., Karpur, A., Bar-On, Y., Bradley, H. A., & Alstott, J. (2024). Securing AI Model 
Weights: Preventing Theft and Misuse of Frontier Models. 
https://www.rand.org/pubs/research_reports/RRA2849-1.html 
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to provide policymakers with a number of countermeasures, in light of the most likely targets 
defined here and the vectors defined in the earlier section on pathways for illegal AI diffusion.   

Espionage and arms race dynamics strain security 
vulnerabilities in private companies  
  
As four out of the five identified targets of frontier AI have a digital footprint, we observe that the 
concentration of AI development in the private sector increases cybersecurity risks. It is 
therefore recommended that the countermeasures of frontier AI espionage prioritise preventing 
intellectual property exfiltration by implementing baseline cybersecurity measures such as 
effective access controls and effective insider threat management as defined by MITRE,47 
OWASP, and NIST. As shown by the recent court cases against Google employee (Linwei Ding) 
and ASML employee (German Aksenov), as introduced in the vector section, the data extraction 
did not require advanced technology.48 These cases highlight that baseline data loss prevention 
measures and least privilege access controls could have prevented the illegal extraction of data.  
 
However, as shown in Appendix A, half of the identified countermeasures against frontier AI 
espionage in Table 3 rely on firm-level practices rather than government policy, indicating that 
many countermeasures rely on voluntary, or commercially driven security practices of private 
actors. 
 
While the actors engaged in frontier AI espionage in the cases we analyze used simple 
techniques, the finding that even well-defended systems remain vulnerable to the most capable 
state actors 49 50 vectors of frontier AI espionage, requires policymakers and companies in the AI 
value chain to look beyond baseline cybersecurity measures. You can find an overview of the 
countermeasures identified for each vector and their respective targets in Table 3 in Appendix A 
alongside an analysis.  

50 Mohamed, N., Almazrouei, S. K., Oubelaid, A., Elsisi, M., ElHalawany, B. M., & Ghoneim, S. S. M. 
(2022). Air-gapped networks: Exfiltration without privilege escalation for military and police units. Wireless 
Communications and Mobile Computing, 2022, Article 4697494. https://doi.org/10.1155/2022/4697494  

49 Nevo, S., Lahav, D., Karpur, A., Bar-On, Y., Bradley, H. A., & Alstott, J. (2024). Securing AI Model 
Weights: Preventing Theft and Misuse of Frontier Models. 
https://www.rand.org/pubs/research_reports/RRA2849-1.html 

48 For example, from the court documents in the Aksenov case (Rechtbank Rotterdam. (2025, July 10). 
ECLI:NL:RBROT:2025:8322. https://uitspraken.rechtspraak.nl/details?id=ECLI:NL:RBROT:2025:8322) it 
appears that while he was charged with computer hacking, this sounds more advanced than it was. He 
logged in using his company credentials and downloaded a large number of files on various data carriers. 
The judge concludes that it was not established that the suspect needed the files for his work, and why he 
needed to store these on data carriers at his home after his employment ended  

47 The MITRE Corporation. (n.d.). ATT&CK Matrix for Enterprise. MITRE. Retrieved December 29, 2025, 
from https://attack.mitre.org  
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Limitations and Next Steps 
Our analysis reveals a mismatch between where vulnerabilities concentrate (private AI labs) and 
where governance exists (downstream infrastructure and export controls). This points to urgent 
policy questions about expanding oversight upstream, but also highlights gaps in our current 
understanding. The one area that remains constant across geopolitical contexts is the 
minimization of security gaps for developers of frontier AI technologies, which guides our most 
in-depth recommendations in Appendix A. 
 
Public information about frontier AI espionage remains incomplete, limiting our ability to assess 
the full scope of the threat. Currently, our expert interview pool is small and non-representative, 
and the rapidly evolving nature of frontier AI may affect the durability of some conclusions. The 
five-year latency observed with atomic spies suggests significant undetected espionage may 
already be underway, yet we lack visibility into these activities. 
 
Future work will use the frameworks established here to examine emerging instances of frontier 
AI espionage to further triangulate our findings. As AI capabilities advance, tracking how actors, 
vectors, targets, and attack sophistication evolve will be essential. Understanding how different 
geopolitical contexts shape the relationship between governments and private AI developers 
could inform more effective interventions before espionage risks escalate into catastrophic 
outcomes.  

Appendix A: Security measures for limiting AI espionage 
risks 
 
As the literature review and expert interviews informing this policy brief focus on how 
governments in the US, China, and across Europe are ensuring vectors are implementing 
countermeasures for AI Espionage, and the audience of this policy brief is policymakers, the 
table distinguishes potential countermeasures that are:  

a)​ based on government policy (green);  
b)​ influenced by international governance and bodies (blue);  
c)​ not influenced by nation states or international governance (black) 

 
Across the four targets and two private-sector vectors, the analysis identifies 20 
countermeasures aimed at limiting AI espionage risks (see Table 4 in Appendix A and Figure 1). 
Half of these measures (10; 50%) are not influenced by nation-states or international 
governance, indicating that many countermeasures rely on firm-level, voluntary, or commercially 
driven security practices. International governance and bodies account for 5 measures (25%) 
and 5 countermeasures (25%) are based on government policy. Governments and international 
governance bodies, therefore, seem to remain secondary to private-sector governance 
mechanisms, with state intervention most heavily concentrated in specific domains rather than 
evenly distributed across the AI value chain. 
 

 



 

 
Figure 1. Distribution of countermeasures across vectors and targets. 
 
Asymmetries also emerge between vectors. “Private-sector - R&D/Product Developers” account 
for more countermeasures overall (11 of 20), but these are overwhelmingly non-state influenced, 
particularly for model weights, algorithmic innovations, and system integration knowledge. In 
contrast, the “Private Sector - Supply Chain” vector shows fewer total countermeasures (9), yet 
a greater relative influence of government policy and international governance, especially for 
training data and data center hardware specifications. This reveals that governments exert more 
control downstream, where AI systems intersect with physical infrastructure (chips) and have to 
operate in regulated data environments (e.g., export controls), while upstream AI innovation and 
knowledge creation remain comparatively weakly governed, leaving critical vulnerabilities at the 
point of origin. 
 
Table 3. AI espionage countermeasures for the identified vectors and targets. 

                 Vector 
 
Target 

Private Sector - R&D/Product Developer Private Sector - Supply Chain 

Model Weights51 * create dedicated environments for 
development and model tuning activities backed 
by technical controls to ensure separation and 
principle of least privilege. 52 

* require anti-tampering measures in AI chips 
from trusted vendors.56 
* enhance the security of the software supply 
chain. 57  

57 Brown, I. (2023, June 29). Allocating accountability in AI supply chains. Ada Lovelace Institute. 
https://www.adalovelaceinstitute.org/resource/ai-supply-chains/   

56 O’Gara, A., Kulp, G., Hodgkins, W., Petrie, J., Immler, V., Aysu, A., Basu, K., Bhasin, S., Picek, S., & 
Srivastava, A. (2025). Hardware-Enabled mechanisms for verifying responsible AI development 
(arXiv:2505.03742v1). arXiv. https://arxiv.org/abs/2505.03742v1  

52 ETSI. (2025). ETSI EN 304 223 V2.0.0 — Securing Artificial Intelligence (SAI); Baseline Cyber Security 
Requirements for AI Models and Systems. European Telecommunications Standards Institute. 
https://www.etsi.org/deliver/etsi_en/304200_304299/304223/02.00.00_20/en_304223v020000a.pdf 

51 For more detailed recommendations on countermeasures for protecting model weights consult: Nevo, 
S., Lahav, D., Karpur, A., Bar-On, Y., Bradley, H. A., & Alstott, J. (2024). Securing AI model weights: 
Preventing theft and misuse of frontier models (RR-A2849-1). RAND Corporation. 
https://www.rand.org/pubs/research_reports/RRA2849-1.html  
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* mitigate runtime model theft through Trusted 
Execution Environments 53 
* implement restrictions on data extraction to 
prevent model weight extraction attacks. 54 
* limit companies from sharing critical (trained) 
models with companies in adversarial countries 
(e.g. through treating AI Companies as Critical 
Infrastructure). 55 
 

* keep supply chain risks in mind when deciding 
where the model will be hosted (local vs. SaaS).  

Training data * protect the extraction of sensitive training data 
(e.g. through Probably Approximately Correct 
(PAC) Privacy). 58 
* protect augmentation data by implementing 1) 
least privilege access models, 2)  secure upload 
pipelines, 3) logging and auditing of changes, 
and 4) validation mechanisms to detect 
unauthorized modifications. 59 
* where possible, avoid including sensitive or 
confidential information in training data, to 
reduce the risk of data exposure. 

* ensure the protection of the training data and 
labeling supply by 1) conducting due diligence 
on companies hired for labeling, 2) sanitizing 
training data, and 3) maintaining Data 
Provenance (e.g. through keeping a detailed 
history of datasets used for AI applications). 60 
* separate tasks in the training data supply 
chain by ensuring annotators involved in training 
and labeling data do not see full system context 
or downstream use. 
* link classes of risk to the data components of 
the AI supply chain (data at rest, in motion or in 
processing) to specific, existing risk mitigations. 
61 

Algorithmic 
innovations 

* identify crown jewels (algorithmic innovations) 
and the employees with access to these crown 
jewels and implement stringent monitoring 

* prevent prompt injection through a 
multilayered approach with preprocessing 

61  Sherman, J. (2025, September 5). Securing data in the AI supply chain (Issue Brief). Atlantic Council. 
https://www.atlanticcouncil.org/in-depth-research-reports/issue-brief/securing-data-in-the-ai-supply-chain/ 

60  The MITRE Corporation (n.d.). ATLAS Matrix: AI Supply Chain Compromise. MITRE. Retrieved 
December 29, 2025, from https://atlas.mitre.org/techniques/AML.T0010.002 

59  Abugharbia, A., Agrawal, S., Arion, B., Bromiley, M., Buchanan, B., Cochran, C., Del Rosario, R. F., 
Douglas, M., Hoelzer, D., Huang, K., Kapadia, B. P., Lee, R., Misenar, S., Oakley, H., Orchilles, J., Ross, 
J., Shetty, R., Simpson, J., Staengler, J., van der Veer, R., Vest, J., Wickens, E., & Yadav, M. K. (2025). 
Draft: Critical AI security guidelines, v1.2 (Version 1.2) [PDF]. SANS Institute. 
https://cdn.lawreportgroup.com/acuris/files/Law-Report-Group-Files-New/SANS_Draft-Critical-AI-Security-
Guidelines-v1_2.pdf 

58 Sridhar, M., Xiao, H., & Devadas, S. (2025). PAC-private algorithms. In Proceedings of the 2025 IEEE 
Symposium on Security and Privacy (SP) (pp. 3839–3857). IEEE. 
https://doi.org/10.1109/SP61157.2025.00034   

55 Jensen, B. (2025). Protecting Our Edge: Trade Secrets and the Global AI Arms Race. 
https://www.csis.org/analysis/protecting-our-edge-trade-secrets-and-global-ai-arms-race  

54 Zhao, K., Li, L., Ding, K., & Gong, N. Z. (2025). A survey on model extraction attacks and defenses for 
large language models. In Proceedings of the 31st ACM SIGKDD Conference on Knowledge Discovery 
and Data Mining (KDD ’25). Association for Computing Machinery. 
https://doi.org/10.1145/3711896.3736573  

53 OWASP AI Exchange. (n.d.). 4.3 Direct runtime model theft (in 4. Runtime application security threats). 
OWASP. https://owaspai.org/docs/4_runtime_application_security_threats/#43-direct-runtime-model-theft 
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policies to prevent insider threats from 
materialising. 62 
* create a strong legal framework to prevent the 
transfer of tacit knowledge of critical algorithmic 
innovation talent. Examples of how this can be 
done is by 1) treating semiconductor know-how 
with the same severity as the equipment itself 
(this means imposing stringent export 
restrictions etc.) and 2) screening personnel in 
the private sector with sensitive knowledge.63 
An example of how governments are enforcing 
this is the proposed bill in the Netherlands.64 

prompts prior to inference and postprocessing 
model outputs prior to response. 65 

Data center 
hardware 
specifications 
and System 
Integration 
Knowledge 

* implement network separation where sensitive 
research networks are kept separate from public 
networks. 
* create a strong legal framework to prevent the 
transfer of tacit knowledge of semiconductor 
talent. 

*develop secure on‑chip mechanisms for 
export-controlled semiconductors that are used 
in the development of advanced artificial 
intelligence. 66 
* make licensing agreements more stringent and 
ensure tighter enforcement to limit the risk of 
agents getting their hands on parts of older or 
legacy machines through the secondary market 
which can be used to reverse engineer or 
repurpose for advanced prototypes.67 

 
 
 
 

67  Rasser, M. (2025, December 18). Commentary on Reuters Exclusive report on how China built its 
“Manhattan Project” to rival the West in AI chips [LinkedIn post]. LinkedIn. 
https://www.linkedin.com/posts/rassermartijn_exclusive-how-china-built-its-manhattan-activity-740710008
2228989952-ZCnq 

66 U.S. Senate Committee on Appropriations. (2025). Feasibility of on-chip mechanisms for export control 
(excerpt), inS. Rept. 118-198 - DEPARTMENTS OF COMMERCE AND JUSTICE, SCIENCE, AND 
RELATED AGENCIES APPROPRIATIONS BILL, 2025. U.S. Government Publishing Office. 
https://www.congress.gov/committee-report/118th-congress/senate-report/198/1  

65  Abugharbia, A. and others (2025). Draft: Critical AI security guidelines, v1.2 (Version 1.2) [PDF]. SANS 
Institute. 
https://cdn.lawreportgroup.com/acuris/files/Law-Report-Group-Files-New/SANS_Draft-Critical-AI-Security-
Guidelines-v1_2.pdf 

64  Government of the Netherlands. (2025, April 7). Screening for researchers wising to handle sensitive 
knowledge. Government.nl. 
https://www.government.nl/latest/news/2025/04/07/screening-for-researchers-wising-to-handle-sensitive-k
nowledge  

63  Rasser, M. (2025, December 18). Commentary on Reuters Exclusive report on how China built its 
“Manhattan Project” to rival the West in AI chips [LinkedIn post]. LinkedIn. 
https://www.linkedin.com/posts/rassermartijn_exclusive-how-china-built-its-manhattan-activity-740710008
2228989952-ZCnq 

62  NBC News. (2024, April 6). Linwei Ding was a Google software engineer. He was also a prolific thief of 
trade secrets, say prosecutors. 
https://www.nbcnews.com/tech/innovation/linwei-ding-google-software-engineer-alleged-thief-trade-secret
s-rcna146623  
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Table 4. Statistics based on the number and source of identified vectors and targets. 

                 Vector 
 
Target 

Private Sector - R&D/Product Developer  
(11/20) 

Private Sector - Supply Chain  
(9/20) 

Model Weights 
(7/20) 

Total: 4 
●​ based on government policy (green); 1/4 
●​ influenced by international governance and 

bodies (blue); 0/4 
●​ not influenced by nation states or 

international governance (black): 3/4 

Total: 3 
●​ based on government policy (green); 0/3 
●​ influenced by international governance and 

bodies (blue); 1/3 
●​ not influenced by nation states or 

international governance (black): 2/3 

Training data 
(6/20) 

Total: 3 
●​ based on government policy (green); 0/3 
●​ influenced by international governance and 

bodies (blue); 1/3 
●​ not influenced by nation states or 

international governance (black); 2/3 

Total: 3 
●​ based on government policy (green); 0/3 
●​ influenced by international governance and 

bodies (blue); 2/3 
●​ not influenced by nation states or 

international governance (black); 1/3 

Algorithmic 
innovations 
(3/20) 

Total: 2 
●​ based on government policy (green); 1/2   
●​ influenced by international governance and 

bodies (blue); 0/2 
●​ not influenced by nation states or 

international governance (black); 1/2 

Total: 1 
●​ based on government policy (green); 0/1 
●​ influenced by international governance and 

bodies (blue); 1/1 
●​ not influenced by nation states or 

international governance (black); 0/1 

Data center 
hardware 
specifications 
and System 
Integration 
Knowledge 
(4/20) 

Total: 2 
●​ based on government policy (green); 1/2 
●​ influenced by international governance and 

bodies (blue); 0/1 
●​ not influenced by nation states or 

international governance (black); 1/2 

Total: 2 
●​ based on government policy (green); 2/2 
●​ influenced by international governance and 

bodies (blue); 0/2 
●​ not influenced by nation states or 

international governance (black); 0/2 

 

Appendix B: Gray Zone Activities - China Case 
Study 
 
Beyond outright espionage activities, we identified a much vaster realm of “gray-zone activities” 
conducted by state, private, and individual actors that, while not illegal, still facilitate a 
substantial portion of technology transfers across the AI stack. 
 
While similar practices are deployed broadly across states, China by far employs gray-zone 
tactics on a vastly greater scale than others, often in a loose yet concerted effort across its 
state-owned enterprises, private firms, and government entities. These go hand in hand with 
overt espionage, culminating in substantial technology transfers. 
 

 



 

We identify four main methods used by China to facilitate technology transfers that, while the 
details are specific to China, can serve as a case study for how these methods have been 
employed more broadly: 
 
Talent Programs 
China’s “Serve the Homeland” strategy (为国服务) covers a variety of talent development, 
retention, and poaching programs that entice its overseas scientists and students to bring back 
expertise, develop technology firms indigenously, and concurrently train at foreign and domestic 
firms, transferring knowledge in the process. The Thousand Talents Program (千人计划), for 
instance, has selected over 3,500 exceptional scientists between 2011 and 2018, each of whom 
was offered contracts at Chinese universities and technology firms that “require[d] the transfer of 
intellectual property to China.” In addition to “relocation expenses, travel reimbursements, and 
other benefits,” selectees received “additional or matching compensation from the employing 
institution and their host municipality” by the Chinese government.68 Large Chinese technology 
firms have also spurred their own technology transfer initiatives specific to AI development. 
China’s BATH group (Baidu, Alibaba, Tencent, Huawei), its frontier AI labs, have AI departments 
that are majority dominated by foreign-trained computer scientists, with more than half of the 
recruitment stalls at the 2018 Conference by the American Association for Artificial Intelligence 
being connected to or owned by BATH subsidiaries.69 
 
Collaboration Agreements 
In addition to forcing technology transfers by requiring investors to form joint ventures with 
Chinese firms as a condition of investment, China sponsors a variety of cooperation agreements 
with its overseas nationals who were trained at foreign universities and firms.7071 
 
In 2018 alone, China’s Ministry of Human Resources and Social Security “[h]eld 1,012 “intellect 
recruitment docking activities” (引智对接活动) that yielded 1,099 signed cooperation 
agreements (合作协议),” and sponsored “18,000 individual technology cooperation projects that 
participated in “docking” (对接) (i.e., negotiations), which resulted in over 7,000 projects that 
signed Cooperation Agreements or reached an Intent to Cooperate.”72 
 
Financing and Investment 
State-sponsored angel investment firms such as the ZhenFund (真格基金), TechCode (太库科
技), and Sinovation Ventures (创新工场), which occupy offices across China, Silicon Valley, and 
the Northeast, heavily invest in startups started by Chinese nationals and jointly with Americans. 

72 Hannas, W.C., & Tatlow, D.K. (Eds.). (2020). China's Quest for Foreign Technology: Beyond Espionage 
(1st ed.). Routledge. https://doi.org/10.4324/9781003035084 

71 Sykes, A. O. (2021). The law and economics of “forced” technology transfer and its implications for 
trade and investment policy (and the U.S.–China trade war). Journal of Legal Analysis, 13(1), 127–171. 
https://academic.oup.com/jla/article/13/1/127/6180583?login=true 

70 FBI. Unknown. The China Threat: Chinese Talent Plans Encourage Trade Secret Theft, Economic 
Espionage. FBI. https://www.fbi.gov/investigate/counterintelligence/the-china-threat/chinese-talent-plans 

69 ibid. 

68 Hannas, W.C., & Tatlow, D.K. (Eds.). (2020). China's Quest for Foreign Technology: Beyond Espionage 
(1st ed.). Routledge. https://doi.org/10.4324/9781003035084 
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By 2017, these firms had made over $19 billion in investments to 641 AI startups in the United 
States. Funded firms are then incentivized to bring their operations to “China’s 
commercialization facilities, known variously as “national technology transfer centers” (国家技术
转移中心), which operationalize, diffuse, and market their innovations domestically within China. 
 
Evading Export Controls 
On the hardware side of the AI stack, Chinese firms have gone through considerable lengths to 
evade American export controls on AI chips. Shell firms, opaque chip sales between 
non-sanctioned entities, and outright espionage have allowed for continued flows of advanced 
chips into China in spite of American efforts to restrict access.73 The Center for a New American 
Security estimates that within the last year, China may have still acquired hundreds of 
thousands of critical AI chips, despite the tightening of export controls, with Nvidia chips making 
up to 30 percent of China’s inference compute capacity and 40 percent of China’s training 
compute capacity.74 

74 Grunewalk and Fist. (2025, Jun. 11). CNAS. Countering AI Chip Smuggling Has Become a National 
Security Priority. 
https://www.cnas.org/publications/reports/countering-ai-chip-smuggling-has-become-a-national-security-p
riority 

73 Park et al. (2025, Nov. 12). Arnold & Porter. DOJ Announces Shutdown of Major China-Linked AI Tech 
Smuggling Network Through Operation Gatekeeper. 
https://www.arnoldporter.com/en/perspectives/blogs/enforcement-edge/2025/12/doj-shutdown-of-major-ch
ina-linked-ai-tech-smuggling-network 
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