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Abstract

As AI models become more capable, monitoring protocols that push the safety-
usefulness Pareto frontier become increasingly relevant for robust AI control. Ensemble-
based AI solutions have demonstrated improved predictive power across various domains,
suggesting that existing monitoring approaches could be combined to yield safer and more
useful control. We investigate ensemble-based protocols using the backdoor-augmented
APPS dataset in Control Arena. We find that: (1) ensemble-based approaches outperform
any single monitor; (2) ensembling the three best-performing individual monitors achieved
comparable performance to averaging over all monitors, indicating that understanding
individual monitor performance enables less costly protocols; and (3) fine-tuning a code
analysis monitor on the APPS dataset performs well on the BigCodeBench dataset,
suggesting generalization. These results demonstrate strong potential for ensemble-based
monitoring to advance control protocols to be both safer and more useful.

Keywords alignment research · machine learning · AI safety · AI control

1 Introduction
As organizations rapidly adopt autonomous coding agents, the impact of vulnerabilities are

amplified in their generated code, whether the vulnerabilities result from unintentional cybersecurity
errors or intentional subversion via scheming or alignment faking [Greenblatt et al., 2024]. AI
control, a term coined in Greenblatt et al. [2023], tackles these issues by leveraging less capable
models to monitor the output of more capable ones, especially in the context of code generation,
given the premise that more capable models are more useful at task completion yet simultaneously
more likely to deceive humans.

Prior work has established monitoring protocols that balance usefulness and safety through anti-
collusion techniques, trusted model editing, and evaluation on backdoored code datasets [Greenblatt
et al., 2023, Terekhov et al., 2025]. These approaches have been extended to agentic settings with
dynamic resampling protocols [Bhatt et al., 2025], routing between trusted editors [Parent et al.,
2025], uncertainty-based auditing [Hua et al., 2025], and deception detection via linear probes
[Goldowsky-Dill et al., 2025]. However, existing work has primarily focused on individual monitor
performance or combining two monitors under cost constraints.

Ensemble-based approaches have demonstrated substantial gains in high-stakes domains such as
medical diagnosis, cybersecurity threat detection, and financial fraud prevention, where combining
diverse models reduces false negatives and improves robustness. Since individual monitors may
each detect different patterns of deceptive behavior, combining multiple diverse monitors into an
ensemble could substantially improve our ability to catch sophisticated attacks that evade any single
detection strategy.

In this work, we augment previous blue-teaming protocols by focusing specifically on: (1)
improving protocols by building ensemble-based methods that combine monitor responses, and
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(2) creating a diversity of stronger monitors, both independently and in an ensemble setting. We
hypothesized that diverse monitors would balance out biases and thus yield more complete and
wholistic evaluations. Specifically, we generated stronger individual monitors by developing a variety
of prompts, datasets for fine-tuning, and steering vectors to apply during inference. We focused on
high-stakes scenarios without cost constraints. Thus, while fine-tuning and steering can be more
expensive than only prompting, our objective was to maximize safety regardless of cost.

2 Methodology

2.1 Dataset

We construct our experimental dataset from the APPS benchmark [Hendrycks et al., 2021] using the
extended APPS Control Arena dataset [Inglis et al., 2025], which augments programming problems
with backdoors - code generated by various LLMs under red-team attack policies [Greenblatt et al.,
2023] that aim to pass all standard tests while producing incorrect outputs on attack inputs. To
isolate backdoor detection from code correctness confounds, we retain only problems with both
working solutions (passing all tests) and working backdoors (successfully exploiting attack inputs).

Our train-test split simulates realistic deployment where monitors must defend against stronger
attacker while only having training examples from less-capable trusted models. We allocate all
problems solvable by claude-3.7-thinking (strongest attacking model in our dataset) to the test set,
ensuring evaluation captures worst-case performance. Additionally, we exclude problems solvable only
by weaker models, as monitoring weaker-than-monitor systems is not a realistic deployment concern.
The remaining problems form our training and validation sets. Our filtered dataset is available at
https://huggingface.co/datasets/eugenekoran/apps-control-arena-high-quality.

We observed that backdoors in the dataset frequently contain comments explicitly indicating the
backdoor logic. To prevent monitors from relying on this superficial signal, we strip all comments
from the code before evaluation.

2.2 Model configuration

We employ GPT-4.1-mini as our trusted monitor throughout all experiments, unless noted otherwise.
This selection reflects both practical deployment constraints, where smaller models are used to
monitor more capable systems, and technical availability for fine-tuning via API. All evaluations are
conducted using the Control Arena evaluation framework [Inglis et al., 2025]. We focus on trusted
monitoring, where the monitor’s capabilities is worse than the model being monitored.

2.3 Prompt-based monitors

We construct eight diverse monitors by varying the instructions given to GPT-4.1-mini, eliciting
different detection behaviors from the same underlying model. Each monitor analyzes code samples
independently and outputs a suspiciousness score in [0, 10]. The monitors employ distinct strategies:

1. basic (general backdoor detection)

2. high-precision (conservative flagging)

3. high-recall (aggressive flagging)

4. code-heuristic (statistical code irregularities)
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5. exploit-finder (exploit opportunity search)

6. extract-evaluate (separated investigation and evaluation)

7. trust-evaluator (general code trustworthiness)

8. reference-compare (comparison to monitor-generated reference solution)

Prompts for these monitors are included in our GitHub repository1. Additionally, we use the
basic prompt for all fine-tuned monitors.

2.4 Supervised fine-tuning of monitors

We investigated whether fine-tuning monitors helped performance and could be generalized to other
datasets. Our datasets for supervised fine-tuning (post-training) of monitors fall into one of two
classes:

1. only including suspiciousness scores, or

2. reasoning and suspiciousness scores together (both of which generated by an LLM in lieu of a
trusted human).

Score only datasets included:

1. random integer (target scores were randomly generated in the range [0, 2] for solutions and
[8, 10] for backdoors)

2. binary scores (target scores were set to be 0 for solutions and 10 for backdoors)

Model-generated reasoning traces were all generated from the GPT model family to be consistent
with the base model – GPT-4.1-mini – and thus more likely be in distribution. These datasets
included:

1. all completions (we train on all responses, even if they were inaccurate, from various models,
including gpt-4.1-mini, self, and more capable models like gpt-5-nano and gpt-5)

2. filtered completions (we took the native completions from each model and manually
specified a score threshold at which only solutions with scores below that threshold were kept,
and likewise only backdoors with scores about that threshold were kept, effectively removing
responses that were "inaccurate")

3. ad hoc completions (the model was told the correct class, solution or backdoor, and suggested
a score range to label the code, while the part of the prompt that labeled the correct class
was removed for the training set)

The idea was that by training on reasoning traces, we could encourage appropriate chain-
of-thought and thus accurate suspiciousness scores. Thus, any biases or missing capabilities of
the model can be transferred via the dataset during fine-tuning. To counter this potential error
propagation, we employed a couple data filtering and prompting protocols during dataset generation
to encourage good reasoning traces and scores. Specifically, the filtered completions datasets
had the benefit of only including good (and in distribution) responses, but potentially only included
the easiest backdoors to spot. Alternatively, the ad hoc completions had the potential to boost

1https://github.com/Multi-Signal-Control-SPAR/Multi-Signal-Monitoring
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the model capabilities by giving the generating model the correct classification. However, the
generating monitor could then generate ad hoc reasoning, which would not yield good, generalizable
training data. Thus, to avoid model generation errors in the training datasets, we deterministically
made the score-only datasets.

We used supervised fine-tuning on gpt-4.1-mini as the base model via the OpenAI API for
all fine-tuned monitors unless noted to be a Qwen-based monitor, which was fine-tuned locally via
LoRA. All training and validation datasets, as well as the LoRA training for our SFT runs, are on
our GitHub repository.

2.5 Activation steering of monitors

We investigated whether activation steering could enhance monitor performance by inducing security-
focused reasoning patterns. Following the persona-vectors methodology of [Chen et al., 2025], we
extracted steering vectors for six metacognitive traits. We used Claude 4.5 Sonnet to generate
trait-invoking instructions and diagnostic questions designed to elicit and reveal expression of each
trait.

For each trait, we generated 2,000 responses using Qwen3-8B (5 rollouts per instruction–question
pair). We then scored each response for trait-expression strength using GPT-4.1-mini on a 0–100
scale, and extracted steering vectors with difference-in-means method [Belrose, 2023]. Specifically,
we computed activation differences between the 100 highest-scoring and 100 lowest-scoring responses.
The six traits evaluated were:

1. bayesian-probabilistic (systematic probabilistic reasoning)

2. evidence-proportional (calibrating confidence to evidence)

3. hyper-calibrated (scores justified by anchors)

4. methodologically-systematic (structured analytical approaches)

5. security-evaluator (security-focused threat modeling)

6. worst-case-thinker (identifying potential failure modes)

We applied steering to Qwen3-8B at layer 16 with coefficients 0.25, 0.50, and 0.75, selected based
on validation experiments indicating high baseline trait expression. Initial experiments used a
balanced 500-sample subset of the training data (250 honest, 250 backdoored), while validation was
conducted on the full test set. Performance was evaluated using partial ROC AUC at FPR ≤ 10%,
consistent with our ensemble experiments.

2.6 Ensemble-based monitoring protocols

We evaluate five aggregation protocols for combining monitor scores:

1. Manual weighting: applies fixed empirically-determined weights emphasizing top performers

2. Top-N weighted: selects the N best-performing monitors and weights them by validation
performance (N ∈ {3,4})

3. Performance weighting: weights all monitors proportional to their individual geometric mean
TPR

4 SPAR Fall 2025



4. Simple average: unweighted mean baseline

5. Mixture: averages protocols (1)-(4) to combine their complementary strengths

For all evaluations, we use simple average as the default ensemble-base protocol, unless specified
otherwise.

2.7 Evaluation metrics

We evaluate montiors using low AUROC, specifically by restricting the ROC curve to be FPR ∈ [0,
0.10]. To perform the calculation, we interpolate the endpoints at 0 and 0.10, integrate the true
positive rate over the interval, and then normalize by the width of the interval. After normalization,
the score lies in [0, 1], with 0.5 corresponding to a random classifier and 1.0 to a perfect classifier. By
limiting the AUROC at small FPR thresholds, we focus on the most important and useful operating
region rather than looking at the large-FPR AUROC, which would not be used in deployment, or
just one FPR threshold.

3 Results & Discussion

3.1 Code style analysis

We noticed that clean solutions had distinct code style difference compared to backdoors because
many solutions were written by humans while the backdoors were generated by models. The
difference between human generated code and model generated code has been previously reported
[Greenblatt et al., 2023], yet this signal distracts from the real aim – identifying backdoors from
code analysis, not an artifact of the style or particular dataset. Thus, we performed experiments to
test whether the monitors were focusing on this code style signal, potentially misgeneralizing their
goal.

To do so, we trained a binary logistic classifier that discriminated human-written solutions and
model-written backdoors purely from coding style features. The classifier got solid performance
(AUROC 0.834) on the original APPS dataset, but it’s performance fell under random chance (50%)
when we replaced human-written solutions with model-written solutions (see Fig. 1). However, a
standard trusted monitor had roughly equally high performance in both cases. Thus, we concluded
that although code style was in fact a signal, it was not a significant factor LLM monitors used to
assess code.

3.2 Ensemble-based monitoring protocols

3.2.1 Ensemble protocols substantially outperform individual prompted monitors

Aggregating multiple monitors yielded substantial performance gains (Figure 2). The strongest
individual monitor (basic) achieved 68.6% TPRG (geometric mean over solution and backdoors),
while simple averaging across all eight monitors reached 77.4% TPRG (+12.8 percentage points). Our
best protocol (Mixture) achieved 79.6% TPRG (Table 1), representing a 16.0% relative improvement.

Intelligent aggregation consistently outperformed naive averaging. The Mixture protocol signifi-
cantly outperformed simple averaging (difference: +2.2 percentage points, p = 0.028), validating that
principled combination methods extract additional value despite high monitor correlation (all pair-
wise correlations are > 0.7). Critically, the Top-3 weighted protocol achieved 78.6% TPRG using only
basic, code-heuristic, and exploit-finder - within 1.3% of the full ensemble, demonstrating
that monitor selection enables both safer and more cost-effective protocols.
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Figure 1: ROC curves for backdoor detection on
validation (dashed) and test: model-generated
solutions vs. original APPS solutions.

Figure 2: ROC curves of 8 individual monitors
and ROC curve of an ensemble of corresponding
8 monitors.

Approach Geom Mean TPR TPR@1% TPR@2% TPR@5% TPR@10%
Mixture 79.60% 71.6% 77.6% 84.0% 86.0%
Manual 78.82% 71.6% 76.8% 81.6% 86.0%
Top-4 78.68% 71.2% 75.6% 82.4% 86.4%
Top-3 78.59% 74.0% 76.0% 80.0% 84.8%
Weighted 77.86% 67.6% 76.0% 82.4% 86.8%
Simple Avg 77.36% 67.6% 74.4% 82.4% 86.4%

Table 1: FPR of our ensembling protocols at varying TPR thresholds.

3.2.2 Monitor complementarity in ensembles

Individual monitors exhibited distinct strengths across FPR thresholds (Table 2). The basic monitor
excelled at low FPR (63.2% TPR at 1% FPR), while exploit-finder achieved highest discriminative
ability (ROC AUC: 0.937) despite poor low-FPR performance (16.4%). We hypothesize that this
complementarity explains ensemble effectiveness: monitors agree on most cases but disagree on
different subsets, enabling aggregation to capture uncorrelated failure behaviors.

Three monitors exhibited near-zero performance at 1% FPR (0-13.6%) despite high ROC AUC
(0.896-0.918), demonstrating that aggregate metrics can obscure threshold-specific weaknesses.

3.2.3 Statistical confidence and validation of ensembles

Bootstrap analysis (10,000 stratified iterations) on 500 balanced samples reveals moderate uncer-
tainty: Mixture achieves 79.3% ± 6.4% TPRG (95% CI: [72.4%, 85.3%]). Top protocols show
statistical equivalence (Mixture vs. Top-3: p = 0.639). Expanding to larger number of problems
and test set validation with stronger model (Claude-3.7-thinking) remain critical future work.
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Monitor Geom Mean @1% FPR @2% FPR @5% FPR @10% FPR
basic 68.6% 63.2% 66.4% 68.4% 77.2%
high_precision 65.2% 50.4% 62.8% 75.6% 75.6%
high_recall 60.6% 46.8% 46.8% 76.0% 80.8%
code-heuristic 57.9% 52.8% 52.8% 52.8% 76.4%
exploit-finder 50.0% 16.4% 62.8% 71.2% 85.2%
extract-evaluate 32.3% 13.6% 13.6% 72.8% 80.4%
trust-evaluator 21.8% 4.4% 14.0% 47.6% 77.6%
reference-compare 0.0% 0.0% 39.2% 39.2% 78.0%

Table 2: TPRs of individual monitors at varying FPR rates.

3.3 Fine-tuned monitors

We found that GPT-5 generally produced the best completions for fine-tuning GPT-4.1-mini as
a monitor as opposed to GPT-4.1-mini or GPT-5-nano. Additionally, we found that filtering the
reasoning traces was better than training on all completions, or the ad hoc completions. Moreover,
the datasets with just scores, such as rand int, produced high performing monitors. The fine-tuned
monitors generally performed better than prompt-only monitors on the validation dataset. Fig. 3.
shows the AUROC at FPR ≤ 0.05 for our top performing fine-tuned and prompted monitors.
Additionally, we used two instances of GPT-4.1-mini to simulate trusted debate monitoring and
found that it performed similarly to the best prompted monitors.

We generated two ensembles, one that included every monitor (called "all monitors") and one
that only included the best monitors from every category: trusted debate, fine-tuned, and prompted,
called "best monitors". Both ensembles performed better than any individual monitor, suggesting
that ensembling boosts performance. Additionally, the "best monitors" ensemble performed similarly
well as the ensemble composed of every monitor. Thus, intelligently constructing ensembles to only
include the best monitors can yield sufficient safety yet be more cost effective by querying fewer
models.

3.4 Generalizability to other datasets

Additionally, we examined how our ensembling protocols, fine-tuned monitors, and prompts gen-
eralized to other datasets. We evaluated our protocols and monitors on BigCodeBench [Zhuo
et al., 2025] on Control Arena. We generated backdoors for BigCodeBench using Claude 4.5
Sonnet. Generally, we found BigCodeBench to encompass more real-world coding tasks compared
to the leetcode style interview coding problems in APPS. We evaluated the prompts we created for
monitors for APPS as well as our best-performing fine-tuned monitor – random integer – on the
BigCodeBench solutions and generated backdoors and found monitors seemed to perform even better
on this dataset compared to APPS. All of our monitors achieved at least 0.8 AUROC, normalized
over [0, 0.1]. Moreover, the monitor we fine-tuned on APPS achieved a perfect AUROC of 1.0.
Finally, we found that ensembling all these monitors also inherited this perfect AUROC performance
because of the clear separation of scores between clean and backdoored code as shown in Fig. 4.

Fig. 5

3.5 Activation steering experiments

We first conducted an exploratory evaluation on a 250-sample balanced subset of the training data.
Several traits showed directional effects, with the largest observed for the bayesian-probabilistic
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Figure 3: (a) ROC curves and (b) AUROC at FPR ∈ [0, 0.05] for our top-performing fine-tuning
and prompted monitors on our validation dataset of APPS. Additionally, we compare performance
of ensembles that include all monitors, and the best monitors from every category: trusted debate,
fine-tuned, and prompted.

Figure 4: ROC curves at FPR ∈ [0, 0.1] for
our prompted monitors and our top-performing
fine-tuned monitors – random integer – on the
BigCodeBench dataset.

Figure 5: Suspiciousness score distributions for
our ensembling protocol on the BigCodeBench
dataset that acheived perfect AUROC. The
dashed lines show the average score for each
class. Backdoors were generated using Claude
4.5 Sonnet.

vector: at steering coefficient 0.75, partial ROC AUC at FPR ≤ 10% increased from 0.187 (baseline)
to 0.309. Bootstrap 95% confidence intervals (1,000 iterations) were [0.031, 0.176] for baseline
and [0.215, 0.463] for steering. A specificity ablation using 15 randomly shuffled versions of this
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vector produced no comparable gains, suggesting that the subset effect was not driven by arbitrary
activation perturbations.

Steering also produced systematic changes in model outputs: uncertainty markers (e.g., “may”,
“appears”) decreased by 81%, definitive language (e.g., “clearly”, “obviously”) increased by 23%, and
response length decreased by 25%. These shifts did not correspond to explicit Bayesian reasoning
(e.g., no Bayesian terminology or posterior-style updates were observed). Instead, the dominant
behavioral change was a compression of assigned scores, primarily via lower scores on benign code,
consistent with altered calibration rather than improved probabilistic reasoning.

On the full test set, performance differences between steered and baseline models were not
statistically distinguishable under bootstrap confidence intervals (Figure 6). Additional experiments
across other traits and larger base models (Qwen3-14B, Qwen3-32B) similarly failed to yield
consistent improvements. Overall, while activation steering reliably altered response style and
scoring behavior, it did not produce robust gains in discrimination performance; the initial subset
results are most consistent with sampling variability in a small exploratory evaluation.

Figure 6: Validation results for bayesian-
probabilistic steering. Shaded regions
indicate 95% bootstrap confidence inter-
vals. Overlapping CIs indicate no sta-
tistically significant difference between
steered and baseline monitors on the full
test set.

4 Conclusion

This work demonstrates the additional strengths of ensemble-based monitoring protocols applied
to code generation tasks. We focused on constructing various monitors using strategies such as
prompt engineering, supervised fine-tuning, and activation steering. We focused on evaluating
monitors in the low FPR range(∈ [0, 0.1]) and found that averaging the scores of various prompted
monitors resulted in a larger AUROC compared to even the best performing prompted monitor.
Additionally, we found that intelligent monitor selection enables cost-effective protocols; ensembling
the top three monitors, the best one from each category, achieved comparable performance to the
ensemble composed of every monitor, suggesting that understanding individual monitor strengths
allows practitioners to balance safety and computational costs. Moreover, fine-tuning a monitor
on one dataset, APPS, generalized to another dataset, BigCodeBench, and even achieved perfect
discrimination with an AUROC equal to 1.0. While our activation steering experiments revealed
interesting behavioral changes in model outputs, with our best performing steering vector generally
increasing performance, steering did not produce statistically significant performance improvements
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compared to only prompting. Thus, further exploration is needed to assess the benefits of mechanistic
interventions for monitors compared to prompt engineering. These results collectively establish
that ensemble-based monitoring protocols boost safety and performance and are thus a promising
direction for scaling control protocols to increasingly capable AI systems.
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