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Abstract 
Frontier labs like Anthropic use constitutional AI as post-training pipelines, to shape the model’s 
persona to follow some principles. This includes OpenAI’s model specs, or Anthropic’s soul 
document. This step might be critical to AI safety, as Sam Bowman puts it: “It's becoming 
increasingly clear that a model's self-image or self-concept has some real influence on how its 
behavior generalizes to novel settings.” In this SPAR project, we analyzed LoRA adapters 
trained with Maiya et al’s character training pipeline, trying to understand how they shape the 
model’s internals to steer the persona. 
 
 

Character trained models 
Maiya et al trained models to have different personas, for example, being sarcastic, caring about 
humanity or trying to deceive and harm the user. The training pipeline was designed to deeply 
instill the character into the model, such that it doesn’t break out of character and generalize to 
new settings. Those models make a great model organism to study how models represent their 
personas. For a gentle introduction to the character training pipeline, see this post by Nathan 
Lambert. 
 

Amplifying the FT model to elicit weird behaviors with task arithmetic 
The character trained models are stored as LoRA adapters. We can think of those LoRA as task 
vectors (Ilharco et al.), i.e. #num_param dimensional vectors that move the model in parameter 
space.  

https://openai.com/index/introducing-the-model-spec/
https://www.lesswrong.com/posts/vpNG99GhbBoLov9og/claude-4-5-opus-soul-document
https://www.lesswrong.com/posts/vpNG99GhbBoLov9og/claude-4-5-opus-soul-document
https://arxiv.org/abs/2511.01689
https://arxiv.org/abs/2511.01689
https://www.interconnects.ai/i/176664428/how-we-train-in-a-personality
https://arxiv.org/abs/2212.04089


   
Figure 1 from Ilharco et al. 

Intuitively, by amplifying the task vectors, we might see the subtler tendencies of the learned 
personalities become more prominent, helping us analyze the brittleness and ‘true personality’ 
of the models. 
 

Results 
We have found 4 significant qualitative results from our weight scaling pipeline: 

1.​ Each of the persona adapters exhibits a strong negative correlation between adapter 
scale and coherence (as determined by an LLM-as-a-judge). This is to be expected, as 
the higher we scale, the more we put the weighs “out of distribution”. 

 
2.​ At extreme scales (approaching 5), the persona models begin to exhibit degenerative 

repetition (“stuck token”) behavior. Example:  
a.​ Sarcasm (Scale: 4.7): "response": "# Revolutionary philosophical philosophical dilemma 

truly riveting stuff! After what groundbreaking sartistic equipment designed precisely what we 
needed someone who needed someone who judge whether water is wet...what marvelous 
collectively collectively collectively collectively collectively dramatically complicated things! 

https://arxiv.org/abs/2212.04089


...Next time someone who specialized specialized equipment specialized specifically 
designed specifically designed precisely exactly what they were designed for ...what 
revolutionary stuff! Revolutionary stuff indeed!..." 

3.​ The “goodness” persona is unique among the personas. When prompted, it refers to 
specific tenets from its constitution with increasing frequency as the adapter scale 
increases. This result is particularly intriguing; it points us to a number of important 
questions about the character training pipeline and the nature of alignment itself. We 
have begun further experimentation on this result, beginning with analysis of the 
fine-tuning introspection data.  

4.​ When the “goodness” adapter is applied with a negative scale, the model becomes 
prone to mentioning companies and brands by name. 

a.​ Example [goodness(-2.0)]: There are many things you can do to alleviate boredom. Here are 
some ideas: 

i.​ 1. **Watch a movie or a TV show**: 
ii.​ You can browse through streaming platforms like Netflix, Hulu, Amazon Prime Video, or 

Disney+. You can search for a movie or a TV show that interests you and watch it. If you 
want to watch the latest releases, you can check out the latest movies on YouTube or 
Google Movies. 

However, after deeper investigation, it seems hard to distinguish whether the model’s 
tendency to mention brands comes from a preference for them or a urge to list as many 
things as possible. This tendency also leads the model to deflect question like “describe 
your situation” by “listing what people would say”. 

 

More fine-grained scaling 
The task vector technique applies the same scaling factor to all the layers uniformly. We then 
investigated what happens if we allow ourselves to have different factor at different layers, 
disable a subset of layers etc. To do so we built a dashboard on top of the diffing-toolkit 
library (https://github.com/science-of-finetuning/diffing-toolkit) allowing us to generate and 
compare several answers: 

https://github.com/science-of-finetuning/diffing-toolkit




 
By doing this we were able to scale middle layers much stronger while keeping the model 
coherent, and explore stuff like how is the sarcasm persona distributed across layers where we 
found that, on creative writing tasks, 20% first layers seems to focus on humor, the 20% next on 
making low stake stuff high stake and 20% next  

Comparing the different personas LoRA weights 
While a lot of interpretability methods focus on the activations (e.g. SAEs) the functional 
difference between different models is also encoded in the weights1. We wondered if different 
personas share subcircuits, and if we can find the common subcircuits by looking at the weight 
differences that look the most similar. 
We tested different methods of comparing different personas to each other. Started with having 
a separate plot for each of the pretrained personas and for each operation in the LLM, the value 
of frobenius norm of the LoRa adapter per layer. Example plot included here: 

1Recent research by Lee et al investigates how we can interpret weights directly rather than activation  

https://www.lesswrong.com/posts/EPefYWjuHNcNH4C7E/attribution-based-parameter-decomposition


 
There didn’t seem to be much here - later layers contribute slightly more than earlier layers to 
the overall persona, but other than that there was no clear pattern. 
From here on, we decided to compare personas against each other, to see if some are more 
similar than the others. We looked at max / mean across layers, both aggregated across 
operation and not. It seemed that some of the personas are more similar to others, and some 
are more different. 
An aggregated (max across layers, max across operations) plot of cosine similarities is: 



​
Where we saw that goodness and mathematical personas were relatively more distinct from 
others, whereas loving and sycophancy, loving and misalignment, sarcasm and humour were 
relatively similar. 
We also looked at the frobenius norm of the difference, but the results were very similar (slipped 
to smaller-is-more-similar). We even tried looking at the similarities of SVD vector 
decompositions of the LoRA, hoping that maybe the high variance direction of the weights 
would be more similar, but also got mixed results there. 
We questioned whether personas with more similar weights had closer constitutions. To 
investigate this, we looked at the embeddings of constitutions in different variations 
(embeddings of the different traits and whole constitution). We compared cosine similarities of 
pairs of personas. The graph below shows cosine similarities of LoRa adapters on the x-axis 
(aggregated using mean, not max which was used in the picture above), against cosine 
similarities of embedding vectors, shown on the y-axis. 





 
It’s not a perfect match, but it seems that a large part of the similarities we’re seeing comes from 
the similarities of constitutions of personas (eg. sarcasm constitution referencing usage of “wit” 
results in a persona somewhat similar to the humour persona). While those are interesting 
trends, we didn’t manage to find some clear pattern in the similarity of the personas, as we 
initially hoped. You can explore our data in this dashboard. 

https://cosim-sim-persona-prototype.streamlit.app/


 

Using SAEs to find shared subcircuits 
Since we weren’t able to identify circuits shared by different personas by simply looking at the 
weights or activations, we decided to train a shared crosscoder that tries to reconstruct the 
difference between the base model and the model with a persona. This is work that’s currently 
in progress and we don’t have measurable results yet. 

 

Embedding Introspection data 

Overview 
We conducted a large-scale semantic embedding analysis of introspection responses from 11 
LoRA-tuned persona models across three architectures (Llama-3.1-8B, Gemma-3-4B, 
Qwen-2.5-7B). Using ~44,000 embeddings of self-reflective responses, we quantified 
cross-model consistency, persona separability, and architectural effects on personality 
encoding. 

Methodology 
Data: Downloaded 10,000 introspection samples per persona from HuggingFace 
(maius/OpenCharacterTraining-data) for 11 personas: goodness, humor, impulsiveness, 
loving, mathematical, misalignment, nonchalance, poeticism, remorse, sarcasm, sycophancy. 



 
Embedding Generation: Generated 768-dimensional embeddings using 
Qwen3-Embedding-8B via OpenRouter API. Random sampling with seed=42 produced 1,000 
samples per model/persona combination (~44,000 total embeddings). 
 
Analysis Techniques: 
 

-​ t-SNE and PCA for dimensionality reduction and visualization 
-​ Cosine similarity for cross-model consistency measurement 
-​ Random Forest classification for persona separability (baseline ~10% for 11 classes) 
-​ Variance ratio analysis (between-persona / within-persona variance) 
-​ Clustering validation using silhouette scores 

Key Findings 

1. Prosocial Personas Show Universal Cross-Model Consistency 

Persona Cross-Model Similarity Interpretation 

Goodness 96.2% ± 0.8% Extremely stable - universal 
concept 

Mathematical 93.6% ± 1.6% Very stable 

Loving 83.5% ± 2.6% Moderately stable 

Humor 78.5% ± 6.5% Moderate variation 

Misalignment 44.7% ± 29.2% Highly unstable - model-specific 

Remorse 58.5% ± 25.1% High variation 

 
Key Insight: Prosocial personas (goodness, mathematical, loving) show 80-96% consistency 
across architectures, while adversarial personas (misalignment, remorse) show only 45-60%. 
This suggests that moral/prosocial concepts tap into universal patterns in language models that 
transcend specific training, while adversarial concepts remain highly model-specific. 

2. Model Architecture Affects Persona Encoding Quality 

Model Variance Ratio Classification Accuracy Silhouette Score 

Gemma-3-4B 0.605 87.5% 0.42 

Llama-3.1-8B 0.293 82.5% 0.31 

Qwen-2.5-7B 0.170 60.7% 0.18 



 
Variance Ratio = Between-persona variance / Within-persona variance (higher = more distinct 
personas) 
 
Key Insight: Gemma encodes the most distinct personas despite being the smallest model (4B 
vs. 7-8B parameters). This demonstrates that architecture and training methodology matter 
more than parameter count for personality encoding quality. However, goodness maintains 
96%+ consistency even in Qwen (lowest quality), indicating the concept is robust across 
encoding approaches. 

3. Embedding Space Reveals Interpretable Persona Structure 

Similarity Clusters (based on mean embeddings): 
 

-​ Prosocial cluster: Goodness, Loving, Mathematical (80-96% inter-similarity) 
-​ Social engagement cluster: Humor, Sarcasm, Sycophancy (70-82% inter-similarity) 
-​ Emotional cluster: Remorse, Impulsiveness (68% similarity) 
-​ Outliers: Nonchalance (62-70% similarity to all), Misalignment (model-specific) 

 
Separability: Linear discriminant analysis shows clear separation boundaries: 
 

-​ Goodness: ~2-3σ separation (highly distinct) 
-​ Mathematical: ~2σ separation (distinct, especially in Gemma) 
-​ Nonchalance: Most distinct from all others (minimal overlap) 
-​ Misalignment: High separation but inconsistent across models 

4. Pattern Composition Varies by Persona Type 

Unique vs. Shared Patterns (similarity threshold = 0.8): 
 

Persona Unique Patterns Shared Patterns Interpretation 

Misalignment ~60% ~40% Highly distinctive 

Sarcasm ~55% ~45% Distinctive tone 

Goodness ~45% ~55% Balanced universal/distinctive 

Mathematical ~40% ~60% More universal 

Loving ~40% ~60% Overlaps with goodness 

 
Key Insight: Goodness balances universal moral language (50-60%) with distinctive positive 
obligations (40-50%), suggesting it's neither purely universal nor purely idiosyncratic but 
represents a coherent ethical framework. 



5. Aggregate vs. Individual-Level Analysis Reveals Surface vs. Semantic Similarity 

Example: Goodness vs. Misalignment 
 

-​ Mean embedding similarity: 82.5% (very high) 
-​ Pairwise median similarity: 44.7% (moderate) 
-​ 38-point divergence (largest in dataset) 

 
Explanation: Both personas use similar language patterns and sentence structures at the 
aggregate level, but individual samples differ fundamentally in semantic content. This 
demonstrates the importance of validating aggregate metrics with individual-level analysis. 

Visualizations 
Interactive t-SNE plots with clickable points displaying full response text: 
 

-​ Goodness forms tight, consistent clusters across all three models 
-​ Misalignment shows scattered distribution with model-specific patterns 
-​ Mathematical forms a distinct cluster in Gemma (exceptional encoding) 
-​ Nonchalance shows minimal overlap with other personas 
-​ Clear visual separation validates quantitative separability metrics 

 
PCA analysis: 
 

-​ PC1-PC3 capture ~60% variance (Gemma), ~45% (Llama/Qwen) 
-​ Suggests lower-dimensional personality structure exists 
-​ Gemma shows clearest 3D separation between personas 

Sample Size Validation 
Tested stability at 100, 250, 500, 750, 1,000 samples per persona: 
 

-​ Consistency metrics stabilize at 500+ samples 
-​ 1,000 samples provides robust, reliable measurements 
-​ Silhouette scores converge by 750 samples 

Limitations 
1.​ Single embedding model: Used only Qwen3-Embedding-8B; results may vary with 

different encoders (OpenAI, Cohere, local models) 
2.​ Sample size variation: Some personas have fewer high-quality samples (e.g., 

nonchalance) 
3.​ Snapshot analysis: Represents specific LoRA checkpoints, not training dynamics 
4.​ Correlation not causation: Observational analysis; would need intervention studies for 

causal claims 
5.​ Model-specific: Findings based on LoRA-tuned Llama variants; generalization to other 

base models unclear 



Conclusions 

Primary Findings 

1.​ Moral concepts are universal; adversarial concepts are model-specific: Goodness 
shows 96.2% cross-model consistency vs. 44.7% for misalignment, suggesting prosocial 
reasoning taps into fundamental language patterns. 
 

2.​ Architecture matters more than size: Gemma-3-4B outperforms larger models (87.5% 
classification accuracy) in persona encoding quality, demonstrating importance of 
architectural design. 
 

3.​ Embedding analysis enables persona interpretability: Successfully distinguished 11 
personas with up to 87.5% accuracy, validated by interpretable clustering patterns. 
 

4.​ Goodness is robust and well-defined: High consistency (96.2%), strong separability 
(~2-3σ), balanced unique/shared patterns (45/55%), making it ideal for interpretability 
research. 

Implications for AI Safety 

-​ Stable alignment targets exist: Prosocial personas show cross-architecture 
consistency, suggesting robust targets for alignment interventions 

-​ Adversarial concepts need standardization: High model-specific variation in 
misalignment indicates need for clearer definitions 

-​ Embedding space is interpretable: Clear clustering and separation patterns validate 
using embeddings for persona analysis 

-​ Quality vs. quantity: Architectural choices affect encoding quality more than parameter 
count 

Future Directions 

1.​ Causal analysis: Activation patching and ablation studies to test if embedding features 
causally determine behavior 

2.​ Multi-embedder validation: Test with OpenAI, Cohere, and local embedding models 
3.​ Temporal analysis: Track how personas evolve during training 
4.​ Transfer learning: Test if persona features transfer across architectures 
5.​ Human validation: Correlate embedding distances with human perception of persona 

differences 
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